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Abstract
This thesis regards datapath design and analysis at several abstraction levels.
Five papers are presented that focus on datapath design for mobile communication systems and design methodologies for such datapaths.
Paper I discusses different aspects of Turbo channel decoder design for high
speed and low power applications. It is shown that critical path delay is significantly reduced by simple rescheduling operations. A new topology is presented
for UMTS interleavers that achieves significantly higher throughput with lower
power consumption and smaller area.
In paper II, a datapath design methodology based on a fast handshaking
protocol is presented. The methodology is implemented with a small set of
flexible and lean modules that compared to standard handshaking protocols
have both smaller delay and lower implementation cost for pipelined datapath
designs.
In paper III software domain abstraction paradigms are applied to the design of a hardware datapath library in C++. Several methodologies in the
software domain are shown to aid the design process. Two of the more important are design for interfaces and design with design patterns. It is shown that
reliability and usability are improved by the application of software paradigms.
Papers IV and V deal with the design of broadband interpolating and decimating channel filters for low power applications. All filters are of the lattice
wave digital filter type, which is suitable for parallelization and has good filtering properties. Several architectural modifications are described to increase
the parallelism and achieve lower clock frequency and supply voltage.
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There comes a time when the duty of an honest man
is to state the obvious

George Orwell
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P. Åström, P. Nilsson, and M. Torkelson, “Coefficient optimization for
low power digital filters,” in Proc. of 15th NORCHIP Conference, Tallin,
Estonia, Nov. 10–11 1997, pp. 91–96.
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General Introduction

CHAPTER

1

Thesis Outline

In all types of professional design endeavors, the focus is, or should be, on maximizing return on capital. The optimization required to obtain this objective
is highly complex and involve complicated trade-offs over many dimensions.
In ASIC designs, optimization can be modeled as a five-dimensional space
spanned by the dimensions: time, complexity, functionality, area, and power
consumption. No exact definitions exist for any of the dimensions; time can
for instance be design time or product life time. The subspace spanned by the
dimensions time, area, and power consumption is easily measurable. Between
area and power consumption, direct mathematical relations exist that make
optimization simple [2].
Two of the dimensions pose direct problems; both complexity and functionality connect to human perception and therefore have no unit [1]. The
lack of unit implies that absolute measurements are impossible, only relative
comparisons can be performed. The time dimension has a unit and is therefore
measurable, but still poses difficulties from a design perspective, as time connects to the design process via human action. Thus, for two out of five design
dimensions measurements are impossible and for one, time, no exact relation
to the others exist. This makes the concept design “optimality” an illusion in
ASIC design and in other human endeavors as well.
From empirical studies, it is clear that none of the dimensions are orthogonal. It is common knowledge that changes in one dimension affects the others.
Reducing design time, frequently degrades other parameters. Reducing area
frequently affects power consumption. This way all dimensions are connected.
3

4

Chapter 1. Thesis Outline

The design goal is to select the one point, in the set of evaluated points in
the five dimensional space, that maximizes return on capital. It is important
to observe that the selection process only involves relative comparisons and
selections, never absolute measurements. To make good decisions, it is desirable to evaluate different points in the design space. There are a number of
methodologies available to move around the design target. Two methodologies
are algorithmic and architectural transformations. These methodologies affect
all dimensions to some degree. Often the focus is to obtain positive results
in one or several of the dimensions function, area, and power consumption.
Consequently, performance in other dimensions may degrade. The literature
contain numerous references to various algorithmic and architectural transformations [2–6].
Another methodology is design abstraction, which is part of all design endeavors that involve more than one design stage. One method to handle increasing complexities and to reduce design time is to raise the abstraction
level. Many paradigms handle design abstraction, a few of the major ones are
described in [7–12].
This thesis addresses subsets within both architectural and algorithmic
transformations and design abstraction independently. Section 1.1 describes
the approach for architectural and algorithmic optimizations. This part mainly
focuses on architectural rescheduling and algorithmic optimization for digital
communication circuits. Thereafter, section 1.2 outlines the approach for design abstraction. The ideas revolve around design structuring and the use of
promising abstraction paradigms from the software domain.

1.1
Algorithmic and Architectural Optimizations
The scope in this thesis is limited to algorithms and architectures related to
digital communication. Algorithm optimization and architectural rescheduling
is addressed with the goal to reduce power consumption. In Paper I power
efficient architectures and designs for Turbo decoders are discussed, with focus
on the UMTS decoder. For this paper, Chapter 3 gives a general introduction to
channel coding. The chapter also investigates several common architectures for
hardware implementations of Turbo decoders and power reduction techniques
for memories. Power reduction of memories is a major issue for Turbo decoders
as memories contribute to over 70% of the total power consumption [13].
Papers IV and V address power and speed optimization techniques for wideband interpolating and decimating channel filters. The core idea presented in
both papers is to trade filter order for lower power consumption. By increas-

1.1. Algorithmic and Architectural Optimizations
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ing the filter order, a number of architectural modifications are possible that
reduce critical path delay. Chapter 4 is added to give a general background
of the specific filter class; wave digital filters and to ease the understanding of
rescheduling and transform operations. This chapter also describes the specific
filter subclasses used in the papers and gives an overview of architectures that
reduce power consumption for this filter class.
Below follows a short summary of the three papers.
Paper I - Hardware Architecture for Power Efficient and Portable UMTS Turbo
decoder

This paper targets the powerful but complex Turbo decoding algorithm that
is chosen as data coding algorithm for the UMTS mobile communication standard. It describes architectural optimizations for the upcoming UMTS-HSDPA
standard, which specifies data rates of over 20 Mbps.
Low power Turbo decoder architectures for UMTS-HSDPA with new optimizations for both core critical paths and the interleaver are presented. A
reschedule is proposed for the core critical path that reduces delay by up to
25%. Efficient interleaver architectures are presented that improve the dimensions area, speed, and power consumption to the price of higher complexity.
The basic idea is to split the interleaver memory among several smaller memories that operate at lower clock frequency and lower supply voltage.
Paper IV - Power Reduction in Custom CMOS Digital Filter Structures

Today the main optimization parameter of digital filters is the filter order.
With two implemented filters, this paper shows that both power and speed are
enhanced, if optimization effort is made on reducing filter coefficient lengths
rather than minimizing order. For comparison purposes two filters are designed
from the same specification, one as a standard minimum order filter and the
other as a filter with short coefficients. The minimum order filter is of order
three with seven bits long coefficients. The coefficient optimized filter is of order
six with two bits long coefficients. Both filters are implemented with bit-serial
fixed coefficient arithmetic in two’s complement representation in a 0.8µm, two
metal layers CMOS process. Measurements show an eightfold speedup at half
the power consumption and only 30% area cost for the coefficient optimized
filter.
Paper V - Digital Channel Filters for Wideband Transceivers

This paper describes the implementation of two wideband digital filters for a 20
Mbps mobile radio system. The transmitter side filter is a factor of two interpo-

6
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Abstract description

Abstraction

Manual transforms

Back-end tools
Silicon

Figure 1.1: The abstraction ladder.

lating filter of order 14 and the receiving side filter is an order 6 decimating filter. Both filters are implemented as lattice wave digital filters (LWDFs), which
are well suited for both interpolation and decimation. The LWDF algorithm
results in modular building blocks that easily are mapped to silicon. For lowest
power consumption and area a bit-serial architecture is chosen. Flexibility and
modularity in the selected algorithm makes it easy to rewrite the algorithm to
process several samples concurrently. Higher throughput is thereby obtained,
which is traded for lower supply voltage.

1.2
Design Abstraction
The high pace of innovation in the field of ASIC design makes design time
and complexity important parameters. Moore’s law states that the number of
transistors on chip doubles every 18 months, with a corresponding increase in
speed [14]. Thus, each additional months devoted to a project must improve
the design by roughly 4% just to keep pace with Moore’s law.
Design time and complexity are negatively correlated to the abstraction
level, i.e. increased abstraction level decreases design time and complexity.
The ladder shown in Figure 1.1 illustrates the design process. It represents

1.2. Design Abstraction
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the degree of abstraction for a design, with the lowest abstraction level at the
bottom where the final product is situated. For ASIC designs this is a silicon
chip.
Initial design is performed at high abstraction level near the top of the ladder. The path down to silicon involves two stages; one with active human involvement and one semi-automatic with passive involvement. In the first stage
design tools aid descent. The second stage is performed by semi-automatic
back-end tools that require supervision. There are two ways to reduce design
time; by lengthening the ladder to perform initial design at a higher level, and
by moving the point from which back-end tools synthesize the design upwards.
This thesis addresses ladder lengthening. Paper II describes a systematic
approach for data centric datapath design. It is shown that simple and generic
structures and protocols simplify the design problem. By using a homogeneous design methodology with a single communication protocol more independent and robust datapaths are obtained, which simplifies reuse. Paper III
discusses methodologies that increase the abstraction level by applying abstraction paradigms from the software domain to hardware design. This is a
promising approach as much development has taken place in the software community recently [15–18]. Chapter 2 gives an overview of a few ideas practiced
in the software domain together with a general discussion of design abstraction.
This chapter also points to a few selected software abstraction paradigms that
may be usable for hardware design and acts as an introduction to Paper III.
The two papers are outlined in more detail below.

Paper II - Event Driven Design Methodology for Hardware DSP Design

Today’s hardware DSP designs, with a composition of hardware in datapath/controller pairs, are becoming increasingly complex to design. It is argued
that hardware DSP architectures can be significantly simplified by distributing
control to individual pipeline stages and by switching to event based design
methodologies.
This paper will describe a design methodology for event based DSP hardware designs that utilizes a peer-to-peer symmetric handshaking protocol. It
is shown that due to the symmetric protocol a rich design space is obtained
with only a small number of handshaking circuits. The design methodology is
verified by the design of a complete UMTS Turbo decoder.
Advantages of the symmetric handshaking protocol, as compared to asymmetric protocols (master-slave protocols), are reductions in wire delay by up
to 50% and a larger design space.

8
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Paper III - Application of Software design patterns to DSP library design

Design of hardware datapath libraries is one of the harder problems when designing for reuse. With the appearance of hardware modeling libraries based
on C++, it is possible to apply advanced software techniques to design such
libraries. This paper shows how software design patterns are applied to hardware design. Design patterns yield a twofold advantage; a faster design process,
and a library more extensible and modular than the equivalent HDL counterpart. From a VHDL–C++ design comparison it is found that these factors
may result in a reduction of code size by as much as a factor of two.

CHAPTER

2

Abstraction and Classification

Abstraction and classification are the fundamental parts of any design effort.
With abstraction is meant the process to leave out of consideration some properties of a complex object in order to attend to others. The related problem of
classification requires a prior abstraction and is the process to group objects
according to commonalities and variabilities. Proper grouping and abstraction,
results in structures that have small and well-defined interfaces.
This chapter aims to give an overview of the topic and to describe some
trends in the software discipline. Over the last years, new abstraction paradigms have been developed within the software domain that may be useful
for hardware design as well. Some of the major results in this area that are
applicable to hardware design are explored here. One of the directly applicable
paradigms is the design pattern paradigm.
New abstraction methods become more interesting in the light of recent
breakthroughs in C++ hardware design. Several languages are being developed, including SpecC, Ocapi-xl and SystemC [19–21]. Recently, a consolidation has started that will bring down the number of languages. Good properties
of discontinued languages are integrated in the surviving languages and thus
make them stronger.
This chapter starts with an overview of the general design process in section 2.1 followed by a discussion of abstraction paradigms in the software domain in section 2.2. In section 2.3 the relative merits of the mentioned design
languages are discussed. An outline of the design process for SpecC is given,
which follows a well-defined descent along the abstraction ladder in section 1.2.
9
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Chapter 2. Abstraction and Classification

2.1
The Design Process
In all engineering disciplines the various stages of design usually follows a common path. Design is initiated at high abstraction levels where detail is ignored.
This can be imagined as seeing the lay of the land from high altitude. At this
level only essential parts of the system are considered and it is possible to get
a clear picture of the whole system. Attending detail then gradually lowers the
abstraction level, until finally, a level is reached from which synthesis tools derive the final system. This type of design; gradual descent along the abstraction
level, is known as top-down or stepwise refinement.
A design process compatible with the top-down process is the iterative process. The idea behind this process is that system understanding gradually
increases as design proceeds. Thus, with knowledge gained from early systems,
later systems are better designed. To not break design budgets, iterative processes have to be accounted for at the start, that is, the first system by intention
is a fast and rough sketch, only used to gain insight into the system.
In several disciplines a combination of top-down and iterative design processes yield better final results [22]. If combined, two types of iterative loops
are identified; inner and outer loops. Inner loops concerns iterations at given
abstraction levels while outer loops iterate over complete design cycles. Prototype design is an outer loop iterative process that is found advantageous in
the software domain. With prototype design, total design time is reduced and
quality is improved [22].
The opposite to the top-down design process is the bottom-up process in
which elements or atoms of designs are implemented and then gradually assembled to obtain the final system. Bottom-up processes reduce design effort
for well-known systems that are similar to existing systems or otherwise are
conservative designs. For other cases, top-down processes have several advantages over bottom up processes. As bottom up processes always considers all
detail, they cannot leave the lowest abstraction level at which atoms are implemented. This results in two severe losses compared to top-down approaches.
First an early overview of the system is not obtained. Because of the design
process, the whole system is latest built and evaluated. It is also difficult to
get an overview due to the low abstraction level. The second major disadvantage occurs because design flaws are hard to detect and repair if they occur
high in the hierarchy. Detection problems arise as errors have different form
at different levels in the hierarchy. At lower levels, mostly logic flaws occur
while at higher levels, errors are related to interfaces and system specifications.
Logic flaws are simple to detect and correct as each module can be tested and
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verified in isolation. Interface and system errors however require the presence
of surrounding modules for test and simulation.

2.2
Abstraction and Classification in Software
The software domain is the source of most innovations in hardware design. For
several reasons the abstraction level in the software domain is higher than in the
hardware domain. One major reason is that historically lead times have been
an order of magnitude shorter for software systems, which thus has fostered
more innovation.
Below, a closer look is taken to abstraction and classification methods in the
software domain. Many are of a type not easily applied to hardware designs in
today’s hardware description languages. They may however be useful in some
recently developed high level design languages.
2.2.1 The Object-Oriented Paradigm
The software community has actively used the Object-Oriented Design paradigm (OOD) for more than a decade [23, 24]. During this time, it has seen
a rapid rise in popularity followed by a maturing and stabilizing phase. By
now, the object paradigm is a core paradigm. Objects are manipulated in
three ways; via interfaces, inheritance, and via polymorphism. Polymorphism
is a construct that allows leaf objects to implement interfaces defined at higher
abstraction levels. In software design, this construct results in highly efficient
data structures.
The object paradigm matches nicely to both abstraction and classification
as described above. Abstraction and classification correlate to interface and
object hierarchy respectively. For example, consider abstraction and classification of vehicles. Figure 2.1 shows one possible model in Unified Modeling
Language (UML) notation [23, 25]. At the top the most abstract and general
view of a vehicle is given. This object declares an abstraction that is valid
for all vehicles. From this class, objects are inherited that describe different
vehicles in more detail. The interface at a given level defines the abstraction
while the set of classes at that level defines the classification. Note that the
interface for a given level includes that of all higher levels.
One major reason for the success of the object paradigm is that it retains a
clear separation between abstraction and classification. One may say the object
paradigm provides an orthogonal mapping of abstraction and classification to
the modeling language.
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Vehicle
Mileage()
FuelConsumption()
ChangeGear()
Accelerate()

Truck

Bus

Car

ChangeGear()

ChangeGear()

ChangeGear()

Accelerate()

Accelerate()

Accelerate()

Load()

SignalStop()

OpenTrunk()

Dump()

AddPassenger()

CloseTrunk()

Lada-Niva
CheckRust()

SAAB-900
AddTurbo()

VOLVO-S60
CheckSafety()

Figure 2.1: An object hierarchy that describes abstraction and classifi-

cation for vehicles.
Abstraction

Object interfaces are the core to abstraction in OOD. Objects themselves can
be seen as black boxes. Via interfaces, black boxes are stimulated and observed.
In the software domain this goes under the dictum “program to an interface,
not an implementation” [15], which means that hidden parts of methods, that
is, implementation detail, shall remain hidden and not be exposed. Thus,
designers should never exploit knowledge about certain implementations of
interfaces.
It is more important to get interfaces right compared to implementations
thereof for obvious reasons; implementations are shielded from outside and can
be modified without regard of the environment. Interfaces however, are tightly
linked to other object interfaces. Interface changes to one object therefore
require changes to all connected objects.
In all design endeavors, it is proper to minimize the interface as complexity
is more easily managed then. With small and simple interfaces come many advantages; first, fewer object interdependencies reduce complexity. Complexity,
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in the end, increases with the number of possible constellations of a model.
Thus, with lean interfaces, fewer combinations are possible and complexity
grows slower. Second, from a design point of view, lean interfaces are easier to
understand and modify, which also affects complexity positively.
Classification

Classification is always performed after abstraction. This is not obvious as
the two are tightly intertwined in actual designs. In the OOD paradigm the
result of a classification is an object constellation in the form of an object hierarchy according to commonalities and variabilities [26]. All objects have both
commonalities and variabilities. However, only objects with some commonality
belong to the same hierarchy.
To aid the understanding consider the Car object in Figure 2.1, which is an
abstraction that defines all commonalities for objects of class Car. This object
may also provide default implementations of the defined interfaces. Derived
classes are however allowed to re-implement the interfaces. Variabilities for
class Car are properties that are specific for different cars. These variabilities
are implemented at lower abstraction levels that expose more detail as shown
in the figure.
2.2.2 Design Patterns
Design patterns are an abstraction methodology originally proposed for house
and community construction by Christopher Alexander [27,28]. Patterns define
the stages in the process to obtain some objectives. These objectives can range
from complete cities to houses and simple ornaments. According to Alexander,
the meaning of a pattern condensed to one paragraph is:
Each pattern describes a problem which occurs over and over again
in our environment, and then describes the core of the solution to
that problem, in such a way that you can use this solution a million
times over, without ever doing it the same way twice.
What a pattern describes is the stages in a process to achieve some desired
result but not the actual operations that are required. This is the source to
the power of patterns.
Software Patterns

Software patterns were developed during the last decade with Alexander’s patterns as model. Major development started after the publication of Design
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Patterns; Elements of Reusable Object Oriented Software [15]. In that book
the definitions of patterns is slightly altered to fit the software domain:
A design pattern systematically names, motivates, and explains a
general design that addresses a recurring design problem in object
oriented systems. It describes the problem, the solution, when to apply the solution, and its consequences. It also gives implementation
hints and examples. The solution is a general arrangement of objects and classes that solve the problem. The solution is customized
and implemented to solve the problem in a particular context.
The outgrowth of patterns is a logical continuation to the object paradigm.
It is a consequence of that designers observed that some object compositions
recurred frequently. It was found that the pattern language could be used
to describe the essentials of object compositions and thereby enable reuse of
concepts rather than structure. Patterns may be seen as a higher abstraction
level compared to OOD, as objects are atoms in the pattern language.
Several major benefits are identified by using patterns. By naming intricate object compositions and relationships, complex structures can be communicated with total accuracy. For software design, this is of similar importance as speech is to man. Another major benefit is that learning curves get
steeper. With a pattern language, the essence of good software design can be
documented in writing. Unskilled designers then fast learn from masters via
pattern catalogs.
Hardware Patterns

Hardware patterns have not had the same breakthrough as software patterns.
One reason is that most patterns are defined for object-oriented languages and
today’s hardware design languages are not object oriented. Another reason that
is more probable is the rift separating the software and hardware communities.
The hardware community is not aware of formalized pattern languages used by
the software community. However, it is likely that the hardware community
uses patterns in an informal way.
Paper III shows that several patterns from a software pattern catalog [15]
are usable for hardware design and that some specific elements of today’s hardware design languages have counterparts in object oriented languages.
Paper II describes a less obvious pattern; a datapath pipelining methodology with a defined communication protocol and generic design modules. The
description is given according to the intention of the pattern language. The
outlined methodology is compatible with some of the patterns outlined in Paper III.
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2.2.3 Generic programming
Design patterns can be understood as an extension of the OOD paradigm. No
such connection can be made for the generic programming paradigm. The OOD
paradigm is simple to identify in code and is in most languages supported by
specific constructs. In addition, objects by themselves are concrete and can be
thought of as things.
Generic programming on the other hand is programming by contract [29]. It
is defined as a set of requirements that participating components and algorithms
must fulfill. These requirements, or concepts, are arranged in a hierarchical
order from generic to specific. Because generic programming is defined as a set
of rules and concepts it is harder to grasp compared to OOD.
Today’s successful utilization of generic programming concepts to a large
degree depends on the existence of parameterized types. One language with this
support is C++ [30], in which parameterized types are labeled templates. The
template mechanism i C++ was developed before generic programming came to
existence. Originally, templates were intended to be used for parameterization
of storage containers, like vectors and hashes. These are difficult to describe
in a general way without parameterization. However, the concept proved to
be much broader and flexible than initially thought and a broad spectrum
of advanced techniques were developed for both design patterns and generic
programming [16, 18].
One of the better-known applications of generic programming is the C++
Standard Template Library (STL) [31]. Understanding the STL is one of the
better ways to gain insight and understanding of generic programming.
The Standard Template Library

STL consists of two parts; algorithms and containers, where algorithms perform
operations on data stored in containers. Several types of algorithms exist. For
instance algorithms for sorting, finding and copying are defined. Among the
containers can be mentioned vectors, lists, and hash containers. This is an
excerpt; many more algorithms and containers exist.
STL is innovative in the way algorithms and containers interact. In STL, a
middle layer is defined that acts as interface between algorithms and containers
as illustrated in Figure 2.2 (a). Via iterators, algorithms traverse containers in
several ways. If new types of traversals are required, new iterators are easily
defined as extensions to the library.
One advantage with the approach is that the number of interfaces, illustrated by arrows in Figure 2.2 (a), increases as O(n). Compare this with an
approach that lacks the iterator layer as illustrated in 2.2 (b). Here the number
of interfaces grow as O(n2 ), which results in more difficult library maintenance.
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Vector

Find

List

Copy

Hash

(b)
Figure 2.2: (a) Illustration of interfaces between algorithms and contain-

ers in STL. (b) The corresponding case without the iterator middle
layer.
New algorithms designed with the STL approach can directly be used together
with all containers. Similarly, new containers may directly be used with all
algorithms.
The contract in STL lies in the assumption algorithms, iterators and containers make on each other, that not are enforced by the programming language.
For instance, the copy algorithm requires that iterators know how to reach the
next position in a container. The sort algorithm requires that iterators know
how to reach arbitrary container positions.
Applications to hardware

In the software domain one advantage of generic programming is the orthogonalization that is possible between different, but connected, design classes.
For the case with STL, the two orthogonal design classes are algorithms and
containers. Another effect is the simplicity with which new algorithms, data
types, and containers are added to the library.
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Similar advantages are expected for hardware designs performed in languages supporting parameterized types. From a generic programming perspective there is no essential difference depending on whether the target is software
or hardware as long as the language supports the paradigm. One orthogonalization that is proposed is between functionality and communication [32]. As
both are important design considerations, design effort is greatly reduced if
they are explored independently. Thus, a bigger design space is expected for
a given complexity, as in the case for the STL. The next section shows that
this orthogonalization in fact is one of the cornerstones of today’s high level
hardware design languages.

2.3
Design Languages
Hardware design today is performed in either VHDL or Verilog, neither of
which is suitable for the abstraction techniques described in section 2.2. Over
the years, different proposals have been put forward for extending the languages
with different capabilities. A number of proposals are given to extend VHDL
with OOD capabilities with limited success [11, 33–35].
Today’s languages in many cases can model the higher abstraction levels
described above. For instance, top-down design with object hierarchies can be
described in VHDL via configuration statements, which also makes it possible
to bind one of several implementations to an interface [36].
The real problem is that modeling cannot be performed elegantly and with
well-defined interfaces. Nothing else should be expected from languages developed 20 years ago and mainly aimed to describe hardware at the gate level.
In retrospect, both VHDL and Verilog have been highly successful considering
the huge development digital design has undergone during their existence.

2.3.1 C++ Based Languages
The abstraction paradigms outlined in section 2.2 are not easily applicable to
current hardware design languages. For that reason a number of new languages
are developed, which all are either supersets of current software languages
(SpecC) or defined as libraries for software languages (Ocapi-xl, SystemC).
The SpecC language is a superset of C while both Ocapi-xl and SystemC are
C++ libraries. Below the three languages are described and compared with
regard to the outlined abstraction paradigms.
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Figure 2.3: The design flow supported by the SpecC language.

SpecC

A team led by Daniel Gajski at University of California, Irvine, develops the
SpecC language. This language is a super-class of the C language with additions to describe hardware, communication, and concurrency. The language is
part of a wider design methodology that embraces all stages in the design of interacting software/hardware systems. Among the parts are tools for profiling,
architectural evaluation, performance estimation, etc.
The SpecC design flow follows the path outlined in Figure 2.3 [37]. As seen,
the design flow consists of five stages from the initial C model description to
the final back-end synthesis stage. The starting point is an ordinary C model
that describes the algorithm, which then gradually is refined. The first model
is the executable model that should closely resemble the C model. The purpose
of the executable model is to verify the algorithm and it typically executes in
zero time. Thereafter, architectural exploration follows, which is one of the two
major design stage.
Architectural Exploration This stage consists of three sub-stages: allocation,
partitioning, and scheduling. Allocation is the selection of processing elements
to execute the algorithm. Partitioning is the mapping of the algorithm to the
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selected processing elements. Scheduling finally, is the serialization of execution
in the processing elements. As seen, there are three separated partitioning subclasses. These are handled independently. Channel partitioning is the mapping
of communication to specific channels, behavioral partitioning maps behavior
to processes, and variable partitioning maps variables onto memory elements.
Communication Synthesis The final design stage is split in three sub-stages;
protocol insertion, transducer synthesis, and protocol inlining. Protocol insertion is the process to map abstract communication channels to actual communication protocols. One major choice is whether to map the channel to simple
point-to-point protocols or more complex bus protocols. Transducer synthesis
is required if different communication protocols need to be connected. This
is usually the case for most macro-blocks like memories and IP-blocks. The
final substage is protocol inlining. In this stage protocol signals are mapped to
actual wires in the bus system.
The major contributions from SpecC are the separation of the design process in two major sequentially independent processes and the well-defined design process. By separating architecture and communication design two major
advantages are achieved; first, design reuse is simplified as architectural and
communication subsystems are reusable separately. Second, design is simplified
as it can be performed in two clear and independent stages with a well-defined
interface in between.
This separation is illustrated in Figure 2.4 that shows two modules communicating over a channel. The processes in each module have knowledge of
channel interfaces and access ports. The channel implementation is hidden.
During initial architectural explorations, primitive channels are used. This
channel does not account for delay or time. All transactions therefore occur instantaneously. Later on during communication refinement, this simple channel
is easily exchanged for an actual channel that implements the selected protocol.
This channel models the exact cycle delays and in the case it is a bus, the bus
arbitrage algorithm. In the latter case both local processes and extra interfaces
may be needed. The processes implement different bus algorithms and extra
interfaces may be needed to reset the bus state machine.
A few of the drawbacks with SpecC can be mentioned. From the perspective
of the abstraction paradigms outlined in section 2.2, SpecC provides insufficient
support. Neither object-oriented design nor generic programming are fully
supported. Moreover, SpecC represents yet another design language for which
specific compilation tools are required. Both Ocapi-xl and SystemC design
methodologies have shown that it is possible to implement them within existing
languages, which simplifies everything from compilation to code profiling and
debugging.
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Figure 2.4: Topology of a SystemC module channel system.

Ocapi-xl

Ocapi-xl is a design library for hardware/software co-design in C++ [38, 39].
The tool is proven feasible through the design of a number of complete systems [7, 40]. Ocapi-xl is an advanced tool that is usable for software/hardware
co-design and design of reconfigurable hardware [41].
Ocapi-xl follows a design process similar to the one outlined for SpecC with
stepwise refinement by gradual addition of detail. A major difference between
Ocapi-xl and SpecC is how the model is compiled and run. In SpecC, the
actual model is compiled. Program execution is therefore identical to model
execution. Ocapi-xl generates a description of the architecture. An Ocapi-xl
model execution is therefore a two-stage process; first, the model is built from
the generated architectural description, then it is executed. This two-stage
process has the advantage that the structure of the model is retained and easily
manipulated and observed. For instance, it is easy to derive a C++, VHDL,
or Verilog description of the whole or parts of the model. Thus, Ocapi-xl can
easily generate a description that can be synthesized by standard back-end
tools.
One major innovation in Ocapi-xl is the representation of fixed-point data.
Generally, algorithms are in the early stages described with floating point types
that in later stages are converted to fixed-point types. This transition is solved
elegantly by defining combined floating-point/fixed-point types. Thereby transitions to fixed-point types become smoother.
Ocapi-xl is a pure C++ library. The library therefore supports the described
software design paradigms fully. Paper III shows that several software design
patterns are usable for hardware design with only minor changes. Due to the
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flexibility of Ocapi-xl a similar orthogonalization of behavior and communication as in SpecC are expected. An Ocapi model can be directly transformed
to VHDL or Verilog for synthesis. Innovative implementation of floating point
and fixed-point numbers supports reconfigurable hardware [41].
The major disadvantage with Ocapi-xl is the restrictive license under which
it is distributed. Throughout the history of software development, few proprietary languages have succeeded because few people and companies are willing
to be dependent on proprietary languages. Proprietary tools therefore are at a
disadvantage compared to other tools.
SystemC

SystemC is one of the youngest languages for high-level software/hardware codesign [8,20,42,43]. Thus, in SystemC it has been possible to include the better
parts of older languages including SpecC and Ocapi-xl. From SpecC is derived
the design process including the separation of behavior and communication as
described above. From Ocapi-xl is derived the fixed-floating point data types
for simulation.
In total, SystemC has much in common with SpecC with one major distinction; SystemC, like Ocapi-xl, is defined as a C++ library. This gives SystemC a
clear advantage compared to SpecC considering the application of abstraction
paradigms. As for Ocapi-xl all paradigms described are fully supported.
Unlike Ocapi-xl, SystemC is distributed with source code under a flexible license. This, together with C++ conformance and Synopsys support, are
a few of the reasons why SystemC today is one of the major tools for software/hardware co-design.

CHAPTER

3

Implementation Aspects of Iterative Codes

Today the iterative decoding approach is well established and several recent
communication systems are specified for iterative codes [44–46]. All referenced
systems use parallelly concatenated convolutional codes (PCCC), also known as
Turbo codes. Among the systems, UMTS is the largest and most widespread.
Consequently, most ASIC research for iterative codes target Turbo codes.
This chapter aims to give an overview of the status of Turbo decoder ASIC
architectures. Currently, one of the most important parameters to optimize
is power consumption, due to the growth in wireless applications. Speed and
power consumption are easily traded by supply voltage adjustments via the
relation
VDD
(3.1)
td ∝
(VDD − Vt )α
where td is the cycle time, VDD is the supply voltage, and Vt is the threshold
voltage [47]. The exponent α depends on the process generation and equal 1.4
for 0.25 µm processes. Therefore, computational delay reductions in critical
paths are equivalent to reducing overall power consumption. Most techniques
devised in this chapter, target critical path delay reduction in order to reduce
power consumption.
Memory is a major component of iterative decoders and contributes to over
70% of both area and power consumption [13]. To a large part, the remainder
is made up of the datapath for the core recursion as defined in section 3.2.3. It
is therefore natural to split the discussion in two subgroups; for memory and
computational optimizations respectively.
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Figure 3.1: The communication system.

Section 3.1 describes the general communication system. Thereafter, section 3.2 describes convolutional encoders and the optimal decoding algorithm
for such codes. Iterative codes with focus on Turbo code structures are outlined in section 3.2.3. Both encoder and decoder structures are discussed. Sections 3.4 and 3.5 finally give an overview of the status regarding performance
optimizations for Turbo decoders.

3.1
The General Communication System
The problem of communication is elegantly stated by C. E. Shannon as “that
of reproducing at one point either exactly or approximately a message selected
at another point” [48]. The same paper states one of the most famous results
in the area of information theory; the channel coding theorem. It says that for
a given channel there exists a code that permits error-free transmission across
the channel at a rate R, provided R ≤ C, the channel capacity, with equality
for infinite SNR. Until the appearance of iterative codes no systems had been
devised that performed near the bound. Iterative codes achieve results that
outperforms those of other codes. Turbo codes are devised with performance
close to the bound, in [49] a Turbo code that performs within 0.1 dB of the
bound is reported.
Figure 3.1 outlines the general structure of a communication system for
reliable communication from source to sink over an insecure channel. First
source encoding is performed to reduce information redundancy. Next, information is encrypted to prevent eavesdropping. Then follows channel coding
and modulation to secure reliable transmission and to map binary symbols
to channel symbols. In the receiver, the inverse operations are performed to
extract transmitted information.
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Frequently source coding and encryption are performed separately from
channel encoding and modulation. In the following, only the system parts
within the box are considered. These parts perform the fundamental operation
of communication as stated by Shannon. Among the modules, focus is on
the channel encoder/decoder pair. Modulation and demodulation are treated
superficially and interested readers are referred to [50].

3.2
Iterative Encoder/Decoder Components
Iterative encoders/decoders are constituted of three fundamental modules; the
convolutional encoder, the interleaver, and the MAP decoder. These modules
are introduced below.
3.2.1 Convolutional Codes
Iterative codes are constituted of two or more convolutional codes. Both UMTS
and CCSDS utilize Turbo codes [44,45]. These are major future communication
systems and a discussion focusing on their convolutional component encoders
is motivated.
An encoder encodes a source sequence u = . . . u−1 u0 u1 . . . to obtain a code
sequence c = . . . c−1 c0 c1 . . . . Both uk and ck are vectors with dimensions n
and m respectively. That is, uk = {u1k , u2k , . . . , unk } and ck = {c1k , c2k , . . . , cm
k }
n
. For convolutional encoders the transfer function is
with the code rate R = m
defined by a rational generator matrix such that
c(D) = u(D)G(D)

(3.2)

where D is the unit delay. It can be shown that any rational generator matrix
has a corresponding systematic generator matrix such that u ∈ c [51]. The systematic form is simpler and performs equally well. The discussion is therefore
limited to systematic convolutional codes.
The half rate systematic convolutional encoder in Figure 3.2 has constraint
length m and the transfer matrix
Ã
G(D) =

1
0

0
f (D)
q(D)

!
(3.3)

Both UMTS and CCSDS are specified for component codes with rational trans-
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Figure 3.2: A realization of a R = 1/2 systematic convolutional code in

controller canonical form with constraint length m.
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Figure 3.3: The convolutional encoder used in UMTS with constraint

length 4. The encoder state is given by the vector s = s2 s1 s0 .

fer matrixes according to (3.3). For UMTS, f (D) and q(D) are given by
f (D) = D3 + D + 1

(3.4a)

q(D) = D3 + D2 + 1

(3.4b)

which can be realized in hardware according to Figure 3.3. Customarily state
transitions are described in trellis diagrams. Figure 3.4 shows one section of
such a trellis for the UMTS code at depth k. Current and next states are
labeled sk and sk+1 respectively. Transitions between consecutive states are
defined by the edge transitions ek = sk → sk+1 . Single edges are denoted e
with starting and ending states given by sS (e) and sE (e) respectively.
The UMTS code trellis shown in Figure 3.4 is an eight state code with
the state at depth k defined by sk = s2k s1k s0k . Convolutional encoders frequently encode data sequences of fixed lengths L, the block size, that originate
from, and terminate in the zeroth state s0k . Block code trellises are therefore
reduced at both ends according to Figure 3.5. For example, the state transitions in the encoder for the data sequence u = u0 u1 u2 . . . ul−4 ul−3 ul−2 ul−1 =
{1110 . . . 0111} are highlighted.
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Figure 3.5: Trellis for the UMTS convolutional code.

3.2.2 Interleavers
The function of interleavers is to permute sequences according to static predefined patterns. Interleaver design is a highly complex topic that involves many
aspects of coding theory [52–55]. The main objective with interleaver design is
to find a solution that has good performance under the intended operating conditions. Generally, well performing interleavers with good distance spectrums
have semi-random interleaving patterns. For hardware designs, these patterns
are inflexible and expensive in terms of storage.
The UMTS interleaver is defined as a block interleaver over a rectangular
matrix [44]. Interleaving is performed as a set of row and column manipulations
that are easily computed on-chip. The drawback with this type of interleavers
is that performance is sub optimal due to worse distance patterns. Advantages
are flexibility and no need for memory storage of the interleaver pattern.
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3.2.3 The MAP Decoding Algorithm
The maximum a posteriori probability (MAP) decoding algorithm is today the
standard algorithm for iterative decoders. The other algorithm, the soft Viterbi
algorithm (SOVA), is inferior by 0.5 dB according to [56, 57], and has a less
regular structure, which is undesirable for hardware design [58].
In the general sense, an a posteriori probability (APP) algorithm estimates
random parameters with certain distributions. If errors are minimized it is
referred to as a MAP algorithm. Bahl, Cocke, Jelinek, and Raviv discovered
in 1974 a MAP algorithm for Markov processes, today known as the BCJR
algorithm after its discoverers [59]. The algorithm obtains the most likely
transmitted bits from convolutionally encoded sequences.
MAP decoding theory follows the general theory for Markov processes [60].
Here only the main results with regard to coding are stated, for which a good
overview with applications is found in [61]. Markov processes are state machines, which for convolutional codes have state transition diagrams according
to Figure 3.5. The goal of a MAP algorithm is to find
P [ek , ŷ] = P [ek |ŷ]P [ŷ]

(3.5)

for each k where P [ek , ŷ] is the joint probability for the edge transition ek and
the observation vector ŷ = ŷ0 ŷ1 . . . ŷL−1 . Or in other words; the most likely
edge transitions given the whole input sequence ŷ. Rewriting (3.5) gives
P [ek |ŷ] =

P [ek , ŷ]
P [ŷ]

(3.6)

Markov process theory states that (3.6) can be written as
P [ek |ŷ] = α(sk )γ(ek )β(sk )

(3.7)

α(sk ) = P [sk , (ŷ0 ŷ0 . . . ŷk−1 )]

(3.8a)

γ(ek ) = P [sk+1 , ŷk |sk ]
β(si ) = P [(ŷi+1 , . . . ŷL−1 )|sk+1 ]

(3.8b)
(3.8c)

with

Here α(sk ) is the probability distribution for state sk at trellis depth k, given
the observation vector ŷ0 ŷ1 . . . ŷk−1 . γ(ek ) is the probability distribution for
the state transition sk → sk+1 , given the current state sk . Finally, β(sk+1 )
is the probability distribution for the next state sk+1 given the observations
ŷk+1 ŷk+2 . . . ŷL−1 .
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Both α and β in (3.8) can be stated by the following recursions
α(sk ) =

X
e:sE (e)=sk

β(sk ) =

X

h
i
α sS (e) γ(e)
h

i
β s (e) γ(e)
E

(3.9)
(3.10)

e:sS (e)=sk

where the sum is given according to the following; for each state sjk , α(sjk ) the
sum is taken over all edges e for which sE (e) = sjk . Calculations of γ are left
without consideration as they do not pose implementation difficulties and also
depend on the modulation scheme.

3.3
Iterative Codes
Iterative coding is a new approach discovered in 1993 [62]. The main innovation
is that a single data sequence is encoded by two or more component codes.
This renders possible an iterative decoding approach that is very powerful
with reported performances within 0.1 dB of the channel capacity [49]. In the
following sections encoder and decoder structures are addressed separately.
3.3.1 Encoder Structures
The main encoder structures are parallel (PCCC) and serial (SCCC) concatenations of convolutional codes as shown in Figure 3.6. Less widespread hybrid
schemes also exist [63]. In PCCC encoders u is encoded twice but with different
order as illustrated in Figure 3.6 (a). The output from the encoder is systematic with c = c1 c0 . The encoders are isolated by an interleaver π. The SCCC
encoder shown in Figure 3.6 (b) is similar except that the output sequence from
E1 is interleaved before being fed to E2 . Code performance is affected by code
polynomials, interleaving pattern, and block length. From a coding point of
view, the parallel and serial concatenations perform best at low and high SNRs
respectively [52].
3.3.2 Decoder Structures
The PCCC and SCCC encoder structures in Figure 3.6 are suitable for iterative
decoding with the MAP decoding algorithm. Such general iterative decoders
are shown in Figure 3.7 (a) and (b) for PCCC and SCCC decoders respectively.
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Figure 3.6: (a) PCCC encoder with two component convolutional en-

coders. (b) Serially concatenated encoder.
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Figure 3.7: General decoder architectures for (a) parallel and (b) serial

encoders. (c) Possible simplified architecture for PCCC codes when E1 =
E2 including input and output buffers, IB and OB respectively.
In the figure, D1 and D2 implement MAP decoders for the corresponding encoders. The decoder in Figure 3.7 (a) and (b) decodes PCCC and SCCC codes
respectively. Consider the code in Figure 3.7 (a). The input from to the decoder is metrics (λ) from the demodulator. These metrics are split and fed to
D1 and D2 . Via the loop between the decoders, a posteriori information from
one decoder is fed to the other as a priori information. The SCCC decoder in
Figure 3.7 (b) operates in a similar manner.
For PCCC encoders with identical component encoders, i.e., E1 = E2 ,
the simplified architecture in Figure 3.7 (c) is possible. Here D alternates
between decoding the code for E1 or E2 and the interleaver and De-interleavers
are merged to a single module. Observe that the (De-)interleaver merging
operation not is dependent on the encoders, it can always be performed. The
structure in Figure 3.7 (c) results in shorter datapaths and less on-chip memory.
These advantages are one reason for the dominant position of symmetric PCCC
codes in commercial communication systems today.
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Both UMTS and CCSDS are specified for symmetric PCCC codes. For
this reason, most published decoder ASIC implementations are designed for
PCCC codes [64–66]. No major differences exist between the two decoder
architectures. Innovations in one type are usually easy to implement in the
other. In the following, PCCC decoder structures according to Figure 3.7 (c)
are assumed.

3.4
Decoder Implementation Techniques
This section gives an overview of current optimization techniques for power
reduction and speed enhancement in Turbo ASIC decoder implementations.
Three optimization areas are identified;
1. The datapath resulting from the core equations given by (3.7), and by
the recursions (3.9) and (3.10).
2. Linearly accessed memories, i.e. input and output buffers and smaller
buffers within D in Figure 3.7 (c).
3. Randomly accessed memories. These are the interleaver memories.
The first and second points are treated below. The third point is treated at
depth in paper I and need no further treatment here. In the following, general
optimization techniques and some more specialized techniques are discussed.
3.4.1 Sliding Window Technique
Straightforward implementation of (3.9) and (3.10) requires large memories for
temporary storage of β metrics. To evaluate (3.7) at depth 0, the leftmost trellis
position in Figure 3.8, requires the calculation and storage of β for all states
from depth L down to depth 0. An UMTS system, with β(sjk ) represented by
8 bits, requires 40 kB memory capacity. To this is added a processing delay
equal to the block size, which for the UMTS system is over 5000 cycles.
A sliding window algorithm is proposed to reduce latency and storage requirements [67–69]. This algorithm is based on observations that irrespectively
of starting states, α and β state metrics converge to the true values within a
few constraint lengths. After 6 constraint lengths near perfect convergence is
reported [68]. The UMTS code with constraint length 4 then requires a window
size of 24, which in simulations give near optimal performance [66].
The algorithm is explained with reference to Figure 3.8. In the figure, two
windows W1 and W2 are shown, each of a size no less than 6 constraint lengths.
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Figure 3.8: The sliding window algorithm applied to MAP decoding.
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Figure 3.9: Structural view of a sliding window MAP decoder architec-

ture. M represents memories with depths equal to the Window length.

Backward state metrics (β) for each window are denoted β1 and β2 respectively.
At depths marked by dots, both metrics are reset. The β1 metric is reset to an
arbitrarily state, preferably the all-zeroes state and β2 is reset to the final state
of the previous β1 . Initial values of β1 are inaccurate, but accuracy increases
due to convergence for each stage in the trellis. The accuracy is high for β2 at
the starting point. All β2 state metrics are thus accurate as they are initialized
with the final β1 state. The process is repeated by moving both windows one
window step to the right. In total both delay and storage requirements are
significantly reduced at the cost of more β calculations.
The sliding window algorithm can be implemented with an architecture
similar to the conceptual view in Figure 3.9 [13]. The datapath consists of α and
β processing modules, a Σ module that implements (3.7), and three memories
of depth equal to the window size. Variations of the architecture, with different
tradeoffs between delay and memory requirements, are proposed [3, 13, 70].
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3.4.2 Termination Rules
Significant savings in processing requirements are obtained if the decoding
process can be reliably terminated when correct decoded values are obtained.
Compared to a static number of iterations the genie stopping rule (the bound)
saves about 70% of the iterations, equivalent to a factor of 3 throughput increase [71]. Several stopping rules are proposed that achieve results close to
the genie bound.
Simple stopping rules that utilize the CRC algorithm are proposed [72, 73].
The CRC algorithm used stand alone, results in an error floor set by the length
of the CRC polynomial irrespectively of the decoder used [71]. This is because
the error rate is high during the initial iterations and thus, the probability of
false detections is only slightly lower than 2−v , where v is the degree of the
CRC polynomial.
Better results are obtained by combining CRC detection with an analysis
of a posteriori information from the MAP decoders. A simple method is to require that hard outputs from two consecutive decoding iterations are identical.
The algorithm is implemented with a single equality check operator (subtractor). One drawback is that hard decision bits must be stored in the interleaver
memory, which then becomes larger and consumes more power.
Another method is to analyze the statistics of the a posteriori information. A rule that has proven efficient is to require the reliability (the absolute
value of the a posteriori information) to exceed some threshold value [71]. The
advantage with this method is that no extra data needs to be stored in the
interleaver and that more control is attained over the trade-off between undetected and falsely detected errors. A disadvantage is that the threshold needs
to be adjusted according to the operating conditions of the decoder.
By combining CRC detection with one of the above mentioned methods,
the rate of undetected errors can be reduced below any desired level.
3.4.3 Extrinsic Encoding
A posteriori information output from one MAP decoder is generally represented
by 8–10 bits for each code bit [74]. This information needs to be stored in
the interleaver memory between consecutive iterations, which for UMTS is
equivalent to 5 kB storage requirement. Due to the random access pattern
interleaver memories are difficult to optimize for power consumption and area,
see Paper I for details. If possible, compression of a posteriori information is
highly beneficial for area, speed, and power consumption.
Garret, Xu and Nicol have proposed a highly efficient compounding algorithm for a posteriori data compression that reduces the size by nearly half [75].
Each value is encoded with the nearest smaller power of two exponents as shown
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Figure 3.10: Quantization of a posteriori information.

in Figure 3.10. For example; according to the figure, the a posteriori values {4,
5, 6, 7} are compounded to 2 and the value -267 is compounded to -8. The
input a priori information is then extracted by the reverse operation. Note that
the algorithm is lossy. With this compression algorithm the size of the information stored in the interleaver memory shrinks to 4–5 bits per state metric
symbol, or about half compared to the uncompressed case.
For an eight state PCCC decoder of UMTS type, compounding results in
a decoder that actually performs better by 0.2 dB for all but very low SNRs.
Highly astonishing! The reason is still unknown but similar results are reported
elsewhere [76].
3.4.4 Logarithm Domain Arithmetic
For a R = 1/2 codes, calculation of (3.7), (3.9) and (3.10) requires 2m additions and 2m+2 multiplications for each source bit. To reduce processing
requirements the MAP algorithm is usually implemented in the logarithm domain. Equation (3.7) is then modified to
P [ek |ŷ] = α(sk ) + γ(ek ) + β(sk )
and the recursions (3.9) and (3.10) according to
½ h
¾
i
∗
S
α(sk ) = max
α s (e) + γ(e)
e:sE (e)=s
½ h
¾
i
∗
E
β(sk ) = max
β s (e) + γ(e)
e:sS (e)=s

(3.11)

(3.12)
(3.13)
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Figure 3.11: Radix-2 max-log approximation of the Jacobian logarithm.

where
∗

max (x, y) , log (ex + ey )

³

= max (x, y) + log 1 + e−|x−y|

´

(3.14a)
(3.14b)

Equation (3.14a) is the Jacobian logarithm and forms the critical path of
the decoder implementation due to the recursive nature of equations (3.9) and
(3.10). This logarithm usually is implemented according to (3.14b) where the
first term is easy to implement in hardware and the second term quickly approaches zero for increasing differences between x and y. Due to the exponentiation an exact implementation is impossible. Various approximations with
different complexities and performances are proposed in the literature. Here, a
brief review of the major proposals is given together with claimed performances
relative to an exact implementation of (3.14).
Max-Log Algorithm

The simplest approximation of the Jacobian logarithm is the max-log approximation that discards the second term of (3.14b) altogether. The max-log
operation is a rough approximation that degrades performance by circa 0.5
dB [57]. However, it is found that by a simple scaling of the a posteriori information performance improves. For the UMTS code, the degradation with
scaling is reduced to 0.2 dB [76]. With regard to UMTS system performance the
degradation is negligible [77], which makes the max-log approximation highly
viable.
Table Lookup

The standard approach to implement the second term in (3.14b) is with a
lookup table (LUT) according to Figure 3.12. In [74] it is shown that a LUT
with 23 positions gives no measurable degradation compared to the ideal case.
The sequence stored in the LUT, is given by the quantized sequence
{6, 5, 5, 4, 4, 3, 3, 3, 3, 2, 2, 2, 2, 1, 1, 1, 1, 1, 1, 1, 1}
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Figure 3.12: Standard radix-2 architecture with LUT.
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Figure 3.13: Comparison of radix-2 and radix-4 operations.

which is highly regular and thus can be implemented at low cost. Several implementations are described in the literature that utilize the LUT approach [65,
73, 74, 78]. The delay is about twice that of the max-log approach with no
measurable coding loss compared to the ideal case. For wideband communication systems, like the upcoming UMTS-HSDPA [79], it is hard to motivate
the LUT approach over the max-log approach, as the former has higher power
consumption and lower throughput.

3.4.5 Radix-4 Architectures
Several radix-4 architectures that process two trellis stages consecutively are
proposed. Two major advantages are seen; first, the delay related to registers
decreases by half as shown in Figure 3.13. Second, for radix-4 architectures,
the design space increases and optimizations can be carried out over two trellis
stages instead of one. The Jacobian logarithm has the property
´
max (x, y, z, w) =max max (x, y), max (z, w)
¡
¢
≈ max(x, y, z, w) + ln 1 + e|δ|
∗

∗

³

∗

∗

(3.15)
(3.16)

where δ may be selected according to one of several equations as described
below.

3.4. Decoder Implementation Techniques
X0
X1

37

Max
Max

X2
X3

max(X0 , X1 , X2 , X3 )

Max

Figure 3.14: Radix-4 max-log approximation of the Jacobian logarithm.
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Figure 3.15: Bickerstaff architecture of radix-4 Jacobian logarithm ap-

proximation.

Max-log Approximation

The radix-4 max-log algorithm, shown in Figure 3.14, has identical performance
as the radix-2 algorithm, except for two stages being processed simultaneously.
With δ = 0, (3.14b) is identical to (3.15). No references to actual implementations using the radix-4 max-log algorithm are found in the literature. Without
doubt it results in one of the smallest and fastest radix-4 implementations.

Bickerstaff Approximation

Bickerstaff et al. have described an UMTS-HSDPA radix-4 decoder implementation [64] that approximate δ in (3.16) with
δ = max(x, y) − max(z, w)

(3.17)

This approximation results in a coding performance degradation of 0.04 dB at
BER = 10−3 over an additive white Gaussian noise channel. The corresponding
architecture is shown in Figure 3.15. Delay increases by that of a LUT and
a final adder compared to the radix-4 max-log algorithm. Implemented in
a 0.18µm process, as described in [64], the architecture operates at a clock
frequency of 145 MHz, which equals a bit rate of 290 Mbps. With an average
of six iterations this implementation achieves a throughput of 24.2 Mbps.
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Miyauchi Approximation

Miyauchi et al. have devised a parallel architecture with close to optimal performance [78]. The essential idea is to use the radix-2 structure in Figure 3.12
with the highest and second highest likelihood branches (out of four). For this
architecture
Xm = max(X0 , X1 , X2 , X3 )
δ = min(Xm − Xi )
m6=i

(3.18)
(3.19)

The coding performance with this selection of δ is within 0.01 dB of the bound,
an irrelevant loss. The drawback is a complex and expensive architecture in
terms of power consumption and area as outlined in Figure 3.16. The architecture has a logic depth comparable to the Bickerstaff architecture but requires
about three times the number of arithmetic operations. Another drawback is
the large fan-in that makes necessary heavy register buffering. Implemented in
a 0.35µm process the architecture achieves a clock frequency of 100 MHz [78].
With compensation for process differences this speed is about the same as
obtained for the Bickerstaff design.

3.5
Memory Topology Aspects
In DSP applications memories are usually accessed in regular repetitive patterns. These can be exploited in the memory architecture to optimize either
power consumption or speed. For iterative decoder applications, two patterns
are present; linear and random access patterns. Below, memory architectures
for the linear case are discussed. For the random access case, no general architecture exists. One specific case for the UMTS interleaver pattern is discussed
in Paper I. First an overview of the types of memories available today is given.
3.5.1 Memory Types
Physical memories are divided in synchronous and asynchronous memories.
Historically, asynchronous memories have been most popular because data
read from the memory are available in the same clock cycle. This makes it
easier to design memory controllers and to integrate memories in datapaths.
Synchronous memories have a latency of at least one cycle, which makes the
design of controllers and datapaths more complex.
The advantage with synchronous memories is that they can be pipelined
and that timing, verification, and synthesis is simplified. As memories are
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Figure 3.16: Miyauchi architecture.

becoming major speed bottlenecks due to their ever-increasing sizes, timing and
verification are becoming great obstacles. Therefore, synchronous memories
will be the dominant memory type in the future.
Memories are further grouped depending on the number of ports and the
supported access patterns. During one cycle, one memory port usually support
either a read or write (R/W) operation. The most common memories are singleand dual-port memories. Single-port memories are simpler and more efficient
regarding power, area, and speed. Dual-port memories are easier to integrate
in datapaths as simultaneous read and write operations are supported. More
specialized memory types exist with RR/W and R/WW being two types with
complexities between that of single- and double-port memories.
For specific but common access patterns, dual-port memories can be exchanged for single-port memories. This is advantageous as there is a significant
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Figure 3.17: Three topologies with rate one throughput. (a) A single

dual-port (DP) memory with independent read and write ports. (b)
Single-port (SP) memory with twice the word length and half the depth.
(c) Two SP memories clocked at half the frequency.
penalty in using dual-port memories. On average, both power consumption and
area are double for dual-port memories.
3.5.2 Topologies for Pairwise Access Patterns
The pairwise memory access pattern is common in datapath design. It holds
when both consecutive read and write addresses at time k are related by
addressk

=2n

0 < n < Memory size/2

addressk+1 =2n + 1
This pattern is valid for linearly accessed memories like FIFOs, LIFOs and
input/output buffers. For the pairwise access pattern, dual-port memories can
be substituted for single-port memories while maintaining data throughput.
Consider Figure 3.17, which shows three memory topologies that all achieve
a throughput of one per cycle with the pairwise access pattern. The dual-port
(DP) topology in Figure 3.17 (a) is simplest to implement but has the highest
cost. Figure 3.17 (b) shows a single-port (SP) memory with half the depth
and twice the wordlengths compared to the DP memory. Here two samples are
read or written every second cycle as visualized by the thick wires. If power
consumption is important, larger savings are obtained if both voltage and the
clock frequency are reduced. Figure 3.17 (c) shows a topology that operates
at half the clock frequency. The basic difference to Figure 3.17 (b) is that two
memories are alternating.
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Table 3.1: The performance of the topologies in Figure 3.17. The results are

normalized with regard to topology (a), i.e. (a) has relative performance 1.
Size
Topology
Power
Area

256 B
(b)
(c)

1 kB
(b)
(c)

4 kB
(b)
(c)

16 kB
(b)
(c)

0.77
0.40

0.59
0.47

0.53
0.51

0.48
0.52

0.32
0.66

0.19
0.56

0.15
0.56

0.11
0.56

The three topologies are compared with data from a 0.35µm library. A
standard supply voltage of VDD = 3.3V is assumed for topology (a) and (b).
For topology (c), the clock frequency is half and the supply voltage is scaled
according to (3.1) with α = 1.4 and Vt = 0.55 [47]. For these values, the
relative performance of 4 configurations are given in Table 3.1, normalized for
topology (a). That is, the relative performance for topology (a) is 1. As seen
considerable savings in power consumption and area are obtained for topologies
(b) and (c). For the 16 kB size, suitable for input buffering in the decoder,
topology (c) achieves power and area savings of 89% and 44% respectively. For
smaller memory sizes considerable savings are still obtained. Both topologies
(b) and (c) are therefore feasible for small memories.

CHAPTER
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Wave Digital Filters

Wave digital filters (WDFs) were discovered independently by Fettweis and
Bingham in 1970 [80, 81]. They were a completely new filter type with no
similarities to existing digital filters. The origin of WDFs can be traced to
microwave filter theory. In [82] it is shown that the WDF theory can be derived
solely from discrete time versions of classical microwave filter concepts like
transmission lines and scattering junctions.
A number of advantages follow from the equivalence between WDFs and
classical analog filters. The main advantage is that several properties of analog filters are preserved. Therefore, WDFs similarly to analog filters, have low
sensitivity in the passband for coefficient variations, no inherent parasitic oscillations, and low roundoff noise [83, 84]. To this is added the breadth of analog
filter theory that is directly applicable to WDFs.
WDFs are designed either via a map of an analog filter to the z-domain
or directly in the z-domain. Both approaches are described extensively in the
literature and interested readers are referred to [85, 86] for further coverage.
One interesting result regarding lattice WDFs is that the design space is larger
for designs performed directly in the z-domain [87]. For some specific case the
result is superior designs, realizable with lower filter order.
This chapter gives an insight into the structure and performance of certain
commonly used WDF classes. It is also meant as a background to the two filter
papers in Paper IV and V. Therefore certain peripheral subjects are discussed
after the general WDF outline that relate to interpolation, decimation, and
rescheduling for maximally fast operation.
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4.1
Background
4.1.1 Definitions
The term filter denotes causal processes in which frequency components of
signals are modified according to time invariant multiplications of the signal
spectrum. Filters are used for several applications including noise suppression,
elimination of undesired components, sample rate manipulations, etc.. From
the time invariance and linearity properties of filters follows that no new spectral components are created. Spectra not part of input signals are thus not
found in output signals. Linear systems are also predictable; small changes in
input signals always lead to bound changes of output signals.
In the discrete domain a filter is described by the difference equation
yn =

L
X
l=0

al xn−l +

M
X

bm yn−m

(4.1)

m=1

where x and y are input and output signals respectively. Quantized signals are
usually transformed to the z-domain where they much easier can be manipulated and analyzed. In the z-domain equation (4.1) is represented by
Y (z) =

A(z)
X(z) = H(z)X(z)
B(z)

(4.2)

where H(z) is referred to as the filter transfer function. The frequency response
of H(z) is defined by
Y (ω) = H(ω)X(ω)
(4.3)
where ω is the angular frequency. Two parameters of importance in filter design
are amplitude and phase response defined by |H(ω)| and ∠H(ω) respectively.
Linear phase is an important property, which means that all frequency
components are equally delayed by the filter. Non-linear phase is difficult to
spot in phase response graphs due to the sloping phase curve. Here the group
delay, defined as
∂
τ (ω) = − ∠H(ω)
(4.4)
∂ω
provides a better measure. In (4.4), τ (ω) has unit seconds. Linear phase implies
constant group delay. It is therefore easy to detect and measure deviations from
linear phase by observing the group delay.
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4.1.2 The ψ-Domain
Standard analog filters are usually described in the s-domain from which an
exact transform to the z-domain is defined by
z=e

sT
2

(4.5)

where T is the sample frequency. A drawback with the transform in (4.5) is
that rational functions in the s-domain are not rational in the z-domain and
vice versa.
One solution is to first scale the s-domain to a new domain, the ψ domain,
via
sT
¡ sT ¢
e 2 −1
(4.6)
= tanh
ψ , sT
2
e 2 +1
This scaling has the property that real frequencies are transformed to real
frequencies according to
φ = tan

¡ ωT ¢
2

s = jω, ψ = jφ

(4.7)

which is important for filter design. The advantage with the ψ domain is that
a rational transform exists between the ψ and z domains defined as
z=

1+ψ
1−ψ

(4.8)

and named the bilinear transform. Thus, analog filters designed in the ψdomain are directly transformed to the z-domain via (4.8). In practice, design
is performed in the s-domain and then, via the ψ-domain, transformed to the
z-domain.
4.1.3 Properties of the Bilinear Transform
Via the bilinear transform rational functions in the ψ-domain are transformed
to rational functions in the z-domain. The transform has the property that
roots in the negative half plane in the ψ-domain are mapped to the interior
of the unit circle in the z-domain. Thus, stable transfer functions in either
domain are stable in the other as well.
A few mappings via the bilinear transform are shown in Figure 4.1. Points
on circles with certain centers in the ψ domain are transformed to circles in the
z domain. Points in the left ψ half-plane are mapped to points inside the unit
circle in the z plane. Note that the imaginary axis in the ψ domain is mapped
to the unit circle in the z domain.
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ψ-plane

z-plane

Figure 4.1: A view of the mapping from the ψ plane to the z plane via

the bilinear transform.
The dots on the imaginary axis and the unit circle illustrate the highly
nonlinear frequency warping that occurs due to the transform. Via equation
(4.6) these non-linearities are canceled in the s-domain.
The bilinear transform does not guarantee that a ψ to z domain mapping
results in realizable transfer functions, i.e. no delay-less loops. It can be shown
that analog filters described by voltage and current signals result in unrealizable
topologies in the z domain [81].

4.2
Basic Principles
A transform from the continuous to the discrete time domain is not possible
because digital networks are only defined for discrete time. It can be shown
that such mappings consist of delay-less loops [85]. A way to circumvent the
limitation is to define the mapping in the frequency domain where digital filters
are continuous and therefore a mapping may exist.
4.2.1 The Wave Signal Concept
From microwave filter theory the wave concept is derived with signals defined as
waves rather than amplitudes [88]. For two-ports, as depicted in Figure 4.2, one
incident and one reflected wave can be defined. A ports has a port resistances
R, which is an arbitrary positive constant. With those parameters, incident
and reflected voltage waves are defined as
A = V + RI
B = V − RI

(4.9a)
(4.9b)
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Figure 4.2: Wave description of an analog passive network with incident

(A) and a reflected (B ) waves.

4.3
Building Blocks
Two types of building blocks are discussed. The first type includes digital
versions of inductors and capacitors. The second type includes interconnect
circuitry for impedance matching.
4.3.1 Lumped Circuit Elements
Analog passive filters are designed with capacitors and inductors, which both
are passive and lossless. With definitions according to Figure 4.3 the wellknown relations for voltages and currents are given by
∂v(t)
∂t
∂i(t)
v(t) = L
∂t
i(t) = C

(4.10)
(4.11)

in the time domain. The corresponding expressions in the ψ-domain is given
by
I(ψ) = ψCV (ψ)

(4.12)

V (ψ) = ψLI(ψ)

(4.13)

Notice that the expressions are identical to the ones obtained for the s-domain,
which is a result of the transform between the two domains being a scaling
operation.
By using (4.8) and (4.9), a relation between the incident and the reflected
waves is established for capacitors and inductors in the z-domain
Capacitor

B = z −1 A

(4.14)

Inductor

B =−z −1 A

(4.15)
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Figure 4.3: Voltage and current relations for capacitors and inductors.
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Figure 4.4: (a) The two-port adaptor symbol. (b) Realization with iden-

tical delay for both ports.

Thus, a capacitor equals a delay while an inductor equals a delay with negated
output signal. Both the fundamental components of filter design are thus easily
implemented in the z-domain.
4.3.2 Adaptors
The building blocks described previously cannot be directly connected unless
the port resistances are equal, and thus, Kirchhoff’s voltage and current laws
automatically are fulfilled. That is generally not the case because port resistances depend on internal elements. Two types of general connections exist;
parallel and serial connections of an arbitrary number of ports, which are extensively described in [85]. In this thesis, focus is limited to dual port connections.
Definitions for interconnects with two ports are given in Figure 4.4 (a). For
this case, serial and parallel adaptors are identical, which is emphasized by the
given symbol.
For two ports, Kirchhoff’s voltage and current laws require that
V1 = V2

(4.16a)

I1 = −I2

(4.16b)

By applying (4.9) it is possible to eliminate voltages and currents and state the
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Figure 4.5: (a) An analog lossless network and (b), the equivalent WDF

structure.
relation between incident and reflected waves as
B1 = A2 + α(A2 − A1 )

(4.17a)

B2 = A2 + α(A2 − A1 )

(4.17b)

where
α=

R1 − R2
R1 + R2

(4.18)

An adaptor can thus be implemented with three adders and a fixed coefficient
multiplier as depicted in Figure 4.4 (b). Other implementations of the adaptor are outlined in [86], none of which has a lower delay than the symmetric
implementation in Figure 4.4 (b).

4.4
All-Pass Filters
The all-pass filter has uniform gain over all frequencies and varying phase delay.
It is an important filter component; both stand alone and as a component of
lattice wave digital filters (LWDFs).
It can be shown that WDFs derived from analog lossless one-port structures
must realize all-pass filters [85]. Thus, if N in Figure 4.5 (a) realizes a lossless
network, the corresponding WDF network N’ shown in Figure 4.5 (b) realizes
an all-pass filter. This is the case as no energy is dissipated in the reference
circuit and therefore no attenuation is possible.
All-pass filters can be realized with cascaded first and second order structures of the form shown in Figure 4.6. In the figure, reference structures and
corresponding WDF structures are shown. As the characteristic impedances of
reactances usually differ, adaptors are inserted in the WDF structure to fulfill
Kirchhoff’s laws at port connections. WDF all-pass filters of arbitrary order
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Figure 4.6: (a) First order all-pass section. (b) Second order all-pass section.

A

N1

N2

Nn

R0

R0

R0

R0
B

Figure 4.7: All-pass filter structure designed from n cascaded first and
second order structures.

are designed by cascading first and second order structures as shown in Figure 4.7. The impedance for all all-pass links is identical to R0 , a requirement
to connect the links.

4.5
Lattice Filters
Lattice structures are one of the most popular WDF structures and are characterized by low passband sensitivity, no parasitic oscillations, and a parallel
structure, which is important for hardware realization. Low passband sensitivity results in short coefficient lengths and therefore, reduced truncation noise
and smaller delay.
Due to the high stopband sensitivity, precise and long coefficients are required to design LWDFs with high stopband attenuation. However, it is shown
that the problem can be alleviated by cascading several lower order LWDFs [89].
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Figure 4.8: The Lattice WDF structure. S1 and S2 are all pass filters.

Several interesting results are obtained for LWDFs. Surma-Aho has described a systematic method for designing approximately linear LWDFs [90].
Gazsi has derived explicit formulas for designing LWDFs directly in the zdomain [86].
Digital lattice filters have the general structure shown in Figure 4.8 with S1
and S2 being all-pass filters as described above. Usually only the two terminals
A1 and B2 are used which simplifies the structure somewhat. As seen LWDFs
are parallel and symmetric, and thus suitable for high speed filter implementations.

4.6
Sample Rate Conversions
Whenever sample rate changes are required, either interpolating and/or decimating filters are used. Sample rate changes are frequently required in systems
where multiple sample rates are used or in communication systems as anti-alias
filters. A factor of two interpolating and decimating filters are described in Paper IV and V. LWDFs result in efficient structures for both cases as shown
below.
4.6.1 Interpolation
Inserting zeros between all samples and then low-pass filter the sequence to remove the aliasing spectrum performs interpolation. The interpolation factor is
set by the number of zeros that are inserted between the samples. Bireciprocal
filters with cut-off frequencies of π2 are well-suited for interpolation.
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For Lattice filters an elegant result exists that allows the operation to be
performed at the lower input sample rate [82]. Let the original sequence be
X(z). Then the interpolated sequence is given by
Xi (z) = X(z 2 )
Now consider the transfer function H(z). It can be separated in two parts with
odd and even terms according to
H(z) = z −1 H1 (z 2 ) + H2 (z 2 )
The output from the filter is now given by
Y (z) = H(z)X1 (z)
¤
£
= z −1 H1 (z 2 ) + H2 (z 2 ) X(z 2 )
= z −1 H1 (z 2 )X(z 2 ) + H2 (z 2 )X(z 2 )

(4.19)
(4.20)
(4.21)

In (4.21) both terms are zero every second cycle and the output is thus given
alternatively by the first or the second term. Therefore, if the original sequence
is filtered the transfer function is given by
Yeven (z) = H1 (z)X(z)
Yodd (z) = H2 (z)X(z)

(4.22)
(4.23)

A seventh order bireciprocal filter for an OFDM communication system, designed according to (4.23) is described in Paper V. As seen in Figure 4.9
efficient architectures are obtained.
4.6.2 Decimation
1
is easy to implement with an ordinary low pass filter. Any
Decimation by M
π
low pass filter with a cut-off frequency set slightly lower than M
to avoid
N
aliasing, is sufficient. Fractional rate changes M , are obtained by connecting a
1
decimating filter.
factor N interpolating filter in series with a M

4.7
Design of Filters with Short Critical Paths
Short critical path delay at nominal operating conditions is an important parameter for both broadband channel and low power filters. For broadband
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Figure 4.9: Bireciprocal interpolating filter of order 7.

filters it allows for higher throughput while for low power filters the short critical path delay can be traded for lower supply voltage. Thus, filters with short
critical path delay are flexible and suitable for a wide range of applications.
Two different methods are used to increase throughput of datapaths; pipelining and algorithm rescheduling. For non-recursive datapaths, pipelining may
yield arbitrarily high throughput at the cost of extra registers. For recursive
datapaths, pipelining decreases throughput because the reduced delay is countered by lower datapath utilization. Algorithm rescheduling on the other hand
may result in improvements for both recursive and non-recursive structures.
With regard to structure, filters are separated in two classes; finite impulse
response (FIR) and infinite impulse response (IIR) filters. The former class
contains no recursive loops and can be designed for arbitrarily high throughput
via pipeline register insertion [91, 92]. The latter class contains loops, which
put restrictions on throughput.
LWDFs are a subclass of IIR filters designed from first and second order allpass sections as described in section 4.5. For this type of filters, throughput is
limited by one of the recursive loops in the second order links. In Figure 4.10 (a)
the general structure of the second order link is repeated. Implemented with
symmetric adaptors, the datapath has the structure shown in Figure 4.10 (b).
The critical path is marked by fat wires and contains four adders and two fixed
coefficient multipliers.
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Figure 4.10: (a) Second order all-pass WDF link. (b) Internal represen-

tation with critical path highlighted.

4.7.1 Coefficient Optimization

One method to reduce the delay is to trade the multiplier coefficient lengths for
filter order. Shortening coefficients alters the location of poles and zeroes, which
for optimally designed filters always results in performance degradation. Thus,
to reduce coefficient lengths, original filters are designed with some margin
in the stopband. LWDFs are well-suited for short coefficient filter design as
they have low sensitivity to coefficient variations in the passband and high
sensitivity in the stopband. The general design procedure is to design an initial
filter with greater stopband attenuation than required and then trade the extra
attenuation for shorter coefficients.
In Paper V an interpolating filter of order 14 with a stopband attenuation
of 50 dB is described. This filter has the coefficients α1 = 0.12 and α2 =
0.0012 . These short coefficients are obtained by trading stopband attenuation
for coefficient lengths.

4.7. Design of Filters with Short Critical Paths

⇐⇒

55

FA

∆

∆

(a)

(b)

Figure 4.11: (a) The symbol for a bit-serial adder. (b) The corresponding

implementation with a full adder (FA) and unit delay elements (∆).
4.7.2 Maximally fast Rescheduling
The second possibility to increase throughput is critical path rescheduling. For
WDF all-pass links, a maximally fast rescheduling of the WDF second order
all-pass link is outlined in [93, 94] for bit-serial architectures.
Several good references to bit-serial arithmetic can be found in the literature [82, 95]. However, it is not necessary to fully comprehend bitserial arithmetic to understand how the rescheduling is performed. Data is fed serially
on a single wire with the least significant bit (LSB) first. Only two operations
are of importance for filter design, namely addition and multiplication by fixed
coefficients.
In Figure 4.11 the symbol and implementation of a bit-serial adder is shown.
It consists of a single full adder cell and two unit delay elements. The unit
delay in the feedback path stores the carry between consecutive cycles. For the
fixed coefficient multipliers the important parameter is the total delay, which
for the chosen bit-serial architecture equals the coefficient length. The actual
implementation is not further discussed here. For a description either consult
Paper IV or [82, 95]. Datapath rescheduling is performed with the assumption
that the two multipliers form the critical path. It is shown later that the only
exception is for an aggregate coefficient length of the two multipliers that is
shorter than 4.
The datapath in Figure 4.10 (b) can be rearranged to focus on signals that
pass over sample borders as shown in Figure 4.12 (a). In the figures, two border
crossing signals, v1 and v2 , are present. As seen, the critical path is defined by
the v1 loop.
Rescheduling is now performed in four stages. With reference to Figure 4.12 (a) it is observed that
cn = [x(n) + bn ] + v2 (n)

(4.24)

where cn and bn are internal variables at time instance n. By rewriting the
expression as
(4.25)
cn = [x(n) + v2 (n)] + bn
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one adder is removed from the critical path. In the same way, the expression
for an is rewritten as
an = [v2 (n − 1) + x(n)] + dn

(4.26)

for a saving of one additional adder. In total, the critical path delay is reduced
by two adders. With this rescheduling the datapath in Figure 4.12 (b) is
obtained with added components and wires marked by dotted lines. Note that
two new boundary crossing signals, v2 (n − 1) and v3 are introduced. The cost
is two adders plus shimming delays for v2 (n − 1) (not shown) to shorten the
critical path by two adders.
By rewriting the expression for dn in Figure 4.12 (b) from
dn = (bn + en )α2

(4.27)

dn = bn α2 + en α2

(4.28)

to
the datapath in Figure 4.12 (c) results, which has the same critical path delay
as the architecture in Figure 4.12 (b). As seen, the difference is one extra
multiplier. The advantage of this rescheduling is that one more adder can be
removed from the critical path. In Figure 4.12 (c)
an = (x(n) + v2 (n)) + (gn−1 + fn−1 )

(4.29)

an = [x(n) + v2 (n) + (gn−1 )] + fn−1

(4.30)

can be rewritten to

for a saving of one adder in the critical path. The architecture of the all-pass
link after this final rewrite is shown in Figure 4.12 (d). As seen, the critical
path consists of two multipliers and a single adder in series, which means a
reduction by three adders.
For short coefficient length filters, the rescheduled filter link provides a significant increase in throughput. As an example, consider the interpolation filter
presented in Paper V. The critical loop for this filter is given by an all-pass
link with the coefficients α1 = 0.12 and α2 = 0.0012 . Without rescheduling the
critical path is 8 cycles long (4 cycles for the adders and 4 cycles for multiplications). With rescheduling, the critical path delay is 5 cycles, a reduction by
3 cycles, or 37%. In this particular case the reduced delay was traded for lower
clock frequency and improved noise margin by increased data wordlength.
For a filter with several all-pass links only the link containing the critical
path is rescheduled. For other links, one of the schedules in Figures 4.12 (a)
and 4.12 (b) is used, to minimizes the implementation cost.

4.7. Design of Filters with Short Critical Paths

57

v2 (n)
v1 (n)

v2 (n + 1)
α1

α2

a n bn

v1 (n + 1)

cn dn

x(n)
y(n)

(a)
v2 (n − 1)

v2 (n)

v2 (n)

v2 (n + 1)

v1 (n)
v3 (n)

α1

α2

a n bn

cn dn

v1 (n + 1)
v3 (n + 1)

en

x(n)

y(n)

(b)
v2 (n − 1)

v2 (n)

v2 (n)

v2 (n + 1)

v1 (n)
v3 (n)

v1 (n + 1)

α2

α1
a n bn

fn

dn

v3 (n + 1)

α2 g

n

x(n)

y(n)

(c)
v2 (n − 1)

v2 (n)

v2 (n)

v2 (n + 1)

v1 (n)

α1

α2

v5 (n)

v1 (n + 1)
v5 (n + 1)

v4 (n)

α2

v4 (n + 1)

x(n)
y(n)

(d)
Figure 4.12: Optimal scheduling of a WDF filter link.
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[36] P. Åström, S. Johansson, and P. Nilsson, “Application of Software Design Patterns to DSP Library Design,” in Proc. of 14th International
Symposium on System Synthesis, ISSS 2001. Montréal, Canada: ACM,
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Hardware Architecture for Power Efficient and
Portable UMTS Turbo Decoder

Abstract
The powerful but complex Turbo decoding algorithm is chosen as data coding
algorithm for the UMTS mobile communication standard. With the upcoming UMTS-HSDPA data rates of over 20 Mbps are specified. This makes the
decoder a highly critical component in the system.
This paper presents a low power Turbo decoder architecture for UMTSHSDPA with new optimizations for both the core critical path and the interleaver. For the core critical path a reschedule is proposed that reduces the critical path by up to 25% by simple arithmetic rescheduling at low area and power
cost. Interleaver architectures are presented with much larger design space
compared to standard design practice today. It is shown that improvements
are obtained for all dimensions consecutively, with possible improvements in
the individual dimensions of 40% for power, 60% for area, and 30% for speed.

Based on: P. Åström and P. Nilsson, “Hardware Architecture for Power Efficient and
Portable UMTS Turbo decoder,” in Proc. of World Wireless Congress, 3Gwireless’2003,
San Francisco, CA, USA, May 27-30 2003.
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1
Introduction
Iterative codes are one of the major innovations in coding theory in several
decades. Much work has taken place since their discovery by Berrou, Glavieux
and Thitimajshima in 1993 [1]. Currently algorithms have stabilized and matured, which has made them ready for commercial use. One of the major
systems today using iterative codes is the third generation mobile communication system (UMTS). UMTS uses a specific type of iterative code named Turbo
code, which is a subclass of iterative codes constituted as a parallel concatenation of convolutional codes. In UMTS Turbo codes are mainly used for data
transfer at medium to high data rates (14.4kbps–2Mbps). In the upcoming
UMTS-HSDPA standard it is used for data transfer rates of up to 25 Mbps
and is thus a highly critical system component.
The computational requirements of iterative codes are very high. For an
UMTS-HSDPA Turbo decoder more than 12 billion add-compare-select (ACS)
operations must be carried out per second for a data rate of 24 Mbps. Due
to the high computational requirements only dedicated implementations are
viable today. That basically limits the design space to hardware DSP-ASICs
and to some extent FPGAs.
With today’s distributed placement of micro base-stations and battery powered hand held terminals, power consumption is the single most important
parameter to optimize. Due to the heavy computations and large memory requirements, the Turbo decoder contributes to a large amount of the total power
consumption. Therefore, it is crucial for system performance to optimize power
consumption of the decoder.
The memory subsystem contributes to the major part of total power consumption and is therefore of prime importance to optimize. Fortunately, most
of the memories are accessed in a linear pattern for which efficient partitioning
exist. Reported reductions in power consumption of up to 90% can be found in
the literature [2]. Furthermore, by partial recalculations and data flow transforms, reductions in size and speed of the memories in the core computational
units can be achieved [3].
However, the above described memory optimization methods do not work
for the biggest individual memory, the interleaver memory. This memory is
accessed both linearly and randomly, and can therefore not easily be optimized.
Any optimization attempts are furthermore complicated by the fact that 160
different interleaver topologies exist. As the interleaver memory constitutes a
large part of the total memory, it is important to find memory topologies that
reduce power consumption.
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This paper presents a hardware DSP architecture for a fully UMTS compliant Turbo decoder with emphasis on interleaver memory optimization and
partitioning for low power consumption. In addition, the design utilizes the
log-Map algorithm for core decoding and is designed with single port memories only. Three interleaver architectures are outlined and compared with the
standard approach with regard to power consumption, speed, and area.
The main contributions are two: first a novel interleaver architecture is
devised that only utilizes single-port memories with no storage overhead. With
data from a 0.35µm library, improvements of 40% for power, 30% for speed,
and 20% for area are expected. Second, by cycle rescheduling in the critical
path by cut-set boundary transforms, the delay is reduced by an estimated
25% [4].
The paper starts with a quick review of Turbo codes in section 2 followed
by an overview of the Maximum a posteriori (MAP) decoding algorithm in
section 3.2. The architecture of the decoder is presented in a top down fashion
starting with the top level in section 4. Next, a description of the soft-in
soft-out (SISO) module follows in section 3.1, the interleaver in section 8, and
finally a comparison between the proposed interleaver architecture and today’s
standard practice with conclusions is given in section 9.

2
The Communication System
The parts of the communication system considered are depicted in Figure 1.
In the transmitter, binary data u is input to the encoder. The encoded output,
denoted c, is then modulated, and transmitted over a channel. At the receiving
side the information enters a soft demodulator that calculates the log-likelihood
ratio (LLR) λ for the transmitted symbols according to
λk , log

p(yk | ck = 1)
p(yk | ck = 0)

(1)

which is a metric for the received symbols, i.e. a confidence estimate that the
received symbol equals the transmitted symbol.
λ LLR metrics are input to the Turbo decoder, which in an iterative approach calculates estimates û of transmitted symbols u. In the sequel, the
discussion is limited to the encoder-decoder pair.
2.1 The Encoder
The encoder in UMTS is a parallel concatenation of two systematic convolutional encoders (PCCC), denoted E1 and E2 in Figure 2. The component
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Figure 1: The communication system from encoder to decoder.
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Figure 2: Parallelly concatenated encoder.

encoder E2 is preceded by an interleaver IL, which permutes the data sequence.
Thus, both component encoders encode the same data apart from the order.
The output from the encoder is the concatenation of the bit streams from the
two component encoders. Encoded data is modulated and fed to the channel.

3
The Decoding Algorithm
Only the encoding operation is standardized. Decoding is performed with any
suitable algorithm. In the following the chosen algorithms and decoder structures are described.
3.1 SISO Module
The core computational unit of the decoder is the SISO module [5], depicted
in Figure 3, which decodes the component codes of the encoder. The input
to a SISO is soft metrics for both data and code symbols, π(u; I) and π(c; I).
From this information plus knowledge about the code, updated data and code
metrics, π(u; O) and π(c; O), are calculated.
The SISO is designed from one of two basic algorithms; the Log-MAP or
the soft Viterbi algorithms (SOVA) [6, 7]. The computational complexity of
the Viterbi algorithm is about one fourth of the Log-MAP algorithm and it
performs about 0.5 dB worse at low signal to noise ratio (SNR) [6]. Thus, a
tradeoff has to be made between coding gain and complexity. The arithmetic
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π(c; I)

π(c; O)
SISO

π(u; I)

π(u; O)

Figure 3: The symbol for the SISO module.
k

k+1

sE (e)
e
sS (e)

u(e),c(e)

Figure 4: Definition of symbols regarding code trellises.

parts of the SISO, using the MAP algorithm, contribute to less than 20% of
the power consumption and insignificantly to the area. Therefore, the loss of
0.5 dB coding gain by using the SOVA algorithm can not be motivated.
3.2 The Log-MAP Algorithm
The log-MAP algorithm performs a bi-directional traversal of a code trellis.
Some of the notations regarding trellises thus need to be introduced. Figure 4
shows part of the trellis at depth k. An edge e connects two states at adjacent
depths and indicates a possible state transition. Depending on the direction of
the traversal, left or right, one state is labeled the starting state sS (e), and the
other the ending state sE (e). To each edge there is associated a data symbol
u(e), code symbol c(e) and a symbol for the metrics γ(e).
In the following a review of the log-MAP algorithm is given, for in-depth
coverage see [5]. Two basic steps are performed to calculate the output metrics.
Step one is a bi-directional recursion of the code trellis to calculate forward and
backward state metrics. Forward state metrics, labeled αk (e), is the probability that the encoder was in state sSk (e) when encoding the k 0 th bit, given all
previously received information. In the same way βk (e) is the probability that
the encoder was in state sE
k given all received information from depth k up
to the end of the block. With the log-MAP algorithm, forward and backward
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traversal equations for path metrics are given by
)
(
h
h
i
h
i
i
∗
αk (s) = max
αk−1 sS (e) + πk u(e); I + πk c(e); I

(2)

e:sE (e)=s

(
∗

βk (s) = max

e:sS (e)=s

h

βk+1

i
h
i
h
i
E
s (e) + πk+1 u(e); I + πk+1 c(e); I

)
(3)

∗

Above the operator max denotes the logarithm of a sum of exponents. That
calculation can be solved by the Jacobian logarithm which is defined as
´
³
∗
(4)
max (x, y) , log (ex + ey ) = max (x, y) + log 1 + e−|x−y|
The second step of the algorithm is to calculate output metrics from input
metrics and path metrics calculated in (2) and (3)
(
)
£ S ¤
£ E ¤
∗
πk (u; O) = max
αk−1 s (e) + πk [c(e); I] + βk s (e)
(5)
e:u(e)=u

(
∗

πk (c; O) = max

e:c(e)=c

£
£
¤
¤
αk−1 sS (e) + πk [u(e); I] + βk sE (e)

)
(6)

In (6) the sum within braces constitute the probability that edge e was traversed
in the encoder at depth k. It is the aggregate of the probabilities that
1. the encoder started in state sS (e),
2. the input symbol to the encoder was u(e),
3. and that the next encoder state is sE (e).
The probability for a data symbol u, π(u; O), is the aggregate of the edge
probabilities for all edges with data symbol u. Observe that for PCCC codes
πk (c; O) is unused and thus need not be calculated, see Figure 5.
3.3 Decoding Algorithm
A straightforward decoder implementation for the UMTS Turbo encoder with
SISO modules is shown in Figure 5. Each SISO decodes the corresponding
component encoder. As seen, the updated metrics for data symbols π(u; O)
is circulated between the two decoders via the deinterleavers in an iterative
approach. This iterative recycling of decoded data is the explanation for the
outstanding performance of iterative decoders.
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λ1

π(c; I)
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û
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π(u; I)

π(u; O)
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Figure 5: A PCCC decoder. Each SISO decodes the corresponding con-

volutional encoder in Figure 2.

4
Decoder Architecture
The architecture shown in Figure 5 is feasible but results in an unnecessary
large and slow design. A better solution is a shared architecture where both
component decoders share a common SISO module and where the interleaver
and deinterleaver are merged into a single module. One obvious advantage is
that the minimum size of the decoder decrease and capacity can be added in
smaller increments.
The shared architecture is shown in Figure 6 with the two basic blocks being
the SISO and the interleaver. The SISO alternates between D1 and D2 while
the Interleaver alternates between IL and IL−1 .
One important issue for performance is completion detection. Stopping
the iterative decoding process when the extrinsics have converged reduces the
number of iterations by 60%, compared to performing a fixed number of iterations [8]. In the figure the Soft stop module implements the S2 stop rule
from [8], defined as
£
¤
(7)
min |λn3,k | ≥ θ
0<k<K

where θ is a programmable threshold value. If a cyclic redundancy code (CRC)
sequence is added, the stopping rule can be further strengthened, which results
in a very low probability of false detection. When a correct sequence is detected,
the decoding operation is terminated and the sequence is fed to an output buffer
via a Pack module that packs the decoded bits to 16 bits words.
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Figure 6: Iterative decoder with one SISO module and one interleaver

module. During decoding iterations, the interleaver is alternating between interleaving and deinterleaving.
In UMTS-HSDPA the maximum data rate is 25 Mbps. Assuming an average
of five iterations and that the SISO processes one trellis stage per cycle gives a
required clock frequency of 250 MHz.
In the following the design of the SISO and the interleaver is discussed in
detail. For the SISO all word-lengths and precisions are derived from [9].

5
SISO Architecture
The SISO module is designed with the sliding window log-MAP algorithm.
This algorithm exploits the result that path metrics converge to true metrics
after a number of recursions irrespectively of starting state [10]. For the UMTS
Turbo decoder it is shown that increasing the frame (window) size beyond 40
gives no extra gain [11]. Consequently, the frame size is set to 40.
The input to the SISO is a time ordered sequence of frames where each
frame is reversed. Thus both delay and memory requirements of the SISO are
reduced [2]. In this particular case, the memory reduction is 12% based on the
total storage requirement.
The presented architecture of the SISO module is shown in Figure 7 and is
designed from the following four modules:
Switch: toggles between cross and parallel mode once every frame.
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R-ACS
α

Reverse
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P-ACS
π
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Figure 7: Architecture of the SISO module. The architecture requires

that the order of input metrics for each frame is reversed. Reversing
metric order reduces latency and saves memory equal to a 40 × 8 FIFO.
Reverse: toggles the order of the frame data between a first-last and last-first
order. The figure at the bottom of the module indicates the depth of the
memory.
Recursive-ACS (R-ACS): is the core computational unit and implements the
recursive equations (2) and (3) respectively. The β1 module is slightly
different from the others. The function is to generate an accurate starting
state for β2 wherein the backwards state metrics are calculated.
Output-ACS (O-ACS): implement equation (5), which apart from the above
ones is non-recursive and can be pipelined.
The function is easiest understood by following the route of one frame
through the SISO. Start state is S1 in cross mode and S2 in parallel mode.
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Frame processing occurs in three distinct cycles with both switches toggling in
between:
β1 cycle: The frame enters β1 and R1 . The purpose of β1 is to obtain accurate
starting metrics. For the following frame, β2 is initialized with the final
metrics from the previous β1 frame.
α cycle: The frame is output from R1 (remember the switch is toggled) in firstlast order and fed to the α module for calculation of forward α metrics.
At the same time, data is fed back into R1 , which is not strictly necessary,
as the data already exists in the memory. However, as top-level control
is eliminated, the Reverse module interface is simplified and the cost
incurred is small.
β2 , π cycle: The frame enters β2 in last-first order for backward metrics calculation. The output state metrics together with frame data and reversed
alpha metrics from R3 are now used to calculate πk (u; O) according to
equation (5) in the π module.
The minimum latency of the SISO equals two times the frame size, or 80 cycles.
Additionally, pipeline stages in the ACS and the Reverse modules contribute
with 10 cycles for a total latency of 90 cycles in the SISO.
5.1 The R-ACS Architecture
For the core operation given by equation (4), there are mainly two alternatives.
In the first, the max-log-MAP, the second term is disregarded, which results
in a simple max operation. The second alternative uses a small lookup table
(LUT) to approximate the second term.
The difference in coding performance for the log-MAP and the max-logMAP algorithms is shown to be small for realistic channel simulations with
medium quality of service [12]. However, for fixed-point implementations and
high quality of service log-MAP compares positively to max-log-MAP [13]. As
both area and power consumption related to arithmetic operations is small, in
the range 15-40%, according to previous studies [2, 3], the loss in coding gain
can not be motivated. Also affecting the decision is the fact that a small LUT
with 23 positions gives close to ideal performance [9].
The two ACS modules are the core computational engines of the decoder.
Here only the architecture for the R-ACS module is discussed as it contains the
critical path. Each of the three R-ACS modules processes one trellis stage per
cycle and contains eight processing modules of the type shown in Figure 8 (a).
The datapath does not fully compute the new path metric within one cycle.
Instead, the final calculation is rescheduled to the next cycle [4].
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Figure 8: The ACS module core designed with a lookup table approach.

(a) A rescheduled architecture where the final summation is performed
during the next cycle. (b) Standard architecture with a final summation.

In Figure 9 the delay in the critical path (dashed lines in Figure 8) with
respect to bit position is shown. The horizontal and sloping lines indicate the
delay after each operation along the critical path. Sloping lines occur due to
internal dependencies among the bits. As seen the advantage of moving the
final addition to the next cycle as a delay reduction equivalent to a complete
addition. Depending on the type of adders employed (carry-ripple or carrylook-ahead) savings in the range 15–25% is obtained.

6
The UMTS Interleaving Pattern
In UMTS the interleaver is designed as a block interleaver with a rectangular
matrix [14]. The block size K determines the matrix size according to a slightly
complex formula. However, for all cases block size, row size R, and column size
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Figure 9: The delay profiles for the two versions of the ACS modules in

Figure 8.
C, are bound by the following relations
40 ≤ K ≤ 5114
R ∈ {5, 10, 20}
8 ≤ C ≤ 256
R × C ≥ K.
In total 160 unique rectangular matrixes are used for different block sizes of the
interleaver. When the block size is not equal to the matrix size, a few pruning
bits are added at the end of the last row. These are later removed from the
sequence and are not part of the output.
With proper choices of R and C the interleaving rule consists of four consecutive operations:
1. Write data row-wise into the rectangular matrix.
2. Perform intra-row permutations.
3. Perform inter-row permutations.
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4. Read data from the rectangular matrix column-wise, starting with the
first column.

The complex operation is the intra-row permutation. Each permutation is
unique and depends on C, a prime number p, 7 ≤ p ≤ 257, a primitive root v,
a coefficient ri unique for the row, and the sequences s, defined as
s(j) = (v × s(j − 1))

(mod p)

j = 1, 2, . . . , p − 2 s(0) = 1

(8)

With those variables intra-row permutations for the i’th row are defined by the
relation
Ui (j) = (j × ri ) (mod p − 1)

j = 0, 2, . . . , p − 2

(9)

where j is the permuted column position and Ui (j) is the original column
position of the i’th row.
For inter-row permutations a small set of patterns defined in the standard
are used. For row sizes of 5 and 10 a single pattern is defined. In the case of
20 rows, one of two patterns are used, depending on the value of K. As the
aggregate size of the patterns is small they can easily be stored on-chip in a
small ROM.

7
Interleaver Design Considerations
From the description in the previous section it is clear that the interleaver
memory is accessed with two different sequences, one linear and one permuting.
The linear sequence is given by
adr = r ∗ 256 + c

adr ∈ Z5120

where Zn is the set of all integers i, 0 ≤ i < n.
A single decoding iteration consists of two half-cycles during which the SISO
first operates as D1 and then as D2 . During the first half-cycle the original
(linear) sequence is decoded. The input to D1 is branch metrics λ1 from the
channel and extrinsics from the interleaver output in linear order. After a delay
for data processing in the SISO, updated extrinsics are output and stored in
the interleaver memory in linear order. During the second half-cycle the input
to D2 is λ2 from the channel and extrinsics from the interleaver in permuted
order according to the algorithm in section 6.
In Figure 10 two conceptual approaches for implementing the interleaver
are displayed. The approach in Figure 10 (a) is simple, straightforward, and
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Figure 10: (a) Straightforward interleaver implementation that requires

twice the capacity. (b) Proposed memory partitioning with lower overhead for small the FIFO depths and low cost of sel(adr).
most widely used today. It uses two single-port memories, each with capacity
to store one block of extrinsics. R1 contains valid extrinsics that are output to
the SISO, which writes back updated extrinsics to R2 . For the next half-cycle
the memories are toggled and the operation starts over again.
This approach has the advantage that no glue logic is required to interface
the memories. It is also robust and stable. However, the total storage capacity is twice the required, which adds a significant overhead in terms of area
and power consumption. Note that if double-port memories are used a single
memory is sufficient and hence the storage overhead disappears. However, as
double-port memories are about twice the size, consume double the power, and
in addition are slower, this is not a viable solution.
A conceptual a single-port solution with no overhead is shown in Figure 10 (b). Each memory has half the required capacity. Addresses are mapped
to one of the two memories via sel(adrk ). For a given time instance k, read and
write memories are selected according to the figure. If sel(adrk ) = sel(adrk−d )
a collision occurs. In those cases, the output (memory read) operation is prioritized and input data is temporary stored in the preceding FIFO.
With this approach the overhead is reduced to a pair of FIFOs and the
sel function. As the memories are half the size compared to the previous
approach, they are both faster and consume less power. However, the feasibility
of the approach ultimately depends on the existence of a function sel that
maps memory accesses uniformly between the two memories for both linear
and permuted sequences. Otherwise, many collisions occur, and the FIFOs
need a large capacity for temporary storage.

86

Paper I. Architecture for UMTS Turbo Decoder

Linear

Permuted
sequence

sequence

mode
{5, 8}

{row, col}

Reverse
40

qK

Mapper
s

sel

a

λi

adr
λo

RAM array

Figure 11: Architecture of the interleaver. Depending on the mode switch

either interleaving or deinterleaving is performed.

8
Interleaver Architecture
In the following, an overview based on the approach in Figure 10 (b) is given
together with a description of the sub-blocks for the general case. In section 9
three specific architectures optimized for speed, power or area are evaluated
with data from a 0.35µm library.

8.1 Top Level
The architecture is split in five blocks as outlined in Figure 11. Three blocks,
the permuting sequence generator, the Mapper and the Storage module, are
discussed in detail below. The linear sequence generator is a simple counter,
which need no further explanation. As outlined in section 5 the data sequence
needs to be reversed on a frame-by-frame basis, therefore the address sequence
must undergo the same operation, which is handled by the Reverse module.
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Figure 12: The interleaving sequence generator.

8.2 Permuting Generator Architecture
The architecture of the permuting generator is derived directly from the algorithm described in section 6. As seen in Figure 12 the design is a pure data
flow. It consists of three small lookup tables, one 8×8 multiplier, one 16/8
divider, and a pruning unit.
Before using the sequence generator, the three LUT modules are programmed. Both the r and s-LUTs can be self-programmed; the r-LUT because all
possible patterns easily fit in a minimal ROM, the s-LUT because the datapath
can be used almost intact for programming purposes. Only two extra muxes
are required (not shown in the figure) at the inputs of the multiplier, in order
to implement equation 8. Self-programming for the s-LUT has the additional
advantage that requirements of a divider in the host processor are eliminated.
As stated in section 6, a few dummy bits are added if K 6= R × C. The
purpose of the pruning module is to identify these bits and remove them from
the data stream.
Several similar designs of the pattern generator are proposed [15, 16]. The
presented generator differs mainly in the utilization of the datapath to calculate
the s-LUT table.
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8.3 Mapper
The purpose of the Mapper is to map input from both linear and permuting
pattern generators in a uniform way to one memory position in one of n memories in the memory array. As described in section 7 it is important to obtain
a uniform distribution of memory accesses to minimize the FIFO depths. A
perfect formula that result in no collisions is not found and it is believed that
it does not exist for practical values of n.
The idea here is to randomize the input sequence via a map:Z5120 → Z5120
to obtain a close to perfect distribution from which the sub-memory select
signal sel easily can be derived.
The input to the Mapper is the tuple {r, c} from either pattern generator.
From the tuple an original non-uniformly distributed address adrnu is generated
adrnu = r ∗ 256 + c

r ∈ Z20 ,

c ∈ Z256

(10)

where 256 is the maximum column size of the rectangular matrix. The idea
is to create a bijective map from Z5120 to Z5120 with uniform and random
distribution over Z5120 for both linear and interleaved input sequences.
Multiplication by a constant q over rings fulfills most of the requirements.
First, the map is bijective provided that gcd(q, 5120) = 1. Second, for large q
the properties closely match those of a linear random distribution, and finally,
implementation cost is low as is shown in the next section. Define κ as
κ = adrnu q

(mod 5120)

(11)

with q defined as above and (11) is a bijective map from adrnu ∈ Z5120 to
κ ∈ Z5120 [17].
Consider an array of n sub-memories as shown in Figure 10 (b) for the case
n = 2. Given κ, sel(κ) and adr(κ) selecting sub-memory and sub-memory
addresses can be defined as
sel(κ) = κ/n
adr(κ) = κ (mod n)

(12)
(13)

The value of q is selected with an exhaustive search algorithm that minimizes a given cost function. Different cost functions were employed and it was
found that the simplest one that minimizes the aggregate depth of the collision
FIFOs performed best. In total 160 interleaver matrix geometries exist, all of
which require an individual q value. To limit the extent of the search only
values below a given limit, specific for each case, were searched. The outcome
of the search is thus a small table with 160 entries, easily stored in a small
ROM.
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Figure 13: The general Mapper architecture for n sub-memories. Only

the multipliers contribute significantly to power and area consumption
as both the modulus operator and the divider are simple.
8.4 Implementation Aspects
Equations (11)–(13) can be implemented at a low cost in a straightforward
manner as shown in Figure 13. Among the three blocks in the datapath only
the multiplier generates any significant hardware. Both the modulus operator,
shown in the box and the final divider has constant and short quotients. The
memory array size n, which affects the divider, can be selected arbitrarily
large but is for all practical applications less than 8. Thus, both the modulus
operator and the divider can be designed from a three-bit constant quotient
divider.
8.5 The Memory Array Architecture
The memory array module performs two operations; it stores extrinsics in the
memories and it handles collisions that occur when simultaneous read-write
accesses are requested for the same memory. The described architecture is
general and defined for an arbitrary number of sub-memories n.
Figure 14 shows an architecture that resembles the conceptual view given
in Figure 10 (b). The architecture consists of two parts; a branching network
with the branch modules, FIFO Fs and Fa for buffering of sel and adr signals,
and a storage array A1 − An .
Input to the branching part are sel and adr from the Mapper and updated
extrinsic metrics λi , from the SISO module. Each sel and adr signal is used
twice, first to read stored extrinsics from the sub-memories to λo via the Br
branch circuit and again after a delay, equal to the SISO delay, to write back
updated extrinsic information.
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At the core of the architecture is an array with n segments, each consisting
of three modules as outlined in the box. The number of segments can be varied
depending on design objectives as is shown in section 9. Each segment has
two input FIFOs, which are used to buffer data if collisions occur. Below the
FIFOs a Serializer module is giving prioritized access to the memory. The input
marked by a dot, the write input, is always given precedence.
The outputs from the n segments are merged into a single stream by order
of appearance at the input to the Serializer module at the bottom.
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9
Comparison
The interleaver architecture outlined in section 8 is general and gives little
insight into the actual performance under different conditions. Therefore, three
case studies with different optimization constraints are given here. It is easy
to evaluate the interleaver design as there only are two options; either it works
or not, no soft values like bit error rates or signal to noise ratios need to be
considered. Thus the performance of an interleaver design can be directly
measured from the parameters power, area and speed.
Here three designs of the outlined architecture are presented, each optimized
in one of the above dimensions, which thus gives an idea of the potential in
each dimension. These designs are referred to as the optimized designs. Each of
the optimized designs is compared to one of two reference designs from recent
publications [2, 18].
For each of the three optimized designs the following conditions apply:
Design A (minimum area): A rate one design (throughput of one metric sample per cycle) that uses three sub-memories of size 1728 × 8 each. Both
sub-memories and logic is supplied with a single clock and voltage sources.
Design P (low power): A rate one design that achieves low power by reducing both clock speed and voltage to the memories. By using five submemories, each of size 1024 × 8, it is possible to half the memory clock
and supply the memories with a lower voltage.
Design S (maximum speed): A double rate design that processes two samples
per cycle. It consists of five sub-memories of size 1024 × 8 clocked at full
clock speed and with a single power supply for memories and logic. To
accommodate a doubled data rate the architecture in Figure 11 needs to
be slightly redesigned. A duplication of the datapath is required from
the sequence generators down to the branch circuits in Figure 14. In
addition, both collision FIFOs in Figure 14 need to be modified to handle
dual inputs.
For each of the above topologies a search was performed to find the set of
q values with the best performance regarding the depth of the collision FIFOs
and the size of the Mapper multiplier. For the best sets of q values, Table 1 lists
the required depths of the FIFOs, the total number of flip-flops, and the word
length of the fixed coefficient q, which is proportional to size of the Mapper
multiplier.
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Table 1: The depths and number of flip-flops required to implement the opti-

mized FIFOs with standard gates.
Topology
Depth Fw , (dw )
Depth Fr , (dr )
# flip-flops
q bit width

A

P

S

0
5
270
4

4
9
1010
6

4
9
1010
6

Two reference designs, R1 and R2 , with topologies according to Figure 10 (a),
are used for comparison. The only difference between the two is that R1 uses
single port memories while R2 uses dual port memories. Throughput per cycle
is thus twice as high for R2 , or two samples per cycle.
A 0.35µm process is used evaluate the performance regarding power, area,
and speed. A standard supply voltage of 3.3V is assumed for logic and memories, except in the low power design case. In this case the supply voltage is
scaled according to
Vdd
td ∝
(Vdd − Vt )α
with α = 1.4 and Vt = 0.55 [19].
In order to make a proper comparison the bulk of the overhead in the
optimized architecture has to be accounted for. In the Mapper the multiplier
is by far the largest block and in the memory array only the collision FIFOs
make up any substantial overhead. Observe that both Fs and Fa are required
in the reference designs as well.
Goldovsky has described a low power pipelined multiplier, suitable as Mapper multiplier [20]. The performance of the multiplier is given in the first
column in Table 2. To estimate the performance of a corresponding multiplier
in a 0.35µm process it is necessary to scale the parameters to compensate for
size and process differences. For each of the factors power, area, and speed,
a scaling factor of two is commonly used between consecutive process generations. Thus, each of the dimensions performs a factor of two worse in the
0.35µm process compared to the 0.25µm process for which measured data exists. By rescaling each dimension and compensating for the smaller size here
the estimated performance in the 0.35µm is given in columns 2–3 of table 2. In
the actual case slightly better results regarding the power consumption can be
expected as the multiplicand q is constant for a given block size. For flip-flops,
a standard library implementation is assumed. In the design library, a flip-flop
with area 240µm2 and a power consumption of 0.40µW/M Hz exists.
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Table 2: Performance of the Goldovsky pipelined 16×16 multiplier in a 0.25µm

process and estimated performance in a 0.35µm process. In the last two
columns the parameters are scaled by the size of the used multipliers.

Area
Max speed
Power

unit

0.25µm @ 2.5V

0.35µm @ 3.3V

A

P, S

mm2
M Hz

0.126
300
370

0.250
150
1290

0.050
150
260

0.076
150
390

µW
M Hz

With those settings, the charts in Figure 15 are obtained. Designs with
the same throughput per cycle are grouped together for comparison. The most
striking observation is that all the optimized designs are better than their
counterparts. For instance, the low power design consumes roughly 40% less
power than the R1 design for the same voltage and clock speed. The high speed
design has a maximum throughput over 30% higher than the R2 counterpart,
while occupying only 40% of the area, and consuming 80% of the power.

10
Conclusions
A complete architecture for a Turbo decoder is presented. The main characteristics are an efficient SISO implementation and a minimal interleaver architecture. By rescheduling the critical path, a 25% delay reduction is obtained
at a low cost. The proposed interleaver architecture is flexible and provides an
expanded design space. For critical applications, either power consumption is
reduced by 40% or throughput increased by 30%. For high throughput interleavers, like the upcoming UMTS-HSDPA interleaver, considerable power and
area savings are possible.
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PAPER

II

Event Driven Design Methodology for Hardware
DSP Design

Abstract
Today’s hardware DSP designs, with a composition of hardware in datapath/controller pairs, are becoming increasingly complex to design. It is argued
that hardware DSP architectures can be significantly simplified by distributing
the control to the individual pipeline stages and by switching to an event-based
design methodology.
This paper will describe a design methodology for event-based DSP hardware designs that utilizes a peer-to-peer symmetric handshaking protocol. It is
shown that due to the symmetric protocol a rich design space is obtained with
a small number of handshaking circuits. The design methodology is verified by
the design of a complete UMTS Turbo decoder.
Advantages of the symmetric handshaking protocol, as compared to asymmetric protocols (master-slave protocols), are a reduction in the wire delay by
up to 50% and larger design space.

Based on: P. Åström and P. Nilsson, “Event Driven Design Methodology for Hardware
DSP Design,” in Proc. of 3’rd IASTED International Conference on Circuits, Signals, and
Systems, CSS 2003. Cancun, Mexico: IASTED, May 19-21 2003.
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1
Introduction
Hardware DSP designs are becoming increasingly complex and difficult to manage for each new process generation. The increased difficulties are unavoidable,
but there are indications that current design methodologies scale poorly, and
thus add to the difficulties.
Currently the dominant design practice is to split hardware DSP designs in
two separate parts; data-paths and controller. This partitioning results in well
separated design problems with a simple connecting interfaces.
As systems grow the controller part becomes increasingly complex and difficult to design. Both logical and physical reasons are identified for the poor
scaling of monolithic controllers. Logical problems arise from the inherent difficulty in designing, managing, and testing large monolithic systems with a large
set of state transitions. Physical limitations mainly have two sources. First,
the load on control networks increase as the set of states and transitions grow.
As cycle time depends on the load, it increases and results in a slower system.
Second, large controllers on average are situated further away from the datapath. Thus, control signals travel longer distances to reach the destination,
with additional delay as result.
To overcome those problems this paper proposes two methodology changes;
first a distribution of the controller system to the individual pipeline stages,
second, a data transport protocol based on event signaling between pipeline
stages.
To obtain the highest performance with the lowest complexity a dual handshaking protocol is proposed for data flow control. At global level a peer-to-peer
handshaking protocol is proposed, which is both faster, has less complexity, and
a larger design space compared to a master-slave handshaking protocol. At local level, with less restrictive timing, an easy to use master-slave protocol is
proposed.
Using the proposed methodology has a number of advantages. First, the
design process changes from time/cycle to sequence based. The latter is conceptually easier to handle as only sequential execution order is fixed but not
exact execution time. Second, controllers tend to be simpler while interfaces
become more uniform. One reason is that event-based designs allow for more
freedom as only the sequential order is fixed. Third, it is shown that general drawbacks of event-based designs, long paths for handshaking signals and
large register overheads, are substantially reduced by clock gating at register
level [1]. Additional advantages with clock gating are substantially reduced
power consumption and increased pipeline buffering capacity.
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Figure 1: Signal transition diagram for (a), the four-phase protocol and

(b), the two-phase protocol.

The outlined methodology is verified and proven by a complete UMTS
Turbo decoder design [2]. To evaluate the event-based methodology, a detailed
description is given for one complex block; the single-port synchronous RAM
FIFO.
The outline of the paper is as follows: first, two handshaking protocols
are described and compared in section 2. Then partitioning and core building
blocks are presented in section 3 and finally in section 5 the architecture is
given for the FIFO.

2
Handshaking Protocols
To facilitate event-based design, handshaking protocols are frequently employed
for event signaling. Classic protocols are asynchronous two- and four-phase
protocols, with transfer characteristics according to Figure 1 (a) and 1 (b) respectively. Both protocols are frequently used to design asynchronous micro
pipelines [3]. Two complete event transactions are illustrated in the figure together with data valid periods. As seen, the difference between the protocols
is that the four-phase protocol is a return to zero protocol, which is advantageous from an implementation point of view [4]. It can be noted that a few
highly competitive asynchronous designs using the four-phase protocol are reported in the literature, which proves the feasibility of the event-based design
methodology [5, 6].
State transitions occur when either of the handshaking signals switches.
Therefore, information is considered to be carried by the edges, and not by
amplitude, as is common for synchronous systems. For synchronous designs,
it is a severe drawback to carry information at the edges, as wire ripple is
prohibited and the use of standard design tools complicated.

2. Handshaking Protocols
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Figure 2: State transition diagrams for (a), the Peeters and van Berkel

protocol with r = req, a = ack and (b), the symmetric protocol, with
s = strobe. The suffix identifies the origin of the strobe signal.
2.1 The Peeters and van Berkel Protocol
Peeters and van Berkel (PvB) have described a sample based protocol, similar
to the four-phase protocol, where handshaking is defined in relation to rising
clock edges [4]. With this solution ripple is allowed on handshaking rails between sampling instants. The state transition diagram for the PvB protocol is
shown in Figure 2 (a). It is a master slave protocol where transactions occur in
the same sequence as for the asynchronous four-phase protocol. To understand
this it is easiest to follow the sequences of operations for a complete transaction. Masters initialize transactions by raising req (r in the figure). If the slave
responds directly, the transaction completes within one clock cycle. Otherwise,
the state changes to the pending state, to wait for transaction acknowledgement
from the slave.
The PvB protocol can be considered as a quantized version of the asynchronous four-phase protocol. Therefore, it is suitable to use the standard symbols for asynchronous communication to identify the protocol. In Figure 3 (a)
and 3 (b) the interface and the corresponding symbols for the protocol are
shown.
2.2 The Symmetric Protocol
The symmetric protocol is simpler with only two states as shown in the state
transition diagram in Figure 2 (b). The symmetry of the protocol implies a
peer-to-peer relationship between any two communicating modules. Neither
module is considered master or slave. The interface and the symbol for the
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Figure 3: (a) The interface for the Peeters and van Berkel protocol. (b)

The corresponding symbol for the protocol.
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Figure 4: (a) The interface for unidirectional data transfer with a sym-

metric peer-to-peer protocol. (b) The corresponding channel symbol for
the interface.
protocol is depicted in Figure 4 (a) and 4 (b) respectively. Note that both
handshaking signals are named strobe to emphasize the symmetry.
The function of the protocol is simple; any peer raises the strobe signal
to indicate that it is ready for a new channel event. At positive clock edges,
strobe signals are sampled. If both signals are high, an event is generated, and
whatever action is decided upon is performed.
2.3 Comparison
From a design perspective, the PvB protocol has two limitations that reduce the
design space compared to the symmetric protocol. First, for rate one designs
that transfer one data sample per cycle, ack is a function of req and the internal
state of the slave module. Therefore, total wire delay of handshaking signals is
the sum of req and ack wire delays plus at least one gate delay within the slave,
as shown in Figure 5. For deep sub-micron designs, wire delay is a substantial
fraction of total delay. Therefore the advantage of the symmetric protocol
gradually increases as geometries decrease.
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Figure 5: Critical paths for the handshaking signals for the case with rate

one data transfer. (a) Peeters and van Berkel protocol; (b) Symmetric
protocol.
The double wire delay is avoided if ack is registered. However, the drawback is that event transactions complete in two clock cycles instead of one,
which reduces throughput to half. The symmetric protocol does not have this
drawback. One event may be generated every cycle with both strobe signals
being registered.
A second drawback of the PvB protocol relates to the design space, which
is larger for the symmetric protocol. It is shown in section 5 that the larger
design space positively affects the design of a FIFO.
The advantage of the PvB protocol is that it is better suited to interface
passive modules with response delays and when handshaking events not are
guaranteed to complete in one cycle. Typical examples of passive modules
with response delays are different types of memories. Those modules are not
well suited for a peer-to-peer relationship. It is also slightly easier to do the
actual coding with the PvB protocol.
The conclusion is that it is advantageous to combine the protocols. At
the global level, where wire delays are critical, the symmetric protocol is used.
As shown, this protocol potentially has half the delay compared to the PvB
protocol. At the local level, where coding simplicity and simple passive module
connectivity is desirable, the PvB protocol is used.
2.4 Local and Global Channel Adaptors
Simple and efficient protocol adaptors are required for a dual protocol scheme
to work. Two adaptors are required, one each for communication between
master-peer and slave-peer. In Figure 6 two adaptors are shown. As seen, logic
is required only for the slave-peer adaptor in Figure 6 (b). Thus, it is cheap to
interface the two protocols. From the two adaptors, the slave-peer adaptor is
preferable. The reason is that wire delays at the peer (global) side potentially
are large. It is therefore better that the feedback path is situated at the PvB
side.
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Figure 6: The two interface adaptors for the PvB and the symmetric

protocols. The slave-peer interface is preferable due to shorter total
delay.
Global channel

Memory

Memory

module

module

Pipeline stage

Figure 7: A single minimal pipeline stage.

3
Design Partitioning
In the following, design concepts are introduced stepwise, starting with general concepts and moving towards more specific. The most general concept
considered is the single pipeline stage described next.
3.1 The Pipeline Stage
In the simplest form a pipeline stage consists of a single channel, labeled the
global channel, that connects two memory modules according to Figure 7.
Global channel wire delays are critical, as they may have either a large wire delay in the case the memory modules are situated far away, or large gate delays
when complex operations are performed within pipeline stages. Wire delay of
global channels is reduced if they are designed with the symmetric protocol.
In Figure 8 three different memory modules are shown for separating pipelining stages. Shaded elements and thick wires represent data storage and trans-
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(a) Latch

(b) Register
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Figure 8: Three memory modules used to separate pipeline stages.

port respectively, while the rest of the logic implements the symmetric handshaking protocol. Cells labeled L (Latch) and FF (Flip-Flop) store data, and
the cells oen (Output ENable) and ien (Input ENable) are state memories. Bold
initials at the bottom are used in the sequel to identify the memory module.
The left and right side of each memory module constitute a symmetric handshaking port. Bi-directional data transfers are enabled by small modifications
to the memory modules.
The memory modules in Figure 8 (a)- 8 (c) function according to the following:
Latch register: A memory module designed with a latch as storage element,
which results in a compact layout. The throughput is only half as the
latch performs either a read or a write during each cycle. One use for the
latch is in small memory structures as is shown in section 5.
Register: A flip-flop based memory with simultaneous read and write capacity. As seen in Figure 8 (b) there exists a direct path through the module
for left bound strobe signals via the bottommost or gate. Restrictions
therefore exist on how many registers that are connected in sequence.
Buffer: A flip-flop based memory with simultaneous reads and writes that
can store two data samples. It is used to overcome the problem with
direct strobe paths in registers. Buffers are inserted in register chains
to cut combinatorial strobe paths as illustrated in Figure 9. As seen
in Figure 8 (c), buffers impose high costs, as they are twice the size of
registers.
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Figure 9: The critical path for the left bound strobe signal goes from

buffer to buffer.
Buffers in ordinary designs are usually inserted between every second to
fifth register. The cost incurred for event-based design in terms of flip-flop
overhead is therefore estimated to 20–35%.
If clock gating is applied to buffer modules, the size is reduced to slightly
larger than that of a register [1]. Clock gating thus has potential to drastically
reduce the design problems associated with event-based designs since buffers
are used as the sole memory module at no extra cost. However, there are
pitfalls with clock gating that have to be understood before it is applied [7].
3.2 Handshake Circuits
Handshaking circuits are the fundamental tools for manipulating data transfer
on channels. In general, handshaking circuits are used to state relationships
between global channels. Several relationships are described in the literature for
both synchronous and asynchronous designs as well as for different protocols [1,
4, 8]. Here the focus is on handshake circuits for the symmetric protocol, for
which small set of circuits covers a large part of the design space.
For DSP pipelines, the scope is limited to unidirectional channels, which
considerably reduces the number of handshaking circuits that have to be considered. First the and circuit is described thoroughly, then two remaining basic
circuits are discussed.
The and relationship is one that occurs frequently. In the simplest case
with three channels, it results in one of the two circuits in Figure 10, depending channel data directions. With two inputs and one output, a binary operator
is obtained according Figure 10 (a). The operator f (a, b) is implemented externally to make the circuit reusable. For the reverse case with one input and
two outputs, the circuit in Figure 10 (b) applies. The circuit implements a fork
from the C port to the A and B ports.
Except from the and circuit, two forms of arbitrage circuits are widely used.
The select circuit in Figure 11 (a) depends on an external arbiter to connect one
of the left side ports to the right side port. Observe that the data flow is left out
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(a) Binary operator, 2 → 1

(b) Fork, 1 → 2

Figure 10: The two possible implementations of the and circuit. (a) With

two inputs and one output it acts as a binary operator. (b) With one
inputs and two outputs it acts as a fork circuit.
sel

1
0

(a) Select

(b) Priority select

Figure 11: Implementations of the two forms of the select channel circuits.

of from the figure. The priority select circuit in Figure 11 (b) implements an
internal arbitrage algorithm with the following operation; among all left ports
with high input strobe signals, connect the one with the lowest port index to
the right side port. In the figure the left port with lowest port index is identified
by a diamond. Different arbitrage algorithms exists, but the one described is
one of the simplest and most usable in DSP hardware design.
With an imagined data flow from left to right both circuits can be considered
as two types of multiplexers, thereof the name select. However, if the data flow
is reversed an alternative interpretation is possible: the circuits in this case
behave like a branch and priority branch circuit respectively. One observation
is that the priority branch circuit cannot be implemented in the PvB protocol
as it would require the ack signals to go high before the req signals, which is a
violation in the PvB protocol.
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Some general observations of the circuits can be made. First, the delay
between any two ports is at most one gate delay. The extension to the general
case with n ports is trivial, all circuits can be designed with a port to port delay
proportional to O(log2 (n)). Second, for the and circuit and the priority select
circuits care should be taken during design. For these circuits all n output
strobe signals depend on n − 1 input strobe signals. Large wire delays can thus
occur if improperly designed.
3.3 Local processes
Manipulation of data in a pipeline stage takes place in a local process. Two
types of external accesses are made; to global channels via the PvB protocol,
and to local passive modules like RAMs and ROMs. Because these accesses
both have short wire lengths and no logic in the path, they are not time critical.
Implementation with the PvB protocol, which is both simpler to use and better
suited for interfaces with response delays, is thus feasible.

4
Definition of Symbols
The adaptors and handshake circuits defined in section 2.4 and 3.2 are sufficient
for design. By introducing less general circuits with dataflow restrictions less
abstract and more expressible descriptions are obtained. A few such restricted
circuits are defined in Figure 12. Above the dotted lines, abstract circuits
with specified dataflows are shown and below the line corresponding symbol
restricted to this dataflow is shown. The symbols in Figure 12 (a)-(d) are
discussed in section 3.2 and need no further elaboration.
The symbols in Figure 12 (e)-(i) have a circular shape to emphasize that
they interface local channels. Via this interface local processes get access to
global channels and can perform five specific tasks according to the following:
Source: Acts as a data source for a global channel.
Sink: Acts as a data sink for a global channel.
Pass: Acts as an on/off switch for a global channel, controlled by a local
process.
Tap: Lets a local process tap data from a global channel.
Generate: Lets a local process generate data on a global channel.
In the next section, the different parts are tied together by an example to
illustrate the design methodology.
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SPA

Figure 12: Symbol definitions table. Above and below the dotted lines

the basic circuit and the corresponding symbol are shown.

5
Example Design: Double Rate FIFO
Building blocks for an event-based design methodology are outlined in section 3. These building blocks in themselves give no clear understanding about
advantages or disadvantages of a methodology for which only real examples
suffices. The goal of this section is to demonstrate event-based design via the
design of a specific data-path module that uses many of the described modules
and pose moderate to high design complexity.

112

Paper II. Event Driven Design Methodology for Hardware DSP Design

Q0

A0
DR
FIFO
A1
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Figure 13: The DR-FIFO symbol.

The chosen module is a first-in first-out (FIFO) designed with a single,
synchronous single-port RAM for data storage. The FIFO module is chosen
for two reasons. First, both the function and interface are simple and widely
understood. Second, it is from the experience gained after designing a complete
UMTS Turbo decoder, one of the more complicated modules to design. Before
the FIFO is described a central module in the FIFO design is described. The
module is a FIFO with rate two throughput, i.e. doubled throughput compared
to standard FIFOs.
5.1 Small Double Rate FIFO
In many circumstances it is necessary to merge or split data paths and provide
buffering capacity. In these cases, small FIFOs with dual inputs and outputs
may be the solution. Here, a small and simple FIFO for dual input and output
is described. It is designed with latch memory elements and simple control.
Due to the architecture, it is useful for storage requirements of up to 16 words.
The double-rate FIFO (DR-FIFO) has two inputs and two outputs according to Figure 13. Considering the input ports, three cases are identified regarding the function, depending on whether zero, one, or two incoming strobe
requests are detected. The case with no incoming requests is trivial and results
in no state change. In the case of a single incoming request, the circuit operates
as a standard FIFO and stores the input data at the end of the internal queue
if it not is full. Two simultaneous incoming requests are handled serially, with
A0 preceding A1 , in the same way as for single channel requests. The diamonds
in the figure are used to identify the precedence order. The operation of the
output ports is analog to that of the input ports.
The architecture of the DR-FIFO is shown in Figure 14. In the middle, an
array of n storage latches (L) is situated, numbered 0 to n − 1. Observe that
only the first two and the last latches are shown. All logic to the left of the
latches is used to set up a path from the input ports to two of the memory
latches. The local process at the bottom consists of two sub-processes, one each
for input and output sides respectively. Both sub-processes implement simple
counters that keep track of the current input and output latches.
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Figure 14: The architecture of the DR-FIFO. It is implemented with

handshaking circuits from the symmetric protocol library.

The leftmost and rightmost modules in the figure, labeled ev?, detect channel events. They output the and of both channel strobe signals, which is the
definition of a channel event. As seen they control two address counters. These
address counters are advanced by the aggregate of the number of channel events
for both the input and the output side. Next, the operation is described in detail for the input side.
The FIFO memory consists of latches, described in section 3.1. Preceding
the latches is an array of PSelect modules that selects the upper (prioritized)
or the lower path. As seen, prioritized paths originate from preceding upper
Branch modules. The shaded modules set up a path from the two input ports to
the following Branch modules. For the case with both input strobe signals high,
paths are set up from the upper port to the upper Branch module and from
the lower port to the lower Branch module. If only one input strobe signal is
high, a path is set up from the corresponding port to the upper Branch module.
In this case the lower Branch module is unconnected and generates no output
strobe signal. For the output side, the operation is analogous and need no
further elaboration.
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Figure 15: An architecture for a FIFO designed with a single, syn-

chronous single-port RAM.

The architecture is datapath centric and requires a minimum of local control. The single function performed in the local process is to advance two
counters when channel events are detected. Everything else, including FIFO
over- and underflow control, input/output routing, and module interface is
controlled by the datapath.
5.2 Top-Level Architecture
The top-level architecture of the FIFO is shown in Figure 15. The storage part
consists of two DR-FIFOs and a RAM, which for efficiency is of synchronous
single-port type. The control and routing parts consists of modules designed
for the symmetric protocol.
As seen the architecture is slightly complicated, which is mostly due to the
RAM. For efficient operation, single-port RAMs are required, which results in
large latencies and complex operation as data are read and written pairwise.
Due to the RAM latency, boundary problems occur for low FIFO fills. The
RAM is only used when the FIFO fill is larger than 4, for lower fill grades the
DR-FIFOs are used.
The FIFO has three states of operation that only depend on the fill grades
of the two DR-FIFOs dr1, dr2 and the RAM that connects to the local process.
The three cases are:
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dr1 and RAM empty :
the switch is in position 1 and the upper gen module is transparent. This
is the initial state that is kept until dr2 becomes full.
dr2 full, RAM empty :
the switch is in position 0, the lower channel is transparent, and data
passes from dr1 to dr2. This state is kept until either dr1 becomes
empty, or both dr1, dr2 becomes full.
dr1 fill ≥ 2 or RAM filled :
the switch is in position 0 and the lower channel is opaque (controlled via
the pas circuit). The RAM is alternatively written and read by tapping
data via the sink and tap circuits, or by generating data on the channels
via the generate circuits. The state is left if the RAM becomes empty.
The implementation of the local process in the described architecture is
simple. The VHDL description consists of a three states finite state machine
described with only 59 lines of code and 39 statements. This small process is
made possible by delegation of control to the datapath modules.

6
Conclusions
An efficient and lean event-based design methodology with a simple and fast
symmetric handshaking protocol is presented. By proper choice of handshaking
protocols and clear separation of handshaking logic from control process logic,
the drawbacks of handshaking are minimized. Advantages gained are more
modularized designs with cleaner interfaces. Some effects of this are; simpler
design, more easily distributed control, local power down possibilities, and lower
power consumption.
The method is proven by the design of a UMTS Turbo decoder. From this
system, the architecture of an efficient FIFO RAM implementation is outlined,
which has a simple datapath and small control requirements.
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Application of Software Design Patterns to DSP
Library Design

Abstract
Design of hardware datapath libraries is one of the harder problems in design
for reuse. With the appearance of hardware modeling libraries based on C++,
it is possible to apply advanced software techniques to design such libraries.
This paper shows how software design patterns are applied to hardware design.
Design patterns yield a twofold advantage; a faster design process, and a library
more extensible and modular than the equivalent HDL counterpart. From a
VHDL-C++ design comparison it is found that these factors may result in a
reduction of code size by a factor of two.
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1
Introduction
For the last two decades the software community has been the source for many
large productivity leaps in hardware design. Two major transfers are procedural programming and object-oriented design (OOD). Procedural programming
appeared with the advent of hardware description languages (HDL). Both Verilog and VHDL are derived from procedural software languages, C and ADA
respectively. Several proposals are given for adding support for OOD methodologies in hardware design [1]. Another recent idea to benefit from the strengths
of the object-oriented paradigm is to move hardware design to suitable software
languages, like C++ [2, 3].
Hardware design in C++ is promising as application of good software design
techniques in hardware designs is simplified. Design by reuse of design patterns
is one such technique. It is shown here that software design patterns can be
applied to hardware designs.
Design patterns can be thought of as skeletons of good designs that may be
reused in new designs, in different fields, and over time. Typical examples of
hardware design patterns are finite state machines (FSM) and communication
protocols. With public pattern catalogs, simple access to good and well-proven
patterns will boost productivity in several areas. Faster and less error prone
design processes that are modular and extensible are expected. A higher abstraction level is obtained as designs are explained and understood in terms of
patterns.
Currently, few public design patterns aimed specifically for hardware design
exists. In the software domain and particularly in the OOD area, design patterns have had a profound impact and is widely used. Several public software
pattern catalogs exist [4–6] and a large productivity boost is observed from
pattern usage [7].
This paper shows that several design patterns from a software pattern catalog [4] easily are applied to hardware datapath library design within the Ocapi
framework for C++ based hardware design [8]. In total four patterns are found
useful. They are: Composite, Object Adaptor, Abstract Factory, and Decorator.
Pattern usability is demonstrated by a mobile radio system synchronizer
design. Performance is evaluated by comparison to an equivalent VHDL design.
The results show that the C++ design is half in code size compared to the
VHDL design and is easier to test due to the advanced language constructs
available in C++.
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2
Motivation for using Design Patterns
Experienced designers/programmers reuse well working structures and designs.
Previously, the pattern of reused designs were seldom put in print and therefore spread slowly or not at all. Learning patterns under these conditions is
thus a question of gathering experience, to recognize patterns that repeat over
time. Unfortunately, learning from scratch is a slow and difficult way to gain
knowledge.
By writing down good design patterns in a structured form that clearly
states the intention, usage, and implementation, much is won in terms of reuse,
learning, and abstraction. Three advantages are seen:
• Novice designers get much steeper learning curves. They quickly acquire
experience gathered by expert programmers over many years, to write
robust, well partitioned, and error free code.
• Design discussions are performed at higher abstraction levels. Instead of
discussing individual class arrangements, discussions can revolve around
whether specific patterns are suitable for given problems.
• Better documentation; it is written in terms of patterns and gives the
reader direct understanding of code organization.
A study of applying patterns in the software domain verifies the above
points [7]. No fundamental differences between software and hardware design
processes invalidate the results for hardware designs. However, advantages will
not show up until public design catalogs are developed and designers communicate in terms of patterns.

3
Hardware Design in C++
Hardware design is essentially a software activity. For many projects, the hardware part is minor in terms of code size and work force. As there are benefits
in uniform development environments for hardware-software co-design projects,
moving hardware designs to software languages like C++ are motivated. However, the move can be motivated for hardware-only designs for which simulation
models are written in software languages. A few advantages are:
• Design by stepwise refinement is promoted. Small hardware units are
easily verified in simulation by exchange of modules. This speeds up
development, as dedicated test benches need to test fewer cases.

4. The Tool Ocapi
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• Higher abstraction level due to the object oriented features of C++.
• Access to several useful software libraries including the standard C and
C++ libraries.
• Simplified usage of several well-proven design paradigms including the
mentioned object oriented paradigm with use of design patterns.
A C++ design disadvantage is that the larger part of hardware designers
still only are used to traditional HDLs such as VHDL and Verilog. It is believed
that a C++ transition offers a set of design techniques that compensate for the
initial lower productivity resulting from the change of design environment.

4
The Tool Ocapi
Ocapi [3, 9] is a C++ tool aimed for hardware design and simulation according
to the data flow paradigm. Ocapi provides an object-oriented design library
for datapath designs and takes full advantage of the language C++.
With Ocapi, it is feasible to encapsulate datapath components with finite
state machines (FSM) completely within C++ classes. Ocapi defines a bus
object busTp (Tp for type) for transport of fixed point data. In actual hardware
busTp translates to plain wiring.
The abstraction level is easily raised by the definition of new bus types.
Bus types for complex numbers and vectors are used in the library. With the
container classes from the standard template library (STL) [10] new buses are
easily defined for complex and vector types according to:
typedef std::pair<busTp, busTp > cplxBusTp;
typedef std::vector<busTp >
vecBusTp;

5
The Datapath Library
The library is intended for datapath design and matured in parallel with a custom DSP implementation. Currently, the library contains about 20 datapath
objects ranging from simple FIFOs to a complete channel synchronizer [11].
All datapath objects are currently in the hardware mapped algorithm form,
which are fast, have high throughput, and require little control. A drawback is
that datapath objects may have low utilization and thus excessive silicon usage. In section 5.2, it is shown how the library is extended to adapt to different
requirements.
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TInBus
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input(cplxBusTp)
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latency():Cycles

input(BusTp)
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<cplxBusTp, BusTp>

AbsAverager
abs:ComplexAbs
avrg:Averager
input(cplxBusTp)
output():BusTp
latency():Cycles

Figure 1: The datapath storage composition.

5.1 The Repository
The composite pattern is chosen as basis for arranging datapath objects in treelike, hierarchical structures. This arrangement has two benefits; first it allows
datapath objects to be treated uniformly with no difference between leaf objects
designed from scratch and object compositions. Second, users easily extend the
library by defining new composite objects from existing leafs and composites.
Figure 1 shows a small example of the composite pattern in UML (Unified
Modeling Language) notation [12]. The root class is named Datapipe and
defines the interface. Three concrete datapath objects are inherited form the
root class.
Datapipe is an abstract base class that defines the interface of datapath
objects, i.e. names of method calls and input and return types. Three abstract methods are defined: latency():Cycles returns the delay in clock cycles
from input to output, input(TInBus) and output():TOutBus connects to input and output buses. TInBus and TOutBus are parameters, templates in
C++ notation, whose exact types are specified in each subclass. For example,
ComplexAbs specifies TInBus as cplxBusTp and TOutBus as busTp.
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Datapipe<cplxBusTp, BusTp>
input(cplxBusTp)

output():busTp

AbsAverager

Figure 2: A structural view of a datapath component.

Concrete datapath objects derived from Datapipe are of two kinds, leafs and
composites. Leafs are designed from scratch and composites are compositions
of leafs and other composites. In Figure 1 ComplexAbs and Averager are leafs
and AbsAverager is composite and composed of the objects ComplexAbs and
Averager.
The Datapipe interface maps to components with structural interfaces according to Figure 2 with single inputs and outputs. Text in boldface describes
the component as defined by Datapipe. Concrete classes inheriting from Datapipe define the parameters TInBus and TOutBus. AbsAverager for example,
defines input and output types as cplxBusTp and busTp respectively.
5.2 Interface Adaptation
The library defines several datapath objects related to storage with input and
output of type busTp. Storage objects therefore only store signed or unsigned
integers. Storage of other types is also required, complex numbers and vectors
are frequently used in datapath designs.
The object-adaptor pattern is applied to modify interfaces of existing objects. In Figure 3 StorageAdaptor adapts a given type to busTp. Within the
adaptor a mapping to busTp is defined for other bus types. For example, the
mapping of cplxBusTp is shown in Figure 4. In this example the adapted
module is a FIFO. The corresponding code to instantiate a FIFO for complex
numbers and connect it is shown below.
1
2
3
4
5

cplxBusTp inBus, outBus;
Adaptor<cplxBusTp> cplxFIFO
(new FIFO(FIFOsize));
cplxFIFO\@.input(inBus);
outBus = cplxFIFO.output();

The adaptor is instantiated on lines 2 and 3. The constructor, which creates
the object, takes a pointer to the adapted module as argument, here a newly
constructed FIFO. At the instantiation, the whole datapath for the adaptation
is created. Lines 4 and 5 connect the object externally.
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TInBus
TOutBus

Datapipe
name:String
clk:Clock
input:TInBus
output:TOutBus
latency:Cycles

<BusTp, BusTp>

<TBus, TBus>
TBus

FIFO
storage:vector<register>
input(BusTp)
output():BusTp
latency():Cycles

StorageAdaptor
input(TBus)
output():TBus
latency():Cycles

1
<BusTp, BusTp>

Figure 3: Application of the adaptor to the composite pattern.

Advantages with this solution is that only one adaptor object is implemented. Utilization of storage objects for new bus types only requires new bus
type mappings within StorageAdaptor.
5.3 Dynamic Datapath Creation
The current library implementation is targeted to one particular DSP implementation with specific need of high throughput. To be useful for broad ranges
of DSP implementations, support is required for other optimization constraints
as well. One extension is designed to allow the library to better adapt to varying
requirements. The extension utilizes the pattern Abstract factory, and implements structures similar to VHDL’s entity-architecture-composition structure.
Consider the design of an IP datapath block, utilizing modules that are
designed with two different tradeoffs. Which version to choose depend on end
user requirements not known at design time. What is needed is a mechanism
to let the user decide the implementation of some modules within the IP block.
A pattern that matches the specification is Abstract Factory. An implementation with two concrete factories for low power and small area respectively,
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AdaptorBusTp<cplxBusTp>
real

real
Datapipe<BusTp, BusTp>
FIFO

imag

imag
BusTp
CplxBusTp

Figure 4: A structural view of the adaptation of cplxBusTp to busTp.

is shown in Figure 5. ComplexAbs has implementations targeted for both
design objectives. Clients are user configurable IP-blocks that give concrete
factories as argument at instantiation time. In this case either of the factories
HighThroughput or LowPower are provided. Depending on which, either the
CORDIC or the LockUp module is instantiated within the IP-block.
Note the close ties to the VHDL composition entity, architecture, and
configuration. The entity correspond to ComplexAbs, architectures are the
concrete classes inheriting from ComplexAbs, and finally, configurations correspond to concrete DatapathFactory objects, which connect interfaces and
implementations. The design shows that design features of current HDLs not
have to be lost by moving to object-oriented design environments like C++.
5.4 Handshaking
Consider connecting datapath objects processing data block-wise, like FFTs,
to sources that cannot guarantee continuous data feed. Such channels require
handshaking protocols and queues to buffer incoming data as shown in Figure 6.
The Decorator pattern provides an object composition for this problem.
The idea is to decorate the datapath object with extra functionality, in this
case a handshaking protocol. In Figure 7, object structures for handshaking
decoration are shown, with ack and req signals used by the handshaking protocol. The Queue class buffers incoming data and forwards to the decorated
datapath object after the receipt of a whole block. One advantage with this
pattern is that only one implementation is required to add handshaking to all
block processing datapath objects.
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TInBus
TOutBus

Entity

Datapipe

Architecture

name:String
clk:Clock

Configuration

input:TInBus
output:TOutBus
latency:Cycles

DatapipeFactory
CreateComplexAbs()
CreateFIFO(sizeTp)

<cplxBusTp, BusTp>

Client

LowPower
CreateComplexAbs()
CreateFIFO(sizeTp)

HighThroughput
CreateComplexAbs()
CreateFIFO(sizeTp)

ComplexAbs

CORDIC
input(cplxBusTp)
output():BusTp
latency():Cycles

LookUp
input(cplxBusTp)
output():BusTp
output():BusTp

Figure 5: The abstract factory pattern. Triangular shaded areas indicate

the corresponding structure in VHDL.

6
Evaluation of Library
The library is evaluated by the implementation of a frame synchronization
algorithm for an Orthogonal Frequency Division Multiplexing (OFDM) mobile
radio system [11]. In Figure 8, the data flow of the algorithm is shown. The
algorithm is hardware mapped and therefore the same structure is implemented
in hardware.
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Handshaker<cplxBusTp, CplxBusTp>
ack
Control
req
burst-start

data-ready

input

output
Queue

FFT

time

Figure 6: The Decorator pattern that implements the handshaking func-

tion. The time axis below gives an idea of the appearance of data in the
different buses.
The algorithm is chosen for two reasons. First, it is well-suited for implementation with the library as it is datapath centric. Second, an existing VHDL
implementation of the algorithm is used to compare the performances of C++
and VHDL based designs. The VHDL version is implemented in hardware
while the C++ version is verified at VHDL level. The same algorithms are
used for all sub blocks. For rectangular-to-polar conversion and rotation the
CORDIC algorithm is used [13].
It is important to stress that the comparison only regards hard facts like
line and token count. Soft facts like reusability, ease of design, and robustness,
cannot be measured objectively by design. Soft facts are important for the
success of design paradigms. The merit of soft facts must be judged from
arguments given and design experience. Soft facts appear only to minor extent
as measurable hard facts in designs of this comparatively small size.
In Table 1, line and the token counts are given for both implementations.
It is seen that the Ocapi version is roughly half the size regarding both line
and token count. Here the token count is the more accurate estimate, as it not
depend on coding style to the same extent. It is believed that the results are
fair for most data centric designs. The smaller code size in the Ocapi design
is mainly due to two factors. First, the number of reusable components is
higher due to a well-structured object-oriented library. Second, more compact
descriptions are obtained by C++ compared to VHDL.
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TInBus
TOutBus

Datapipe
name:String
clk:Clock
input:TInBus
output:TOutBus
latency:Cycles

<cplxBusTp, cplxBusTp>

FFT
input(cplxBusTp)
output():cplxBusTp
latency():Cycles

TInBus
<TInBus, TOutBus>
TOutBus

Handshaker

1
<TInBus, TOutBus>

ack:BusTp
req:BusTp
queue:QueueTp
input(TInBus)
output():TInBus
latency():Cycles

Figure 7: The handshaking decorator.
Table 1: Code size for VHDL and C++ implementations of the synchronizer.

Synchronizer
C++
VHDL

# lines

# tokens

936
2100

3607
8200

7
Conclusions
It is shown that several software design patterns with minor modifications
easily are applied to hardware datapath library designs. Design pattern usage
is beneficial and results in structures that are modular, re-usable, robust, and
require little overhead. As shown, only one implementation is required for each
of StorageAdaptor and Handshaker to add the desired functionality. Not all
software patterns are usable for hardware design. However, they show welldesigned structures and act as inspiration for the design of hardware patterns.

7. Conclusions
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∆ = 1024
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θ
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Figure 8: The data flow view of the synchronizer. Bold wires are complex

numbers. Thin wires are scalars except form the sync wire, which is
boolean.
It is shown by example that application of patterns result in designs that
are roughly half in code size compared to VHDL designs. Several important
library properties like usability, reusability, ease of use, and structure, cannot
be objectively measured by rough figures like code size. However, it is believed
an adequate estimate is obtained.
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PAPER

IV

Power Reduction in Custom CMOS Digital Filter
Structures

Abstract
Today the main optimization parameter of digital filters is the filter order. By
the aid of two implemented filters, it is shown that both power consumption
and speed can be enhanced, if the optimization effort is made on reducing the
filter coefficient lengths rather than minimizing the filter order. Both filters
are designed from the same specification, one as a standard minimum order
filter, the other as a filter with short coefficients found by a computer search.
The minimum order filter is of order three with seven bits long coefficients.
The coefficient-optimized filter is of order six with two bits long coefficients.
Both filters are implemented with bit-serial fixed coefficient arithmetic in two’s
complement representation in a 0.8µm, two metal layers CMOS process. Measurements show an eightfold speedup at half the power consumption and only
30% area cost for the coefficient-optimized filter.

Based on: P. Åström, P. Nilsson, and M. Torkelson, “Power Reduction in Custom CMOS
Digital Filter Structures,” Analog Integrated Circuits and Signal Processing, vol. 18, no. 1,
pp. 97–105, Jan. 1999.
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1
Introduction
The main optimization parameter in filter design is the filter order. For analog
filters, this is an obvious choice as it reduces the number of discrete components
and minimizes the impact of component variations. For digital filters, it is
natural to continue this approach even if low order not has the same importance.
For digital filters, component variations need not be considered, as arithmetic
operations are exact.
Important properties of a final implementation are speed, power and die
size. In digital filters, mainly three parameters affect these properties: filter
order, filter coefficient length, and data wordlength. Data wordlength is usually
set by the required signal to quantization noise ratio and is considered fixed.
In some applications, like standard DSP designs, coefficient lengths are fixed
and then only filter order optimization is possible.
For full custom designs, where wordlengths can be arbitrarily adjusted, filter
order is not the most important parameter to optimize. Speed, area, and power
consumption are dependent on both coefficient lengths filter order. Power
consumption and area are almost linearly dependent on both coefficient lengths
(due to the large share of multipliers in digital filters) and filter order. Power
consumption has a strong dependence on the number of ones in coefficients. Bitserial fixed coefficient multipliers have a linear dependency between multiplier
delay and coefficient order. Therefore, speed is mostly dependent on multiplier
coefficient lengths.
It is clear that coefficient lengths are equally important as filter order for
the outcome of a design. From a design perspective it is a problem that, to
our knowledge, no efficient methods exist to obtain filters with good coefficients. This fact limits the use of coefficient optimization to filters with large
tolerances.
The focus of this paper is to compare the performance of coefficient optimization and order optimization approaches. For this purpose, two baseband
digital IIR filters are designed from the same specification. The first filter is
a standard minimum order filter, the second is optimized with respect to coefficient lengths via a simple search algorithm. In the sequel, the filters are
referred to as the minimum order filter and the optimized filter.
To simplify implementation the filters are implemented as hardware mapped datapaths. The main benefit is that control is reduced to cyclic reset of
latches and adder carries. To reduce area, datapaths are implemented in a
bit-serial technique with two’s complement representation.

138

Paper IV. Power Reduction in Custom CMOS Digital Filter Structures

ADC
cos ωt
LNA

ϕ

FFT
sin ωt
ADC

Figure 1: Block structure of a standard homodyne receiver.

2
System Overview
Both filters are targeted for use as baseband filters in an Orthogonal Frequency
Division Multiplexing (OFDM) [1] radio system similar to the European Digital
Audio Broadcast (DAB) and Digital Video Broadcast (DVB) systems [2].
In Figure 1 a standard direct conversion homodyne receiver is shown, with
filtering performed in the analog domain. For efficient spectrum utilization,, a
high order analog filter is required. There are several drawbacks with high order
analog filters; precision is poor and the standard solutions, crystal and ceramic
filters, are expensive and bulky. Moreover, aging effects degrade performance
over time and components need to be manually tuned.
Analog filter requirements are reduced by performing part of the filtering
in the digital domain [3]. This requires the sample frequency to increase. In
Figure 2 the procedure to perform part of the filtering in the digital domain is
exemplified. Consider the standard homodyne receiver of Figure 1. The sample
frequency is given by fs1 in Figure 2. To remove alias components, an analog
filter response according to the solid line is required.
If the sample frequency is doubled to fs2 , the mirror band is moved up in
frequency, which reduces the requirements on the analog filter according to the
dashed line and makes them easy to integrate on standard CMOS [4]. Before
down conversion from fs2 to fs1 , the system frequency, mirror bands are filtered
out by a high order digital filter. This filter does not suffer from the drawbacks
of high order analog filters mentioned above.
In Figure 3 a modified homodyne receiver is shown. The Analog-to-Digital
Converter (ADC) is sampling at twice the rate compared to the standard homodyne receiver in Figure 1. Thus, part of the filtering is performed in the digital
domain as described above. Next after the digital filter a down-converter reduce
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Figure 2: Analog filtering and a sample frequency equal to fs1 , requires a

high order analog filter according to the solid line. With a doubled sample frequency fs2 , analog filter requirements are relaxed (dashed line).
Most filtering is performed in the digital domain (dotted line).

ADC

2

cos ωt
LNA

ϕ

FFT
sin ωt
ADC

2

Figure 3: Block structure of the modified homodyne receiver. The sample

rate is twice as high as for the standard homodyne receiver.
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the rate by half. The main drawback with the method is that the ADC operates at double the sample rate and thus constitutes a more severe bottleneck
for the modified receiver compared to the standard homodyne receiver.

3
Filter Specifications
Two generations of the system shown in Figure 3 are implemented. The first
generation system is designed for a user bandwidth of 2 MHz. For this system
the slower minimum order filter is designed. The passband is 2 MHz or ±
1MHz centered on origo. The purpose of the first-generation test bench is to
verify interfaces and modules in the system. The second-generation system is a
broadband system with a total bandwidth of 20 MHz with a passband of (±10
MHz) centered around origo. For this system the speed and power optimized
filter is implemented.
In an OFDM system the bandwidth is split over several narrow sub-channels.
The choice of sub-channel bandwidth is a compromise between two contradictory requirements; the Doppler effect is minimized for wide sub-channels while
narrow sub-channels minimize multi-path effects. According to [5] 50 kHz is a
good compromise to reduce both the Doppler effect and minimize multi-path
effects. The total number of sub-channels for the first-generation system thus is
40 and for the second-generation system 400. The FFT operates on a number
of channels that is a power of 2. For the single user system the closest number
of channels larger than 40 is 64. The ADC for the single user system operates
at 64 times the channel bandwidth times the oversampling rate, which equal
6.4 MHz. The number of sub-channels in the multi-user system will be 512 and
the sample rate 51.2 MHz.
Two important filter parameters that depend on the sub-channel width are
group delay and passband ripple. Total group delay of the system is specified
to 200 ns, or 1% of the symbol duration time. The amplitude is required to
be flat over each sub-channel, 0.5 dB ripple gives a maximal phase error of less
than one degree. Stopband attenuation is required to exceed 40 dB. Together
with the analog filter this results in a total adjacent channel suppression of 55
dB.
The accuracy of the system is limited to 10 bits by the ADC [6], which gives
a signal to quantization noise level of 60 dB. Two extra bits are added internally
in the filters to prevent arithmetic overflow, which gives a total wordlength of
12 bits. Apart from the different sample rates the specifications are identical
for both filters.
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Table 1: Complete filter specifications.

Parameter
Group delay
Passband
Passband ripple
Stopband
Stopband att.

value
200
0-0.2
0.5
0.3-0.5
40

unit
ns
fs
dB
fs
dB

4
Filter Structure
Wideband digital filters are sensitive to coefficient variations. Passband and
stopband sensitivity varies for different classes of digital filters. Lattice wave
digital filters (LWDFs) have low sensitivity in the passband and high sensitivity
in the stopband. Thus, quantization of filter coefficients affects stopband transfer functions more than passband transfer functions. LWDFs have a number
of additional properties that make them suitable for filter implementation.
• Low roundoff noise.
• Easily designed by direct mapping of analog filters, with all properties of
the analog filter preserved.
• Simple and modular datapath.
The basic building blocks of LWDFs are digital approximations of analog
components like capacitors and inductors. In the digital domain the capacitor is
represented by a delay element, or in z-domain notation, by z −1 . The inductor
is in the same way represented by a negated delay, −z −1 . Inductors and capacitors usually have different characteristic impedance. An impedance matching
element, the adaptor, is therefore required to connect these components.
Different types of adaptors exist with two-port and three-port adaptors being the most common. In LWDFs only two-port adaptors are used for which
the symbol and internal representation is given in Figure 4. Each port connects
to a component. The adaptor coefficient α defines the ratio between incident
and reflected waves for each port. A coefficient equal to zero implies no reflections and the adaptor acts as a feed through. A coefficient equal to 1 implies
total reflection and no component passes through the adaptor. For in depth
coverage of LWDFs se [7–9].
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B1

α
α
A2
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(a)

A2

B2

(b)

Figure 4: (a) The adaptor symbol. (b) The internal structure of the

adaptor. A = input to the adaptor, B = output from the adaptor, α =
adaptor coefficient. The index indicates the port number.

5
Filter Design
To make a fair comparison the minimum order filter is designed with the shortest possible coefficients. To guarantee short coefficients, they are selected via
exhaustive search. The same approach is taken for the optimized filter with
the exception that the search not is limited to minimum order filters.
One flaw that limits the use of exhaustive search algorithms is that the
search time grows exponentially both with regard to filter order and coefficient
length. Exhaustive search algorithms therefore effectively are prohibited for
design of filters with tight specifications. However, many specifications are not
tight, as the given specification and exhaustive search algorithms are motivated.
5.1 Computer Algorithm
A computer program is written to find filters with short coefficients. The program is given the z-domain description of a filter type as a function of the filter
coefficients, together with a list of the coefficients that are part of the different
loops of the filter (the critical path is found in one loop). The program computes the transfer function for all coefficient combinations up to a given length,
beginning with short coefficients with few ones and then gradually increasing
both the length and the number of ones in the coefficients. The maximum
coefficient length can be set arbitrarily but is usually set to the coefficient
length of a minimum order filter that fulfills the specification. Each computed
transfer function is transformed to the frequency domain and compared to the
specification.
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Table 2: Filter Coefficients for Third Order Respectively Sixth Order Filter

Coefficient
α0
α1
α2

Minimum order
0.37500010
0.57812510
−0.32812510

Optimized

00110002
01001012
11010112

T

0.010
0.510
0.010

002
012
002

T
α0

α0

α1
α1
T

T

−1

−1
α2

α2
T

T

(a)

(b)

Figure 5: (a) Filter structure of third order LWDF. (b) The corresponding

datapath.
Currently the program is semi-automatic, i.e. it only checks one specific
filter at a time. To check for different filter orders the program is reloaded with
new transfer functions.
5.2 Design of the Minimum Order Filter
The best minimum order filter found is of order three with seven bits long
coefficients, cf. Table 2. For this filter, the dashed lines in Figure 7 give the
transfer function. As shown in Figure 7 (b), the difference in group delay within
the passband is 200 ns, equal to the specified maximum limit.
The structure of the minimum order filter is shown in Figure 5 (a). The
filter consists of one first order all pass link at the top and one second order
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Figure 6: The datapath on gate level for the α1 adaptor. The middle

row contains the fixed coefficient multiplier.
link at the bottom. In the figure the z −1 elements are represented by T blocks.
The datapath is shown in Figure 5 (b) and consists of three multipliers and ten
adders.
The implementation of the α1 adaptor on gate level is shown in Figure 6.
The bit-serial fixed coefficient multiplier is situated in the middle. The ∆
elements on both sides of the multiplier are shimming delays required to keep
the signals in phase with the multiplied signal.
The critical path of the filter is the loop through the α2 and α1 multipliers,
which equal the aggregate delay of two adders and two multipliers, a total of
16 clock cycles. By rewriting the algorithm to use a negated α2 , all coefficients
turn positive and the sign digit becomes superfluous. This saves two clock
cycles in the critical path. With 14 clock cycles per sample the clock frequency
need to be 89.6 MHz.
5.3 Design of the Optimized Filter
The best performance was found with a sixth order filter designed from two
identical cascaded third order filters. Each third order filter link has the structure given in Figure 5 (a). The coefficients of the sixth order filter are given
in Table 2 and the filter response by the solid lines in Figure 7. Group delay
within the passband varies from 263 ns to 430 ns and the maximum difference
in group delay is 430-263=167 ns, well below the stipulated 200 ns.
Contrary to the minimum order filter the datapath of the optimized filter
may be parallelized, mostly due to the short coefficients of the multipliers.
Since both α0 and α2 equal zero, four adaptors consist of feed-troughs. The
datapath of the optimized filter therefore is rewritten according to Figure 8.
Each T block equals the delay of one sample.
From Figure 8 it is seen that the delay in each feedback path is two samples.
Odd and even samples therefore can be processed in parallel. The datapath
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Figure 7: (a) The amplitude response of both filters. Dotted line for the

third order filter and solid line for the sixth order filter. (b) Group delay
of the filters. The arrow indicates the largest difference of group delay
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Figure 8: The computational datapath when α0 and α2 equal zero.
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Figure 9: Architecture that computes two samples concurrently.

therefore may be rewritten in two parallel paths to process odd and even samples separately as shown in Figure 9. By merging the decimation operation
shown in Figure 3 with the filter, the size of the filter is reduced. The only
operation performed is the elimination of the dotted part in the second filter
link.
Observe that the internal wordlength is 12 bits while the delay of a link is
3 cycles. The result is that feedback data is stored for 12-3=9 cycles in the T
blocks. Instead of storing data in registers, it is possible to feed data forward
to new processing elements as shown in Figure 10. The delay of a filter link is
three cycles, four processing elements therefore can be connected in a circular
loop. This parallelization increases throughput from 1 sample to 8 samples
every 12 cycles, a factor of 8. Throughput increases from one sample every
eight cycles to one sample every 1.5 cycles.
Figure 11 shows the implementation on gate level for one third order filter
link of the optimized filter. This figure is compared to Figure 6 that shows one
of three adaptors in the minimum order filter. The smaller size is a consequence
of the shorter filter coefficients.
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Figure 10: The first filter link in the sixth order filter computing eight

samples concurrently. The second filter link only consists of the upper
part of the figure as only even samples are to be output.
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Figure 11: The datapath from the surrounded square in Figure 7 as it is

implemented on cell level.
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6
Layout
Both chips are implemented in a 0.8µm, two metal layers CMOS process. Except for a few missing shimming delays, the datapaths of Figs. 5 (b) and 10
are mapped directly to silicon. To obtain stand-alone circuits, three blocks are
added to the filter cores.
I/O unit: Data are fed on and off the chip in parallel mode. A simple I/O
unit handles this. The basic building block of the I/O unit is the delay
(∆) element.
Control unit: The controller resets carry registers once every sample. It is designed with ∆ elements connected in a ring, along which a “1” is stepped
forward. The length of the loop equal the data wordlength.
On-chip clock generator: High on-chip frequencies require a locally generated clock. An slower off-chip generated trig signal controls the on-chip
clock generator [10]. For each trig pulse the clock generator generates a
specified number of clock cycles.
In Figures 12 and 13 photos of the filters are shown. The structure of both
filters is the same. All modules are placed in two columns with a data bus in
between. Input is handled at the top. From the input data is fed down trough
the datapath. At the bottom the output unit is situated. Control and clock
modules are placed in the center of the columns to reduce influence of clock
skew.

7
Results
Both filters are verified in a test bench for varying supply voltage and clock
frequency. To verify proper operation at the operating frequencies given in
table 3, test vectors are used. The output was then compared with the expected
values from the transfer function in Figure 7.
To obtain proper estimates of power consumption is difficult as it depends
heavily on the correlation of input data. A worst-case estimate is obtained by
feeding the circuit by white noise. All data in Table 3 except power are for the
core only. Interesting figures obtained from the table are the sample rate and
the power consumption. Although the sample rate is eight times higher for the
optimized filter, it consumes only half the power. This is mainly due to the
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Figure 12: Photo of minimum order filter.

Figure 13: Optimized filter. The regular datapath resulted in a simple

and compact layout.
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Table 3: Filter Data

Parameter
Transistor count
Area, core only
Sample frequency
Clock cycles/sample
Clock frequency
Supply voltage
Power consumption

Min. Order

Optimized

3707
1.26
6.4
14
89.6
5
250

6876
1.30
51.2
1.5
76.8
3.0
130

unit
mm2
MHz
MHz
V
mW

parallel structure that allows for a reduction of clock frequency to 76.8 MHz
and much simplified design of adaptors.
A comparison between the α1 adaptor of the minimum order filter in Figure 6 and the same adaptor in the optimized filter shown inside the dashed
area in Figure 11 shows that the latter has much lower delay, is much smaller,
and has lower power consumption.
Note that due to the decimation operation in the optimized filter, half of the
second filter link disappears as shown in Figure 9. Therefore, for a non downsampling filter both area and power consumption will be about 30% larger.
The higher transistor density in the optimized filter is due to higher transistor density in adder cells compared to ∆ elements. The ratio adders to ∆
elements is larger in the optimized filter. Additionally, the optimized chip is
a second-generation design for which slight improvements are made to the cell
library.

8
Conclusion
Two wide-band digital filters for mobile communication are presented. It is
shown that by not limiting the design to minimum order filters, both speed
and power is improved.
Due to the short adaptor delay in the optimized filter, it is possible to
parallelize the architecture in eight parallel pipelines. The result is a faster
filter that consumes less power. As shown, an eight-fold increase in sample
rate is obtained at almost no area and power cost.
The number of clock cycles required for each sample in the optimized filter
decreased from 14 to 1.5 on average by concurrent processing of eight samples. Compared to a parallel implementation the speed penalty is only 33%.

8. Conclusion

151

However, the bit-serial implementation of the optimized filter has two big advantages; the area is much smaller, and because it is possible to use a hardware
mapped algorithm, control is simplified.
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PAPER

V

Digital Channel Filters for Wideband Transceivers

Abstract
Two custom wideband digital filters are designed to a research project for a 20
Mbps mobile radio system. Important parameters are low power consumption
and small chip size. Both filters are implemented in a lattice wave digital
filter algorithm. This is an algorithm that results in modular building blocks
that are easily mapped to silicon with a bitserial technique. The modularity
made it easy to rewrite the algorithm to process several samples concurrently.
This allowed for a higher throughput, which was traded against the supply
voltage, i.e the supply voltage was reduced from 5 to 3 volts. The filters are
manufactured in a 0.8µm two metal layer CMOS process. They where sent for
fabrication in November 1995.

Based on: P. Åström, P. Nilsson, and M. Torkelson, “Digital channel filters for wideband
transceivers,” in Proc. of RadioVetenskap och Kommunikation 96 (RVK’96), H. H. Zetterberg, Ed., Luleå, Sweden, June 3-6 1996, pp. 554–558.
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1
Introduction
As the speed of integrated circuits continue to increases, new areas that are
suited for digital signal processing are found. Here it is demonstrated that
digital channel filters enhance the performance of broadband radio systems.
The idea is to move most of the anti-alias filtering from the analog to the digital domain. This is advantageous for two reasons; first, it is easy to design high
order digital filters. Implementation of higher order filters does not increase
the complexity significantly as is the case in analog filter design. Secondly,
the design becomes more robust and less error prone. Sizing of transistors and
other circuit elements is not critical for proper operation.
So far, design of digital filters is carried out in the same manner as for
analog filters. That is, the main optimization parameter is filter order. This
design procedure does not exploit the nature of digital filters. As is shown in
this paper other optimization parameters might result in smaller filters and/or
filters with lower power consumption.

2
Radio System
The filters are part of a research project aiming at developing a radio system
employing wideband Orthogonal Frequency Division Multiplexing (OFDM).
It’s main parts are shown in Figure 1. The system is specified for a bit rate of
20 Mbps. This bandwidth is split between ten users where each user has access
to 2 Mbps.
This paper focuses on the digital filters and the interpolatory/decimating
blocks, which are integrated with the filters.
2.1 Operation
Ten bit streams, each with a bandwidth of 2 Mbps, are input to the transmitter.
They enter the block Modulation and coding where they merge. The resulting
stream is fed to the IFFT block where the data are converted from time– to
frequency domain. The real and imaginary output domain from the IFFT are
split on two separate channels, each with a word length of 10 bits. The sample
rate from the IFFT is 25.6 Msamples/s.
The output from the interpolatory filter contains the same spectrum as the
input, at twice the sample rate, that is, 51.2 Msamples/s. The key idea of this
procedure is that folding products that appear after the D/A converter, are
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2
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FFT
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Filter

analog

Figure 1: Block structure of the radio system.

moved higher in frequency. Thus, analog anti-alias filter design is simplified.
The same consideration apply at the receiver side. To simplify the design of
analog anti-alias filters, the sample rate is chosen twice as high as required.
After the ADC [1] a decimating filter is inserted and the desired sample rate is
obtained.

3
Specification
The system utilizes a modulation scheme like QPSK. Thus, two important
parameters are group delay and passband ripple. The total group delay of
the system is specified to 200 ns, which is 1% of the symbol duration. The
amplitude of each OFDM signal is required to be flat, therefore the passband
ripple has to be low. Here it is specified to be less than 0.5 dB. Both filters
are required to have a stopband attenuation exceeding 40 dB. In Table 1 the
specifications for the filters are given.

4. Filter Algorithm
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Table 1: Specifications for the channel filters.

Parameter

Unit

Interpol.

Baseband

Group delay
Passband
Passband ripple
Stopband
Stopband att.

ns
MHz
dB
MHz
dB

70
0-10
0.5
15.6–
50

100
0-10
0.5
15.6–
40

A1

A2

α

A2
α

R2

R1
B1

A1

B2

B1

(a)

B2

(b)

Figure 2: (a) The two–port adaptor symbol. (b) Symmetric realization.

System word length is 10 bits, which gives a signal to quantization noise level
of 60 dB. To prevent arithmetic overflow, two extra bits are added internally in
both filters. Data paths are implemented in a bitserial technique with a two’s
complement representation. The main reason for this is to simplify design and
reduce size of the chips.

4
Filter Algorithm
Both filters are implemented in a lattice wave digital filter algorithm (LWDF) [2].
This is an algorithm with a number of good properties:
• Guaranteed stability.
• Low roundoff noise.
• Stable with short coefficient word length.
• Designed by direct mapping of analog filters. All properties of the analog
filter are preserved.
• Simple and modular data path.
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H1 (z 2 )

H1 (z 2 )

2T

2T

α5

α5

2T

2T
α1

3T

α1

1/2

3T

1/2

Figure 3: The interpolatory filter. It consists of two seventh order bire-

ciprocal LWDFs in cascade.
A LWDF is designed with z −1 elements, i.e memories, and adaptors. The
symbol and internal structure of a two port adaptor is shown in Figure 2. In
the following sections the design of the two filters is explained. As they differ
in some sense they are treated independently.

5
Interpolatory Filter
The interpolatory filter is designed from two identical cascaded seventh order
linear bireciprocal LWDFs with a structure according to Figure 3. The overall
filter is thus of order 14, which is leaves much room for coefficient optimizations.
The main reason for increasing the filter order beyond what is required is to
trade stopband attenuation for shorter coefficient lengths.
By exhaustive search it was found that a filter with the coefficients α1 =
0.125, α3 = 0 and α5 = 0.5 fulfills the specification and results in a frequency
response according to Figure 4(a).
Now consider the transfer function for the filter, which can be written as
H(z) =

´2
1 ³ −3
z + H1 (z 2 )
4

(1)

with H1 (z 2 ) given in Figure 3. For interpolation filters, it is advantageous if the
transfer function can be stated in polyphase form, as the filtering operation then
can be performed at the lower input data rate. For interpolation by a factor of
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Figure 4: Frequency responses for (a), the interpolatory filter and (b),

the decimating filter.
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Figure 5: The architecture for the interpolatory filter with α3 = 0.

two, a polyphase transfer function can be written as
H(z) = z −1 H0 (z 2 ) + H1 (z 2 )

(2)

By restating (1) it can be shown that the filter has polyphase structure
´
1 ³ −6
z + 2z −3 H1 (z 2 ) + H12 (z 2 )
4
³
´ ³1
´
−1 1 −2
2
−6
2 2
=z
z H1 (z ) +
z + H1 (z )
2
4

H(z) =

(3)
(4)

By observation it is seen that (4) is in polyphase form. The filter therefore can
be operated at the lower input sample rate by adjusting the delays accordingly.
An architecture for this case is given in Figure 5.
If H1 (z) is mapped directly to silicon the delay in the feedback loop is
8 cycles. By rescheduling the data path according to [3], the filter becomes
maximally fast. This reduces the feedback delay to 5 cycles.
The implementation of a maximally fast filter link is shown in Figure 6 with
shimming delays removed for clarity. If three such links are connected in series
according to Figure 7, three samples are processed concurrently.
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x

α5

Vk

Vk+1

α5

α1

y

Figure 6: A filter link rescheduled to be maximally fast. The critical

path is identified by the bold wires.
xk+1

x0

xk+2
Vk+1

Vk

Vk+2

H1 (z)

H1 (z)

H1 (z)

yk

yk+1

yk+2

Figure 7: An architecture for H1 (z) that computes three samples con-

currently.
With this implementation it is possible to increase the internal word length
to 15 bits. Two bits are used as sign extension to prevent arithmetic overflow
and the remaining three bits are put in the back to reduce roundoff noise.

6
Baseband Filter
The baseband filter is designed with two cascaded third order LWDF links.
Thus, this is a sixth order filter. The architecture on adaptor level of one link
is shown in Figure 8(a). In Figure 8(b) the internal structure of the adaptors
is shown. The coefficients are: α0 = 02 , α1 = 0.12 and α2 = 02 . This choice of
coefficients gives the amplitude response of Figure 4(b).
It can be shown that a third order filter with seven bits long coefficients fit
the specification. This filter has two drawbacks compared to the sixth order
filter; first, multipliers will be bigger and more complex, second, feedback path
delay will be larger, 10 cycles compared to three cycles for the sixth order filter.
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Figure 8: (a) Filter structure of third order LWDF. (b) The correspond-

ing data-path. (c) The remaining of the data path when α0 and α2 equal
zero.

As two coefficients equal zero, the data path in Figure 8(b) can be simplified.
In Figure 8(c) the simplified data path is shown. The sample rate is specified
to 51.2 MHz. However, to reduce the data rate it was decided to let the A/D
converter deliver the samples in pairs.
To simplify the design the algorithm is rewritten to handle two samples in
parallel. The rewritten sixth order filter is shown in Figure 9. Note that the
second filter link is “half”. This is because only every second sample is output
since it is a factor of two decimating filter. In average, this implementation
processes one sample in 6 cycles (two samples processed every 12 cycles).
It is possible to parallelize the architecture more. The on chip word length
is 12 bits but the delay of a link is only 3 cycles. The result is that feedback
data have to be stored for 12 − 3 = 9 cycles before next sample is processed. If
four links are connected in cascade in the feedback path as shown in Figure 10,
throughput is increased to 8 samples every 12 cycles. Thus, in average one
sample is processed every 1.5 cycles. Compared to the algorithm in Figure 8,
this implementation reduces the number of delay elements in the data path by
75%.
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Figure 9: Architecture that computes two samples concurrently. As only

every second sample is output, it is possible to remove the part of the
second filter link that computes odd output samples.

−1

α1

−1

α1
x8n+2

x8n

T

x8n+3
y8n+1

α1

x8n+5

T

x8n+7

T

y8n+5

α1
−1

y8n+6

y8n+4

y8n+3

α1
−1

x8n+6

y8n+2
T

−1

α1

α1
x8n+4

y8n
x8n+1

−1

y8n+7

α1
−1

−1

Figure 10: The first filter link in the sixth order filter computing eight

samples concurrently. The second filter link only consists of the upper
adaptors as only even samples are needed.
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Table 2: Filter data for the channel filters.

Parameter

Unit

Interpol.

Baseband

Transistor count
Area
Clock frequency
Supply voltage
Power consumption

#
mm2
MHz
V
mW

8147
1.8
125
5
540

6876
1.3
76
3
100

7
Layout
Except for a few missing shimming delays, Figure 6 and Figure 10 are mapped
directly to silicon. In order to get a stand-alone chip, the following three blocks
are added to the filter cores.
I/O unit: Data is fed on and off the chip in a parallel mode. A simple I/O
unit handles this. The basic building block of the I/O unit is the delay
element.
Control unit: The control unit is used to reset the carry registers once every
sample. It also keeps track of when a word is to be loaded on and off
the chip. It is made up of delay elements coupled in a closed loop, along
which a “1” is stepped forward. The length of the loop is equal to the on
chip word length.
On chip clock generator [4]: The high frequencies needed make it difficult
to feed the clock signal from outside. Instead a trig signal is fed to the
on-chip clock generator once every sample. The clock generator then
generates a specified number of clock cycles.
The filters are expected to return from fabrication in mid February. However, from previous generations of the filters it is possible to make fairly precise
estimations of power consumption. In Table 2, known and expected data are
summarized.
Chip photos for the interpolatory and the baseband filters are shown in
Figure 11 and 12 respectively. The structure for both filters is the same. All
modules are placed in two columns with a data bus in between. Input to the
filters is handled at the top. Thereafter data is fed downwards trough the data
path. At the bottom the output unit is situated. Control and clock modules
are placed in the middle of the data bus to reduce the influence of clock skew.
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8
Summary
This paper presents a method to find smaller and faster designs for custom
designed filters. We have seen that increasing filter order is acceptable if trivial
or simple coefficients are found. It is also shown that concurrent processing
of several samples is achievable with short filter coefficients . Although eight
samples are processed in parallel in the baseband filter, the area increase is
limited to a factor of three.
The number of clock cycles that had to be carried out during a sample
for the baseband filter is decreased from 12 to 1.5 in average by concurrent
processing of eight samples. This is not far from the performance of a parallel
implementation. However, the data path is still much smaller and simpler to
control.
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Figure 11: Interpolatory filter. The large blocks are capacitors that re-

duce ripple on power supply wires.

Figure 12: Baseband filter.
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