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Abstract—This paper describes an efficient algorithm for de-
signing lattice wave digital (LWD) filters (parallel connections of
two all-pass filters) with short-coefficient wordlength. The coef-
ficient optimization is performed using the following three steps.
First, an initial infinite-precision filter is designed such that it
exceeds the given criteria in order to provide some tolerance for co-
efficient quantization. Second, a nonlinear optimization algorithm
is used for determining a parameter space of the infinite-precision
coefficients including the feasible space where the filter meets the
given criteria. The third step involves finding the filter parameters
in this space so that the resulting filter meets the given criteria
with the simplest coefficient representation forms. The proposed
algorithm guarantees that the optimum finite-precision solution
can be found for both the fixed-point binary and multiplierless
coefficient representation forms. In addition, this algorithm is
applicable for producing the desired finite-precision solutions for
both conventional and approximately linear-phase LWD filters.
Comparisons with some other existing quantization schemes
show that the proposed algorithm gives the best finite-precision
solutions in all examples taken from the literature.

Index Terms—Recursive digital filters, coefficient quantization,
finite precision, multiplierless implementations, lattice wave digital
(LWD) filters, optimization, parallel connection of all-pass filters,
approximately linear-phase recursive filters, very large-scale inte-
gration (VLSI) implementations.

I. INTRODUCTION

WHEN using a custom or semi-custom integrated circuit
or a programmable logic device for practically imple-

menting a digital filter, the silicon area, the computational com-
plexity, the power consumption, and the maximal achievable
sampling rate is highly dependent on the coefficient wordlength.
Therefore, the wordlength should be as short as possible but
still sufficient to satisfy the given filter specifications. In addi-
tion, in highly customized very large-scale integration (VLSI)
implementations, the general multiplier element is very costly.
Therefore, it is beneficial to carry out the multiplication of a
data sample by each filter coefficient value using a sequence of
shifts and adds and/or subtracts. The shifts are often hardwired

Manuscript received June 16, 2006; revised January 17, 2007. This work was
supported by the Academy of Finland, Finnish Centre of Excellence Program
(2000–2005) under Project 44876. The work of J. Yli-Kaakinen was also sup-
ported by the Academy of Finland under Project 75492 and Project 105823.
This paper was recommended by Associate Editor A. Kummert.

J. Yli-Kaakinen was with the Institute of Signal Processing, Tampere Univer-
sity of Technology, FI-33101 Tampere, Finland. He is now with VLSI Solution
Oy, FI-33720 Tampere, Finland (e-mail: juha.yli-kaakinen@tut.fi).

T. Saramäki is with the Institute of Signal Processing, Tampere University of
Technology, FI-33101 Tampere, Finland (e-mail: tapio.saramaki@tut.fi).

Digital Object Identifier 10.1109/TCSI.2007.902513

Fig. 1. Parallel connection of two all-pass filters. A (z) and A (z) are stable
all-pass filters consisting of a cascade of first- and second-order wave digital
all-pass sections. These first- and second-order wave digital all-pass sections
are constructed based on the use of two-port adaptor structures to be described
later on in this contribution.

and, therefore, essentially free. Thus, only a few adders and/or
subtracters are required for implementing each coefficient. Such
an implementation is usually called “multiplierless.”

In order to generate efficient filter implementations, it is very
essential that a digital filter is realized using a low-sensitivity
structure, for which the filter characteristics are very insensitive
to variations in the filter coefficients. The importance of such a
structure is that if the effect of the coefficient value deviation
from the ideal value is small, then short-coefficient wordlengths
can be used with only slightly violating the infinite-precision
filter specifications, resulting in a faster, smaller, and less ex-
pensive hardware.

One of the best structures for implementing recursive digital
filters are the lattice wave digital (LWD) filters [1]–[4] that are
related to certain analog prototype networks. This filter class is
characterized by many attractive properties, such as a reason-
ably low coefficient sensitivity, a low roundoff noise level, and
the absence of parasitic oscillations. Moreover, the number of
multipliers required in the implementation is directly the filter
order, unlike in some other implementation forms, such as in the
canonic direct-form realizations requiring approximately twice
the number of multipliers.

An LWD filter as shown in Fig. 1 consists of a parallel
connection of two all-pass filters. These all-pass subfilters can
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be realized by using first- and second-order sections as basic
building blocks. The resulting filter structures are highly mod-
ular, thereby making them suitable for VLSI implementations
[5], [6]. All-pass subfilters are also the basic building blocks
of recursive half-band filters [3], [7], Hilbert transformers [8],
several efficient recursive filter-bank classes [9], [10], and
recursive th-band filters [3], [11], [12] that have been found
to be very efficient in sampling rate conversion applications. It
is also possible to design LWD filters to have an approximately
linear phase in the passband [12]–[15]. Such designs are in
some cases suitable for applications where linear-phase finite
impulse-response (FIR) filters would have an excessive signal
delay, that is, in applications requiring narrowband filters.

This paper proposes an efficient algorithm for designing
LWD filters with short-coefficient wordlength. This algorithm
is based on the following observation: Finding the smallest and
largest values for both the radius and the angle of all the com-
plex-conjugate pole pairs and the smallest and largest values
for the radius of a possible real pole so that the given criteria
are still met enables one to find a parameter space including the
feasible space where the filter specifications are satisfied. After
determining this larger space, all what is needed is to check
whether in this space there exist the desired discrete values
for the given coefficient representation forms. This strategy is
general but particularly efficient for filters implemented as a
parallel connection of two all-pass filters due to the fact that for
these filters only the denominator coefficients of the all-pass
sections have to be quantized. The proposed algorithm guar-
antees that the optimum finite-precision solution can be found
for both the fixed-point binary and multiplierless coefficient
representation forms. In addition, the proposed algorithm is
applicable for producing the desired finite-precision solutions
for both conventional and approximately linear-phase LWD
filters. Several examples taken from the literature are included
illustrating that, in all the examples, the proposed quantization
scheme results in a better (or at least as the same) finite-preci-
sion solution than other existing quantization techniques.

The outline of the paper is as follows. Section II gives a
review of LWD filters under consideration. Section III intro-
duces two coefficient representation forms, namely, fixed-point
binary form and multiplierless form having the fewest number
of powers-of-two terms. In addition, the estimate for the im-
plementation cost for the filter is described. Moreover, some
efficient two-port adaptor structures are described for imple-
menting the wave-digital all-pass sections. In Section IV, the
optimization problems are stated for designing these filters to
meet the given frequency-domain criteria with above-defined
coefficient representation forms. Section V shows how to arrive
at the desired solutions. In Section VI, numerous examples are
included illustrating the efficiency of the proposed coefficient
quantization scheme. In addition, this section compares the pro-
posed quantization scheme with some other existing algorithms.
Finally, concluding remarks are given in Section VII.

II. LWD FILTERS

The transfer function for the LWD filter can be expressed as

(1)

where and are real stable all-pass filters of orders
and , respectively. In the case of low-pass filters,

or so that , the overall order of ,
is odd.

If and are implemented as a cascade of first- and
second-order wave digital all-pass structures and and are
assumed to be an odd and even integer, respectively, then
and are expressible in terms of the adaptor coefficients as
follows (see, e.g., [3]):

(2a)

and

(2b)

where

and (2c)

If possesses a real pole at and complex-
conjugate pole pairs at for
and possesses complex-conjugate pole pairs at

for , then

(3a)

whereas

and (3b)

for .
In the high-pass case, the corresponding transfer function is

obtained by changing the sign of or in (1) [3].
In the band-stop case, and are two times an odd integer
and an even integer, respectively, and or

. The corresponding bandpass design can be generated
by changing the sign of or . The main difference
compared to low-pass and high-pass cases is that the first-order
section is absent.

In the sequel, this contribution mainly concentrates on de-
signing finite-wordlength low-pass filters. The design of a fi-
nite-wordlength bandpass filter will be considered in connec-
tion with Example 3 in Section VI-A in order to emphasize the
applicability of the proposed quantization scheme for designing
also filters of other kinds.

III. COEFFICIENT REPRESENTATION FORMS UNDER

CONSIDERATION

This contribution concentrates on coefficient quantization in
fixed-point arithmetic in two cases. For these fixed-point co-
efficient representation forms, it is desired that the coefficient
values are quantized to achieve one of the two following targets
for their representations.
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Target I: It is desired that the coefficient values for
are expressed as the following fixed-point

binary numbers:

(4)

where for is either 0 or 1. Here, is
so-called sign bit. For non-negative numbers the sign bit is equal
to zero, whereas for negative numbers it is equal to one. The goal
is to find all the filter coefficient values in such a way that they
are expressible in the above form with the minimized number of
fractional bits . Filters of this kind are useful for fixed-point
signal processor implementations.

Target II: The second target considers full-custom VLSI im-
plementations where a general multiplier element is very costly.
To get around this problem, the multiplication of a data sample
by a filter coefficient value is carried out by using a sequence
of shifts and adds and/or subtracts. In this case, it is desired to
express the coefficient values in the form

(5)

where each is either 1 or and the ’s are nonnega-
tive integers in the increasing order. In this case, the goal is to
find all the coefficient values so that, first, , the number of
power-of-two terms, is made as small as possible and, second,

, the maximum number of shifts, is made as small as possible.
For this purpose, it is attractive to use the canonic-signed-digit
(CSD) representation. This representation is characterized by
the fact that no two consecutive digits are both nonzero, that
is, for the minimal for . The
number of adders and/or subtracters required to realize a CSD
coefficient is one less than the number of nonzero digits in this
coefficient representation form.

A reasonable estimate for the implementation cost of the filter
for Target II is the number of adders and/or subtracters required
to implement all the adaptor coefficients, that is, the implemen-
tation cost is given by

(6)

where the ’s are the number of adders and/or subtracters re-
quired to implement the ’s. When using this estimate, the
overall silicon area and the power consumption required for the
full-custom VLSI implementation of the filter is roughly mini-
mized [4], [16].

It should be pointed out that, in addition to adders and/or
subtracters needed for the adaptor coefficients, several struc-
tural adders are also required for implementing the wave-dig-
ital all-pass sections. These first- and second-order wave-digital
all-pass sections are constructed based on the use of two-port
adaptor structures and delays. For LWD filters, there exists a
great variety of adaptor structures according to the realization
possibilities of the analog reference filters [1]–[3] and the ac-
tual multipliers to be implemented and the number of structural

Fig. 2. Efficient two-port adaptor structures yielding optimal scaling for a si-
nusoidal excitation [3].

adders required to implement the two-port adaptor structures de-
pends on the selected adaptor type.

Fig. 2 shows particular symmetric two-port adaptor structures
that lead to the optimal scaling for a sinusoidal excitation ac-
cording to the discussion in [3]. However, it has been shown
in [17] that in some cases for the second-order wave-digital
all-pass sections, as depicted in Fig. 2, the additional scaling
factors and are required at the input and the output of
the second adaptor, respectively, in order to achieve an optimal
scaling. In order to keep the resulting second-order sections still
all-pass, must be a (positive or negative) power of two. It
should be pointed out that the proposed algorithm gives the same
solution both in the case where the possible scaling coefficient
is included in the optimization and in the case where it is added
afterwards.

The different structures are chosen depending on the multi-
plier value . In these structures, , the actual multiplier to be
implemented, is always positive and less than or equal to half.
Therefore, in the case when the absolute value of the multiplier

is greater than half, the number of adders required for im-
plementing the adaptor structure decreases. The structures of
Figs. 2(a)–(d) are selected for

, and , respectively.
In these cases, the actual multiplier values to be implemented
are given by

for
for
for
for

(7)

IV. STATEMENT OF THE PROBLEMS

Before stating the optimization problem, the transfer function
of the filter is denoted by , where is the following
adjustable parameter vector:

(8)

Given and , the passband and stopband edge angles, re-
spectively, as well as and , the passband and stopband rip-
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ples, respectively, the magnitude specifications for the filter are
stated as follows:

for (9a)

for (9b)

It is worth pointing out that these specifications are typical
of most recursive filters built using all-pass filters as building
blocks. In these cases, the filter structure constrains the max-
imum of the magnitude response to be unity. Alternatively,
these criteria can be expressed as

for (10a)

for (10b)

where

(10c)

with
for
for

(10d)

and
for
for

(10e)

For later use, the third option to state the magnitude criteria
is to give them as

for

(11a)

for

(11b)

where

(11c)

and

(11d)

are the admissible positive passband ripple and stopband atten-
uation, respectively. These criteria will be used in connection
of examples of Section VI and are most often used when giving
the filter criteria.

In the sequel, when synthesizing approximately linear-phase
low-pass LWD filters, in addition to the above magnitude cri-
teria, the phase requirements are stated as follows [15]:

for (12)

Here, denotes the unwrapped phase response
of the filter and is the maximum allowable ripple from the
linear-phase response , where the slope , in addition to the
adjustable parameter vector , is also an adjustable parameter.

The optimization problems under consideration are the fol-
lowing:

Optimization Problem I for Conventional LWD Filters:
Given , and , find and , and the parameter
vector in such a manner that, first, the criteria of (9) [or (10)
or (11)] are met after quantizing the adaptor coefficient values
corresponding to the parameters included in to achieve
Target I for their simplest representation forms and, then, the

maximum absolute value of the weighted error function, as
expressed as

(13)

is minimized. Here, is given by (10c)–(10e).
Optimization Problem II for Conventional LWD Filters:

Given , and , find and , and the parameter
vector in such a manner that, first, the criteria of (9) [or (10)
or (11)] are met after quantizing the adaptor coefficient values
corresponding to the parameters included in to achieve
Target II for their simplest representation forms and, then, the
implementation cost, as given by (6), is minimized.

Optimization Problem for Approximately Linear-Phase LWD
Filters: Given , and , find and , and the
parameter vector in such a manner that, first, the criteria of (9)
[or (10) or (11)] and (12) are met after quantizing the adaptor
coefficient values corresponding to the parameters included in
to achieve Target II for their simplest representation forms and,
then, the implementation cost, as given by (6), is minimized.

V. FILTER OPTIMIZATION

The solutions to the stated optimization problems can be
found in the following three steps. In the first step, a filter
with infinite-precision coefficients is determined in such a way
that it exceeds the given frequency domain criteria in order to
provide some tolerance for coefficient quantization. Then, in
the second step, the smallest and largest values are determined
for each adjustable parameter by reoptimizing the remaining
unknowns in the parameter vector in such a manner that the
given specifications are met. This enables one to find the
parameter space of the infinite-precision coefficients including
the feasible space where the filter meets the specifications.
Finally, the third step involves finding the filter parameters in
this space so that the resulting filter meets the given criteria
with the simplest coefficient representation forms.

The proposed quantization scheme provides significant ad-
vantages over those based on the use of other existing tech-
niques. First of all, it is always guaranteed that the optimum
solution can be found to the above three optimization problems.
Second, the computational workload to arrive at the optimum
discrete-valued solution is in most cases significantly smaller
than in other existing techniques.

A. Generating the Initial Infinite-Precision Filters

1) Conventional LWD Filters: The design of an initial
conventional LWD filter for further optimization can be carried
out by using classical analog-filter approximations and then
converting a resulting continuous-time transfer function into
a corresponding discrete-time transfer function [18]. Another
approach for designing initial filter is to use explicit formulas
developed directly for digital filters in [3]. It is well known that
the odd-order elliptic filter is the most selective low-pass or
high-pass filter being implementable as a parallel connection
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Fig. 3. Alternating distribution for the poles of a prototype filter among the two
all-pass filters A (z) and A (z) in Example 1 to be considered in Section VI.

of two all-pass filters (see, e.g., [3]), whereas for the bandpass
or band-stop filters, the overall order should be two times an
odd integer. For conventional low-pass, high-pass, bandpass,
and band-stop criteria, the order of an elliptic filter meeting
the given specifications can be estimated using the well-known
approximation formulas [18].

Since the real pole and the complex-conjugate pole pairs of
the all-pass filters for low-pass and high-pass designs have real
zero and complex-conjugate zero pairs in reciprocal positions
[18], the poles of the designed filter unambiguously determine
the all-pass filters. After knowing the poles of the filter, the
problem is to implement the overall transfer function in such
a way that the poles are properly shared within the all-pass
sections and . If the poles are distributed in the
low-pass case in a regular manner, can be selected to
realize the real pole, the second innermost complex-conjugate
pole pair, the fourth innermost complex-conjugate pole pair and
so on, whereas realizes the remaining poles [3]. For a
very complicated pole distribution, the procedure described in
[19] can be used for sharing the poles between and .
The alternating distribution of the poles among the two all-pass
filters for an elliptic prototype filter to be considered in Example
1 in Section VI is illustrated in Fig. 3.

2) Approximately Linear-Phase Filters: For these LWD
filters, there exist no closed-form solutions satisfying both the
magnitude and phase requirements. Therefore, these filters
have to be designed using optimization techniques. An effi-
cient systematic algorithm for designing an initial filter for
approximately linear-phase LWD filters has been proposed
in [15], [20]. This design scheme consists of two basic steps.
The first step involves finding, in a simple manner, a good
suboptimal solution that determines and so that the phase
of the resulting filter meets (12) with a small enough value of

subject to the magnitude criteria of (9) [or (10) or (11)]. In
the second step, this filter is then used as an initial filter for
further optimization that is carried out by an unconstrained
optimization algorithm minimizing the value of subject to
the same magnitude constrains.

B. Optimization of Infinite-Precision Filters

It has turned out that a very straightforward quantization
scheme for the filter coefficients is obtained as follows: For

Fig. 4. Typical search spaces for the poles when three power-of-two terms with
seven fractional bits (R = 3 and P = 7) are used for the adaptor coefficient
representations. (a) Upper-half-plane pole for the complex-conjugate pole pair.
(b) Real pole.

each complex-conjugate pole pair, the smallest and largest
values for both the radius and the angle are determined so that
by reoptimizing the locations of the remaining poles the given
overall criteria, as given by (9) [or (10) or (11)], can still be
met. For the real pole, the smallest and largest values for the
radius are found in the same manner.

The above procedure gives for the upper-half-plane
pole of each complex-conjugate pole pair
for the region where

and , as
illustrated in Fig. 4(a). The crosses numbered by 1, 2, 3, and
4 correspond, respectively, to the points where the smallest
radius , the largest radius , the smallest angle

, and the largest angle are reached. Inside this
region, there is the feasible region, given by the dashed line in
Fig. 4(a), where the pole can be located such that by relocating
the remaining poles the given overall criteria are still met by
using infinite-precision arithmetic. For the real pole , there
exists the corresponding region that
is simultaneously the feasible region. In Fig. 4(b) the crosses
numbered by 5 and 6 indicate and , respectively.

For the complex-conjugate pole pairs, the larger region is
used since it can be found very quickly by applying only four
times the algorithm to be described next. For the real pole, there
is a need to use this algorithm only twice. Hence, in order to find
the above-mentioned regions for all the poles of the low-pass
transfer function, as given by (1), (2a), (2b), (3a), and (3b), there
are problems of the following form: Find the ad-
justable parameter vector to minimize subject to the con-
ditions of (10a) and (10b). For these problems, is and
for the real pole, whereas for the complex-conjugate pole pairs,

is selected to be , and for .
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TABLE I
OPTIMIZED INFINITE-PRECISION PARAMETER VECTORS � FOR k = 1; 2; . . . ; 2 + 4(m+ n) IN EXAMPLES 1 AND 2

In order to guarantee the stability of the resulting filter and
to prevent the poles from changing their ordering, e.g., to in-
hibit the outermost complex-conjugate pole pair from becoming
the second outermost complex-conjugate pole pair when mini-
mizing its radius, the following additional constraints:

(14a)

(14b)

are required.
For later use, and denote the solutions

with minimized and (maximized ), whereas
, and ,

for denote the solutions with the minimized
, the minimized (maximized ), the minimized ,

and the minimized (maximized ), respectively. As an
example, Table I shows these solutions in the case of Examples
1 and 2 to be discussed in more detail in Section VI-A.

To solve these problems, the passband and stopband regions
are discretized into the frequency points

and .
The resulting discrete minimization problem is to find to min-
imize subject to [cf. (10a) and (10b)]

for (15a)

for (15b)

and the constraints of (14a) and (14b).
When determining the smallest and largest radius of the real

pole and the smallest and largest values of the radius and the
angle of the complex-conjugate pole pairs for the approximately
linear-phase filter, there are two main differences. First, in ad-
dition to (14a), (14b), (15a), and (15b), the constraints of the
following form [cf. (12)]:

for

(16)

should be included. Second, in addition to the adjustable pa-
rameter vector is also an adjustable parameter when de-
termining the smallest and largest radii and angles for the filter
poles.

The above-mentioned problems can be conveniently solved
by using the second algorithm of Dutta and Vidyasagar [21] or
the function fmincon from the optimization toolbox provided
by MathWorks, Inc. [22]. For more detail, see [23].

For transfer functions, as given by (1), (2a), (2b), (3a), and
(3b), the key goal is to meet Target I or Target II in terms of
the adaptor coefficients for . It can
be shown that the larger region including the feasible region,
where LWD filter meets the given criteria, can be determined,
by means of the above solutions for

, by specifying the minimum and maximum values of
each for as follows:

(17a)

and

(17b)

As seen in Fig. 4, the larger space when considering the adaptor
coefficients for complex-conjugate pole pairs is significantly
larger compared to the case where the radius and the angle of
this pole pair are under consideration. Fortunately, this problem
can be get around by only considering the region determined by
the minimum and maximum radii and angles of the pole, as will
be discussed later on.

C. Optimization of Finite-Precision Filters

It has been experimentally proved that the above-defined pa-
rameter space forms a space including the feasible space where
the filter specifications are satisfied. After finding this larger
space, all what is needed is to check whether in this space there
exist combinations of the discrete pole positions with which the
given overall criteria are met.

1) Fixed-Point Binary Coefficients: For the coefficients
achieving Target I for their representation forms this search
can be done in a straightforward manner by first quantizing
the smallest and largest values of the adaptor coefficient for

to the fixed number of bits as1

and (18)

where with being the desired wordlength or the
number of fractional bits. For each for

, the candidate discrete values under consideration are then
the existing -bit fractional values between and .
After finding for all the adaptor coefficients sets of candidate
discrete values, there is a need to evaluate for all the combi-
nations in these sets the magnitude response in order to check

1Here, dxe stands for the smallest integer that is larger than or equal to x and
bxc for the largest integer that is smaller than or equal to x.
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whether there exist at least one combination meeting the given
criteria.

The remaining problem is to find the smallest for which
the given specification are met. The estimation of the required
coefficient wordlength for a given transfer function and for a
given filter realization has been studied in [24]–[26]. However,
in practice, these estimates are not very accurate. A simple it-
erative algorithm for generating at least one solution requiring
the shortest coefficient wordlength can be carried out in the fol-
lowing three steps.
Step 1) Set and determine the smallest wordlength

for which there exist at least one discrete
value between each and for

.
Step 2) Carry out the above finite-precision optimization

with being the desired specified coefficient
wordlength.

Step 3) If one or more finite-wordlength filters meeting the
given specification are found, then stop. Otherwise,
set , and go to Step 2.

In this algorithm, the search starts with a smallest wordlength
for which there exist discrete values between all the smallest
and largest values of the adaptor coefficients. If no solution sat-
isfying the prescribed criteria are found, then the wordlength is
gradually increased by one and the search is restarted until one
or more filters meeting the specification are found.

2) Multiplierless Coefficients: For the coefficients achieving
Target II for their representations, the search can be con-
veniently accomplished by first preparing a look-up table
including all the possible values for , the given maximum
number of power-of-two terms, and , the coefficient
wordlength. In this case, the search is performed only for those
combinations of adaptor coefficient values that belong to the
look-up table.

The proper values for and are selected to be the smallest
values for which there exist the discrete coefficient values be-
tween the smallest and largest values of the adaptor coefficients.
If no solution satisfying the prescribed criteria are found for the
predetermined discrete coefficient representation form, then an-
other less stringent coefficient representation has to be tried, that
is, the wordlength or the maximum number of power-of-two
terms is gradually increased and the search is restarted until one
or more desired finite-precision filters meeting the given speci-
fications are found.

In Fig. 4, the dots indicate the allowable locations for the
poles when three power-of-two terms with seven fractional bits
are used for the adaptor coefficient representations ( and

). Note that these distributions are highly irregular for a
few power-of-two terms due to the desired coefficient represen-
tation form. However, as seen in Fig. 4, there are, particularly for
the innermost complex-conjugate pole, regions where the angle
of the pole corresponding to finite-precision values of and

is smaller than or larger than . For this reason,
it is advisable to check if the angle of the discrete pole is in the
prescribed region in order to avoid the vain evaluation of the cor-
responding magnitude response. In addition, it is beneficial, in
order to speed up the search, to check whether the filter meets the
given magnitude specifications in two steps. First, the magni-

Fig. 5. Search space for a seventh-order low-pass filter with eight-bit (B = 8)
adaptor coefficients.

tude response is evaluated at band edges, that is, in the low-pass
case at and at . Second, only if the magnitude response in
these points stays within the given specifications, the remaining
frequency points are evaluated. This is because the largest devi-
ations in the magnitude response appear most likely at the band
edges. For the approximately linear-phase LWD filters the phase
response is evaluated for all the solutions satisfying the magni-
tude specifications to make sure that the finite-wordlength filter
meets the given overall criteria, that is, also the phase criteria as
shown in (16).

It should be pointed out that for a certain given wordlength,
there are typically several solutions which meet the magnitude
specifications. Therefore, it is advisable to find first all the solu-
tions satisfying the given criteria and then to choose among them
the one with the best attenuation characteristics or the minimum
number of adders required to implement all the multiplier coef-
ficients for the given wordlength.
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TABLE II
SMALLEST AND LARGEST VALUES FOR THE INFINITE-PRECISION AND FINITE-PRECISION ADAPTOR COEFFICIENTS IN

EXAMPLES 1 AND 2 AS WELL AS THE PERMISSIBLE DISCRETE COEFFICIENT VALUES IN EXAMPLE 2

For clarity, Fig. 5 shows the search space for a seventh-order
low-pass filter to be considered in Example 1 of the next section
with eight-bit coefficients . The smaller dots represent
the allowable pole locations in the search space, while the larger
dots represent the pole locations where the filter specifications
are met. In addition, the pole locations after the infinite precision
optimization are shown in Fig. 5. The crosses numbered by 1,
2, 3, and 4 correspond to the smallest and largest values for
both the radius and angle of the outermost upper-half-plane pole
of the complex-conjugate pole pair. The locations of the inner
poles as well as that of the real pole are indicated in a similar
manner.

VI. NUMERICAL EXAMPLES

The purpose of this section is twofold. First, the performance
of the proposed quantization scheme is illustrated by means of
examples. Second, comparisons with some other existing quan-
tization schemes show that the proposed algorithm gives better
or at least the same optimal finite-precision solutions for Target
I and Target II in all examples taken from the literature.

A. Illustrative Examples

Example 1: This example is included to demonstrate the
applicability of the proposed algorithm to solve Optimization
Problem I for Conventional LWD Filters as well as to illustrate
in detail the proposed overall synthesis scheme. In addition,
it demonstrates that the computational complexity of the fi-
nite-precision algorithm can be reduced by performing the
infinite-precision optimization in a proper manner.

It is desired to design a low-pass filter with
dB , and dB

. The minimum odd order of an elliptic filter to meet the
given magnitude criteria is seven. If the filter is designed in such
a manner that the stopband attenuation is minimized while the
passband ripple stays within the prescribed tolerances, the stop-
band attenuation becomes 67.79 dB .

For the corresponding initial LWD filter, , and
, and realizes the real pole at

and the second innermost complex-conjugate pole pair
at , while re-
alizes the innermost and outermost complex-conjugate
pole pairs at and

, respectively, as illustrated in
Fig. 3.

The optimized parameter vectors for
after the infinite-precision optimization of Section V-B are

shown in Table I. In this table, and are the optimized
parameter vectors for or , respectively,

for are the optimized solutions for
or for , respectively, and

for are the optimized solutions for
or for , respectively. The corresponding
smallest and largest values for the adaptor coefficients
and for , as derived using (17a) and (17b),
respectively, are shown in Table II. The overall CPU-time re-
quired for solving all these infinite-precision optimization
problems of Section V-B is approximately 18 seconds when
using a MATLAB 6.5 code running on a 1.4-GHz Pentium-M
with .

The smallest and largest values of the adaptor coefficients
quantized to the seven fractional bits (excluding the sign bit)
are also shown in Table II.2 As can be calculated from these
values, the number of admissible discrete values for for

as given by

(19)

are 42, 32, 33, 19, 15, 6, and 10, respectively. Therefore, the
overall number of combinations to be evaluated is approxi-
mately .

For the higher order filters, the search space can be unpracti-
cally large, even for the moderate wordlengths. Therefore, it is
advisable to find the search space for the specifications having
slightly smaller ripple values than the specified ones. One has
to compromise between the optimization time and the quality
of the solution. In practice, 11 is the highest order for a conven-
tional finite-wordlength LWD filter. This is due to the reason
that for the higher order filters the roundoff noise as well as
the sensitivity of the frequency response degradation due to
coefficient value quantization become too high. For filters re-
quiring more stringent frequency-domain specifications, it is
beneficial to implement the overall filter as a cascade connec-
tion of low-order LWD filters. This is due to the fact that for the
cascade implementation, the finite-wordlength effects become
milder. For more details, see [27], [28].

Fig. 6 shows seven search spaces for the filter under consid-
eration, which have been determined such that their passband

2In this case, six fractional bits is the shortest wordlength for which there exist
at least one discrete value between the smallest and largest values of the adaptor
coefficients. However, for this coefficient wordlength, there is no solutions sat-
isfying the given specifications.



1846 IEEE TRANSACTIONS ON CIRCUITS AND SYSTEMS—I: REGULAR PAPERS, VOL. 54, NO. 8, AUGUST 2007

Fig. 6. Search spaces as a function of a stopband attenuation as well as the pole
locations where the specifications are met.

ripple is 0.2 dB, while the stopband attenuation vary from 60
to 66 dB with increments of 1 dB.3 The passband ripples and
the stopband attenuations of the optimized finite-precision fil-
ters as a function of the stopband attenuation of the initial filters
as well as , the resulting maximum absolute values of the error
function evaluated according to (13), are shown in Table III. In
addition, this table gives the sizes of the search spaces, number
of filters satisfying the specifications, and the CPU time required
to evaluate all the finite-precision coefficient combinations on a
1.4-GHz Pentium-M with [cf. (15a) and (15b)].
As seen from this table, the filters satisfying the specifications
can be found in less than one second. However, in order to guar-
antee that the solution obtained is certainly the optimal one for
a given filter order and coefficient representation form, it is re-

3The degradation of the magnitude response due to coefficient quantization is
most likely to appear in the band where the first-order sensitivity with respect to
the coefficient variation is largest. Thus, it is beneficial to distribute more margin
for such a band, i.e., for the stopband for the LWD filters.

TABLE III
BEST FINITE-PRECISION FILTERS OBTAINED USING DIFFERENT INITIAL FILTERS

IN EXAMPLE 1 (FOR ALL THE INITIAL FILTERS A = 0:2 DB)

TABLE IV
OPTIMIZED FINITE-PRECISION ADAPTOR COEFFICIENTS

FOR THE LWD FILTER IN EXAMPLE 1

Fig. 7. Magnitude responses as well as the passband details for the optimized
finite-precision seventh-order LWD filters in Examples 1 and 2. The solid and
dashed lines show the responses in Examples 1 and 2, respectively.

quired that the whole search space is allocated, as discussed in
Section V-B.

The optimized finite-precision adaptor coefficients are shown
in Table IV. The magnitude response as well as the passband
details of the quantized filter are shown using the solid line in
Fig. 7, whereas in Fig. 6 the larger dots illustrate the pole loca-
tions satisfying the specification in the dB case.

Example 2: This example shows how to obtain the solution
to Optimization Problem II for Conventional LWD Filters. In
addition, the tradeoff between the filter order and the coefficient
representation form is illustrated.

The criteria are the same as in Example 1 except that the
multiplierless representation is used for the adaptor coefficients.
As in Example 1, seven fractional bits are required
for a seventh-order filter to meet the magnitude specifications.
For this filter, all the coefficients can be represented as two or
three power-of-two terms, that is, , the maximum number of
power-of-two terms, is three.

The permissible discrete coefficient values between
and for are also shown in Table II. In
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TABLE V
OPTIMIZED FINITE-PRECISION ADAPTOR COEFFICIENTS

FOR THE LWD FILTER IN EXAMPLE 2

TABLE VI
BEST FINITE-PRECISION FILTERS FOR VARIOUS COEFFICIENT

REPRESENTATION FORMS IN EXAMPLE 2

this case, the number of discrete values between the smallest
and largest values of the adaptor coefficients for the selected
CSD coefficient representation form are 38, 28, 27, 9, 11, 4, and
10, respectively, that is, the overall number of coefficient value
combinations is approximately .

A total of only 11 adders and/or subtracters are required to
implement all the multipliers for this coefficient representation
form. If the adaptors shown in Fig. 2 are used for implementing
the first- and second-order sections, then the overall number of
adders and/or subtracters required to implement the coefficient
reduces to eight. In this case, there is only one solution meeting
the magnitude specifications for the given coefficient represen-
tation form. The magnitude response as well as the passband
details of the quantized filter are shown using the dashed line in
Fig. 7. The optimized finite-precision adaptor coefficient values
are shown in Table V. The CPU time required when using a
Fortran 95 program on a 1.4-GHz Pentium-M to arrive at this
solution with was 1218 s.

In some cases, it is beneficial to increase the filter order to in-
crease the design margin. Depending on the arithmetic (bit-se-
rial, bit-parallel, or digit-serial) and the implementation tech-
nology, this design margin can be allocated, e.g., to reduce the
implementation complexity, to decrease the power consump-
tion, or to increase the maximal achievable sampling rate of
the filter [29]–[31]. This is due to reason that for higher order
filters simpler coefficient representation forms can be utilized.
Table VI compares the characteristics of a seventh-order filter
and two ninth-order filters utilizing various coefficient repre-
sentation forms. In this table, denotes the number of adders
and/or subtracters required to implement all the multipliers.

Example 3: Up to now, the proposed quantization techniques
have been applied only to low-pass filters. This example is in-
cluded for emphasizing the applicability of these techniques for
designing also filters of other kinds than low-pass filters.

For this purpose, consider the design of a bandpass filter with
transition bands from to and from to . The
maximum allowable passband ripple on is 0.2 dB

, while the minimum stopband attenuation on

Fig. 8. Magnitude response as well as the passband details for the optimized
finite-precision tenth-order LWD filter in Example 3.

TABLE VII
OPTIMIZED FINITE-PRECISION ADAPTOR COEFFICIENTS FOR THE

BANDPASS LWD FILTER IN EXAMPLE 3

is 60 dB and on 50 dB
.

For meeting the given criteria, a tenth-order
filter is required. For this filter, real-
izes three complex-conjugate pole pairs at

,
and , whereas
realizes the remaining two complex-conjugate
pole pairs at and

.
For the multiplierless coefficient representation, three

power-of-two terms and six fractional bits ( and )
are required by the magnitude response to stay within the
given specifications. A total of 13 adders and/or subtracters are
required to implement all the adaptor coefficients for this coef-
ficient representation form. The optimized adaptor coefficient
values are given by Table VII and the magnitude response as
well as the passband details of the resulting quantized filter are
shown in Fig. 8.

Example 4: This example illustrates the performance of
the proposed quantization algorithm for solving Optimization
Problem for Approximately Linear-Phase LWD Filters.

The specifications are the same as in Example 1 in [15], that
is, dB, and dB.
It was shown in [15] that an excellent phase performance is ob-
tained by using a ninth-order LWD filter. The locations of the
poles for the optimized filter are given by Table II in [15]. For
this optimal infinite-precision filter, the phase error from the av-
erage phase slope is degrees. In order to allow
some tolerance for the coefficient quantization, the maximum
allowable phase error is increased to degrees.
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Fig. 9. Magnitude and phase responses for the optimized finite-precision approximately linear-phase LWD filter in Example 4.

TABLE VIII
OPTIMIZED FINITE-PRECISION ADAPTOR COEFFICIENTS FOR THE

APPROXIMATELY LINEAR-PHASE LWD FILTER IN EXAMPLE 4

The filter specifications are met by and .
A total of 19 adders and/or subtracters are required to imple-
ment all the adaptor coefficients. The phase error for the quan-
tized filter is degrees. The minimum order
of a linear-phase FIR filter to meet the same magnitude spec-
ifications is 107, requiring 107 delay elements and 54 multi-
pliers when exploiting the coefficient symmetry. The delay of
the linear-phase FIR equivalent is 53.5 samples, whereas for the
proposed recursive filter the delay is only 40.9 samples.

Fig. 9 shows the magnitude and phase responses as well as
the passband details for the optimized multiplierless filter. The
optimized adaptor coefficient values are given in Table VIII.

B. Comparisons With Other Quantization Algorithms
Resulting in Multiplierless Overall Filters

This subsection compares the performance of the proposed
quantization algorithm for designing multiplierless conven-
tional LWD filters in five low-pass filter examples taken from
the literature.

Example 5: Consider the specifications in Example 1 in [6],
that is, dB, and
dB. The minimum odd-order of an elliptic filter to meet these
specifications is five. For the finite-precision filter optimized
in [6], and are used for the coefficient rep-
resentations to meet the given criteria. For this finite-precision

filter, six adders and/or subtracters are required to implement
all the adaptor coefficients. For the finite-precision filter opti-
mized using the proposed algorithm, only three adders and/or
subtracters are needed. For this design, and .
This example was also studied in [32] and the same solution as
with the proposed technique was obtained.

Example 6: Consider the half-band filter specifications in Ex-
ample 2 in [6], that is, and dB. Due to the
properties of half-band LWD filters, and

, giving dB (see, e.g., [33]). For the
ninth-order finite-precision filter optimized in [6],

, and the number of adders and/or subtracters needed to imple-
ment all the coefficients is eight. The proposed algorithm results
in the optimized filter with , and requiring only
five adders and/or subtracters to implement all the adaptor co-
efficients.

Example 7: In [34], [35], it was desired to design a
fifth-order low-pass filter having a 0.125-dB passband ripple
on while the required stopband attenuation is 14
dB on and 30 dB on . For the fi-
nite-precision design optimized in [34], [35], ,
and eight adders and/or subtracters are required to meet the
specifications. For the filter resulting when using the proposed
algorithm, only two adders and/or subtracters are needed for
the same in the case.

Example 8: Consider the specifications [36], [37], that is,
dB, and

dB. It was claimed in [36], [37] that the number of adders and/or
subtracters required to implement all the adaptor coefficients is
six in the and case. However, when evalu-
ating the magnitude response using the given adaptor coefficient
values, it can be observed that the resulting passband ripple is
approximately 0.063 dB. Hence, the quantized filter does not
meet the specifications. For the filter resulting when using the
proposed algorithm, ten adders and/or subtracters in the
and case are required to meet the specifications.
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TABLE IX
COMPARISON WITH OTHER MULTIPLIERLESS QUANTIZATION ALGORITHMS

Example 9: The low-pass filter specifications in [3], [32],
[38] are dB, and
dB. In [32], three different filter designs were used to satisfy
the specifications, namely, seventh-order and ninth-order con-
ventional low-pass filters as well as an eleventh-order half-band
filter. For the seventh-order finite-precision filter in [32] ten
adders and/or subtracters in the and case are re-
quired for implementing the adaptor coefficients. The resulting
stopband attenuation for this filter is 64.88 dB, that is, this filter
does not satisfy the criteria. For the proposed algorithm, eight
adders and/or subtracters are needed for the same coefficient
representation form to meet the criteria. For the ninth-order filter
in [32], eight adders and/or subtracters are needed in the
and case, whereas for the proposed algorithm only four
adders and/or subtracters are required in the and
case.4 For the eleventh-order filter, the reference and proposed
algorithm give the same solution, that is, , and
seven adders and/or subtracters are needed.

Summary: The characteristics of the multiplierless filters de-
signed using various algorithm are summarized in Table IX.
Here, is the number of adders and/or subtracters required to
meet the specifications. and denote, respectively,
the computer time required by the infinite-precision optimiza-
tion for a MATLAB 6.5 program and the finite-precision opti-
mization for a Fortran 95 program running a on 1.4-GHz Pen-
tium-M. As seen from this table, for the proposed quanti-
zation scheme is in most cases considerably smaller than that is
achievable by using other existing algorithms. A MATLAB m-file
containing the optimized finite-precision coefficient values and
for evaluating the corresponding magnitude responses can be
downloaded from http://www.cs.tut.fi/~ylikaaki/CASILWD/re-
sults.m.

C. Comparisons With Other Quantization Algorithms
Resulting in Fixed-Point Overall Filters

This subsection compares the performance of the proposed
quantization algorithm for designing conventional fixed-point

4In this case, the stopband attenuation in the infinite-precision optimization
is increased to A = 80 dB in order to reduce the search space as discussed in
connection with Example 1. Without this reduction the estimated finite-preci-
sion optimization time is roughly 60 h.

LWD filters in four low-pass examples taken from the literature.
For these examples, the coefficients are assumed to be expressed
in the form of (4) and the main goal in most examples is to find
the minimum values of , that is the number of fractional bits,
by which the given criteria are still met.

Example 10: Consider the specifications [39], that is,
dB, and dB. For the op-

timized filter in [39], for a fifth-order filter is required
to meet the specifications. The passband ripple and the stopband
attenuation for the quantized filter are 0.96 dB and 63.19 dB, re-
spectively, that is, the maximum absolute value of the weighted
error function , as given by (13), is 0.9604. For the filter ob-
tained when using the proposed algorithm, is also re-
quired to satisfy the criteria. In this case, the passband ripple
and the stopband attenuation for the quantized filter are 0.71 dB
and 63.53, respectively. In this case, the value of is only 0.7178

Example 11: The first example in [40] considers the design
of a seventh-order low-pass filter meeting the specifications:

dB, and
dB. The optimized finite-precision filter in [40] meets the spec-
ifications with . The proposed algorithm gives the same
solution, that is, the passband ripple and the stopband attenua-
tion for quantized filter are 0.02 dB and 60.64 dB, respectively.

The criteria are the same as in the first example in [40] except
that now is used for the coefficients representations.5 The
passband ripple and the stopband attenuation for the quantized
filter in [40] are dB and 60.22 dB, respectively, that
is, the maximum absolute value of the weighted error function
evaluated according to (13) is 0.9748. For the proposed design,
the corresponding figures for the best solution among the 15560
solutions satisfying the specifications are dB, 66.50
dB, and 0.4732, respectively.

Example 12: Consider the specifications [13]
dB, and dB. In

[13], the main emphasis have been on designing filters with
delay constraints, but the solutions without limitations on the
group delay have been given too. In [13], is required
for a seventh-order filter to meet the specifications when using

5In this case, the stopband attenuation in the infinite-precision optimization
is increased to A = 68 dB in order to reduce the search space. Without this
reduction the estimated finite-precision optimization time is roughly 40 h.
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TABLE X
COMPARISON WITH OTHER FIXED-POINT QUANTIZATION ALGORITHMS

the modified Hooke and Jeeves algorithm [41], whereas
is needed when using the simulated annealing. For the filter
obtained when using the proposed algorithm, only is
required to meet the specifications.

Example 13: Consider the specifications [42], that is,
dB, and dB. The min-

imum odd-order of an elliptic filter to meet the specifications is
seven. However, in order to allow some margin for the coeffi-
cient quantization, the order has been increased to nine in [42].
In this case, is used for the coefficient representations.
For the finite-precision filter optimized using the proposed algo-
rithm, the specifications are satisfied using only a seventh-order
filter with .

Summary: The characteristics of the fixed-point filters de-
signed using various algorithm are summarized in Table X. In
this table, is the maximum absolute value of the weighted error
function, as given by (13). As seen from this table, for the pro-
posed quantization scheme is in most cases considerably smaller
than that being achievable by using other existing algorithms.

VII. CONCLUSION

A systematic three-step algorithm has been developed for de-
signing LWD filters with short-coefficient wordlength. It has
been shown that significant savings in the implementation cost
are achieved by using the proposed technique. The efficiency
and the robustness of the proposed algorithm has been demon-
strated by means of several examples. In addition, the perfor-
mance of the proposed algorithm has been compared with nu-
merous other algorithms. It has been shown that the proposed
algorithm gives better or at least the same finite-precision solu-
tions in all examples taken from the literature.
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