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Abstract

This paper emphasizes the usefulness and flexibility of optimization for finding opti-
mized digital signal processing algorithms for various constrained and unconstrained
optimization problems. This is illustrated by optimizing algorithms in seven dif-
ferent practical applications. The first five applications include optimizing nearly
perfect-reconstruction filter banks subject to the given allowable errors, minimizing
the phase distortion of recursive filters subject to the given amplitude criteria, opti-
mizing the amplitude response of pipelined recursive filters, optimizing the modified
Farrow structure with an adjustable fractional delay, and optimizing simultaneously
the subfilters in the frequency-response-masking based FIR filters. In the last two
applications, optimization algorithms are used as intermediate steps for finding the
optimum discrete values for coefficient representations for various classes of lattice
wave digital filters and linear-phase FIR filters.

For the last application, linear programming is utilized, whereas for the first
six ones the following two-step strategy is applied. First, a suboptimum solution
is found using a simple design scheme. Second, this start-up solution is improved
by using a general-purpose nonlinear optimization algorithm, giving the optimum
solution. Three alternatives are considered for constructing this general-purpose
algorithm.

1





Chapter 1

Introduction

DURING the last two decades, the role of digital signal processing (DSP) has
changed drastically. Twenty years ago, DSP was mainly a branch of applied

mathematics. At that time, the scientists were aware of how to replace continuous-
time signal processing algorithms by their discrete-time counterparts providing many
attractive properties. These include, among others, a higher accuracy, a higher re-
liability, a higher flexibility, and, most importantly, a lower cost and the ability to
duplicate the product with exactly the same performance.

Thanks to dramatic advances in very large scale integrated (VLSI) circuit tech-
nology as well as the development in signal processors, these benefits are now seen
in the reality. In the case of VLSI cuircuits, more and more complicated algorithms
can be implemented nowadays faster and faster in a smaller and smaller silicon area
and with a lower and lower power consumption. The same trend is seen when using
signal processors that can be considered as programmable VLSI circuits.

Due to this fact, the role of DSP has changed from theory to a “tool”. Nowadays,
the development of products requiring a small silicon area as well as a low power
consumption in the case of VLSI circuits is desired. The third important measure of
the “goodness” of the DSP algorithm is the maximal sampling rate that can be used.
One alternative to significantly reducing the above measures of “goodness” in the
case of VLSI circuits is to avoid the use of a general multiplier element by optimizing
all the coefficients to a be few powers of two, thereby allowing their implementation
just using a sequence of shifts and adders and/or subtracters. In the case of signal
processors, the code length is a crucial factor when evaluating the effectiveness of
the DSP algorithm. This is mainly due to the fact that for signal processors both
the data and coefficient word lengths have been fixed. The above-mentioned facts
imply that the algorithms generated twenty years ago have to be re-optimized by
taking into account the implementation constraints in order to generate optimized
products.

Furthermore, when generating DSP products, all the subalgorithms should have
the same quality. A typical example is a multirate analysis-synthesis filter bank for
subband coding. If a lossy coding is used, then there is no need to use a perfect-
reconstruction system due to the errors caused by coding. It is more beneficial to
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4 INTRODUCTION

improve the filter bank performance in such a way that small errors are allowed in
both the reconstruction and aliasing transfer functions. The goal is to make these
errors smaller than those caused by coding and simultaneously either to improve the
filter bank performance or to achieve a similar performance with a reduced overall
delay.

In addition, there exist various synthesis problems where one of the responses is
desired to be optimized in some sense while keeping some other responses, depend-
ing on the same design parameters, within the given tolerances. A typical example is
the minimization of the phase distortion of a recursive filter subject to the given am-
plitude specifications. There are also problems where some of the design parameters
are fixed or there are constraints among them.

In order to solve the above-mentioned problems effectively, in very few cases
analytic or simple iterative design schemes can be used. In most cases, there is a
need to use optimization. In some cases like in designing linear-phase finite-impulse-
response (FIR) filters subject to some constraints, linear programming can be used.
In many other cases, nonlinear optimization has to be applied to give the optimum
solution.

This paper focuses on using two techniques for solving various unconstrained and
constrained optimization problems for DSP systems. The first one uses linear pro-
gramming for optimizing linear-phase FIR filters subject to some linear constraints,
whereas the second one utilizes an efficient two-step strategy for solving other types
of problems. First, a suboptimum solution is generated using a simple systematic
design scheme. Second, this starting-point solution is further improved using an effi-
cient general-purpose nonlinear optimization algorithm, giving the desired optimum
solution.

Three alternatives are considered for constructing the general-purpose nonlinear
optimization algorithm. The first one is generated by modifying the second algo-
rithm of Dutta and Vidyasagar [23], the second one uses a transformation of the
problem into an optimization problem with nonlinear constraints [135], whereas the
third one is based on the use of sequential quadratic programming (SQP) meth-
ods [17,150]. It should be pointed out that in order to guarantee the convergence to
the optimum solution, the first step in the overall procedure is of great importance.
In fact, the efficiency of this two-step procedure depends strongly on a deep under-
standing of the problem under consideration. If such a knowledge is available, then
a good start-up solution for further optimization can be easily generated making
the proposed procedure superior to other approaches such as simulated annealing
or genetic algorithms [19, 31, 38, 134]. This is especially true in those cases where it
guaranteed that the proposed procedure gives the global optimum solution or a very
good local optimum solution. However, it should be pointed out that in some cases
it is easier, although more time-consuming, to use the above-mentioned other alter-
natives to get a good enough solution. This is especially true in those cases where a
good start-up solution cannot be found or there are several local optima. In other
words, the selection of a proper approach for finding a satisfactory solution depends
strongly on the problem under consideration.
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The efficiency and flexibility of using optimization for finding optimized DSP al-
gorithms is illustrated by means of seven applications. The first six applications
utilize the above-mentioned two-step strategy, whereas the last one is based on the
use of linear programming.

In the first application, cosine-modulated multichannel analysis-synthesis filter
banks are optimized such that the filter bank performance is optimized subject to
the given allowable reconstruction and aliasing errors [111]. In this case, a starting-
point solution is a perfect-reconstruction filter bank generated using a systematic
multi-step design scheme. Then, one of the above-mentioned general-purpose opti-
mization algorithms is applied. It is shown that by allowing very small reconstruc-
tion and aliasing errors, the filter bank performance can be significantly improved
compared to the perfect-reconstruction case. Alternatively, approximately the same
filter bank performance can be achieved with a significantly reduced overall filter
bank delay.

In the second application, the phase distortion of a recursive digital filter is min-
imized subject to the given amplitude criteria [130]. The filter structures under con-
sideration are conventional cascade-form realizations and lattice wave digital filters.
For both cases, there exist very efficient design schemes for generating the starting-
point solutions, making the further optimization with the aid of the general-purpose
optimization algorithm very straightforward.

The third application concentrates on optimizing the modified Farrow structure
proposed by Vesma and Saramäki to generate a system with an adjustable frac-
tional delay [137]. For this system, the overall delay is of the form Dint + µ, where
Dint is an integer delay depending of the order of the building-block non-recursive
digital filters and µ ∈ [0, 1) is the desired fractional delay. This fractional delay is
a direct control parameter of the system. The goal is to optimize the overall sys-
tem in such a way that for each value of µ the amplitude response stays within the
given limits in the passband region, and the worst-case phase delay deviation from
Dint +µ in the given passband is minimized. Also in this case, it is easy to generate
the starting-point solution for further optimization.

The fourth application addresses the optimization of the magnitude response
for pipelined recursive filters [146]. In this case, there exist several algorithms for
generating a start-up filter for further optimization. It is shown that by applying
one of the above-mentioned optimization algorithms, the magnitude response of the
pipelined filters compared to that of the initial filter can be considerably improved.

The fifth application shows how the complexity of frequency-response-masking
based FIR filters can be significantly reduced by simultaneously optimizing all the
subfilters [114,119]. Two filter classes are under consideration, namely, filters where
the masking filters are optimizied separately and filters where the masking filters are
constructed using a common subfilter. In both cases, the start-up filter is generated
using an iterative algorithm. The simultaneous optimization of all the subfilters is
then used, resulting in a considerable reduction in the overall filter complexity.

The last two applications show how the coefficients of the digital filters can
be conveniently quantized utilizing optimization techniques. The first class of fil-
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ters under consideration consists of conventional lattice wave digital (LWD) fil-
ters [144], cascades of low-order LWD filters providing a very low sensitivity and
roundoff noise [143], and LWD filters with an approximately linear phase in the
passband [145]. The second class of filters are conventional linear-phase FIR fil-
ters [147]. For both filter types a similar systematic technique is applied for finding
the optimized finite-precision solution.

For filters belonging to the first class, it has been observed that by first finding
the smallest and largest values for both the radius and the angle of all the complex-
conjugate poles, as well as the smallest and largest values for the radius of a possible
real pole, in such a way that the given criteria are still met, we are able to find a
parameter space that includes the feasible space where the filter specifications are
satisfied. After finding this larger space, all what is needed is to check whether in
this space there exist the desired discrete values for the coefficient representations.
To solve these problems, one of the above-mentioned optimization algorithms is uti-
lized. For filters belonging to the second class, the smallest and largest values for
all the coefficients are determined in a similar manner in order to find the feasi-
ble space. In this case, the desired smallest and largest values can be conveniently
found by using linear programming.



Chapter 2

Problems Under Consideration

THIS chapter states several constrained nonlinear optimization problems for syn-
thesizing filters and filter banks. They are stated in general form without spec-

ifying the details of the problem. We start with the desired form of the optimization
problem. Then, it is shown how various types of problems can be converted into
this desired form. The types to be considered in this section cover six out of the
seven applications to be considered later on in this contribution.

2.1 Desired Form for the Optimization Problem

It is desired that the optimization problem under consideration in converted into the
following form: Find the adjustable parameters included in the vector Φ to minimize

ρ(Φ) = max
1≤i≤I

fi(Φ) (2.1)

subject to the following constraints:

gl(Φ) ≤ 0 for l = 1, 2, . . . , L (2.2)

and

hm(Φ) = 0 for m = 1, 2, . . . ,M. (2.3)

Chapter 3 considers three alternative effective techniques for solving problems of
the above type. The convergence to the global optimum implies that a good start-
up vector Φ can be generated using a simple systematic design scheme. This scheme
depends on the problem at hand.

2.2 Constrained Problems Under Consideration

There exist several problems where one frequency response of a filter or filter bank
is desired to be optimized in the minimax or least-mean-square sense subject to the

7



8 PROBLEMS UNDER CONSIDERATION

given constraints. Furthermore, this contribution considers problems where a quan-
tity depending on the unknowns is optimized subject to the given constraints. In
the sequel, we use the angular frequency ω, that is related to the “real frequency” f
and the sampling frequency Fs through ω = 2πf/Fs, as the basic frequency variable.
We concentrate on solving the following three problems:

Problem I: Find Φ containing the adjustable parameters of a filter or filter bank
to minimize

εA = max
ω∈XA

|EA(Φ, ω)|, (2.4a)

where
EA(Φ, ω) = WA(ω)[A(Φ, ω)−DA(ω)], (2.4b)

subject to the constraints to be given in the following section.
Problem II: Find Φ to minimize

εA =

∫

ω∈XA

[EA(Φ, ω)]2dω, (2.5)

where EA(Φ, ω) is given by Eq. (2.4b), subject to the constraints to be given in the
following section.

Problem III: Find Φ to minimize

εA = Ψ(Φ), (2.6)

where Ψ(Φ) is a quantity depending on the unknowns included in Φ, subject to the
constraints to be given in the following section.

For Problems I and II, XA is a compact subset of [0, π], A(Φ, ω) is one of the
frequency responses of the filter or filter bank under consideration, DA(ω) is the
desired function being continuous on XA, and WA(ω) is the weight function being
positive on XA. For Problems I and II, the overall weighted error function EA(Φ, ω),
as given by Eq. (2.4b), is desired to be optimized in the minimax sense and in the
least-mean-square sense, respectively.

2.3 Constraints Under Consideration

Problems I, II, and III are desired to be solved such that some of the constraints of
the following types are satisfied:

Type I constraints: It is desired that for some frequency responses depending on
the unknowns, the weighted error functions stay within the given limits on compact
subsets of [0, π]. Mathematically, these constraints can be expressed as

max
ω∈X

(p)
B

|E(p)
B (Φ, ω)| ≤ ε

(p)
B for p = 1, 2, . . . , P , (2.7a)

where
E

(p)
B (Φ, ω) = W

(p)
B (ω)[B(p)(Φ, ω)−D

(p)
B (ω)]. (2.7b)
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Type II constraints: It is desired that for one frequency response depending on
the unknowns, the weighted error function is identically equal to zero on a compact
subset of [0, π], that is,

max
ω∈XC

|EC(Φ, ω)| = 0, (2.8a)

where
EC(Φ, ω) = WC(ω)[C(Φ, ω)−DC(ω)]. (2.8b)

Type III constraints: Some functions depending on Φ are less than or equal to
the given constants, that is,

Θ
(q)
β (Φ) ≤ θ

(q)
β for q = 1, 2, . . . , Q. (2.9)

Type IV constraints: Some functions depending on Φ are equal to the given
constants, that is,

Θ(r)
γ (Φ) = θ(r)

γ for r = 1, 2, . . . , R. (2.10)

2.4 Conversion of the Problems and Constraints

into the Desired Form

It is straightforward to convert the above problems and constraints into the form
considered in Section 2.2. For Problem I, the basic objective function, as given by
Eq. (2.4a), can be converted into the form of Eq. (2.1) by discretizing the approx-
imation interval XA into the frequency points ωi ∈ XA for i = 1, 2, . . . , I. The
discretized objective function can then be written as

ρ(Φ) = max
1≤i≤I

|EA(Φ, ωi)|, (2.11)

where EA(Φ, ωi) is given by Eq. (2.4b). The dense is the number of grid points, the
more accurate is the quantity given by Eq. (2.11) to that of Eq. (2.4a).

For Problems II and III,

ρ(Φ) =

{∫
ω∈XA

[EA(Φ, ω)]2dω for Problem II

Ψ(Φ) for Problem III.
(2.12)

In some cases, the integral in the above equation can be expressed in a closed form.
If this is not the case, a close approximation for it is obtained by replacing it by
the summation (1/I)

∑I
i=1[EA(Φ, ωi)]

2, where the ωi’s are the grid points selected
equidistantly on XA.

What is left is to convert the constraints of Section 2.3 into the forms of Eqs. (2.2)
and (2.3). The Type I constraints can be converted into the desired form by discretiz-

ing the X
(p)
B ’s for p = 1, 2, . . . , P into the points ωl(p) ∈ XA for l(p) = 1, 2, . . . , L(p).

These constraints can then be expressed as

|E(p)
B (Φ, ωl(p))| − ε

(p)
B ≤ 0 (2.13)
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for l(p) = 1, 2, . . . , L(p) and p = 1, 2, . . . , P , where E
(p)
B (Φ, ω) is given by Eq. (2.7b).

As for Type I constraints, the Type II constraints can be discretized by eval-
uating EC(Φ, ω), as given by Eq. (2.8b), at M points ωm ∈ XC . The resulting
constraints are expressible as

EC(Φ, ωm) = 0 for m = 1, 2, . . . ,M. (2.14)

These constraints are directly of the form of Eq. (2.3).
Type III constraints can be written as

Θ
(q)
β (Φ)− θ

(q)
β ≤ 0 for q = 1, 2, . . . , Q (2.15)

and Type IV constraints as

Θ(r)
γ (Φ)− θ(r)

γ = 0 for r = 1, 2, . . . , R. (2.16)

Hence, the Type III [Type IV] constraints are directly of the same form as the
constraints of Eq. (2.2) [Eq. (2.3)].



Chapter 3

Proposed Two-Step Procedure

THIS chapter shows how many constrained optimization problems can be solved
using a two-step approach to be described in details in the following section.

3.1 Basic Principle of the Approach

It has turned out that for solving various kinds of optimization problems the follow-
ing two-step procedure is very effective. First, a suboptimum start-up solution is
found in a systematic manner. Then, the optimization problem is formulated in the
form of Section 2.1 and the problem is solved using an efficient algorithm finding at
least a local optimum for this problem using the start-up solution as an initial solu-
tion. In this approach both steps are of the great importance. This is because the
convergence to a good overall solution implies both finding a good initial solution
and the use of a computationally efficient algorithm.

In many cases, finding a good initial solution is not so trivial as it implies a good
understanding and characterization of the problem. Furthermore, for each problem
at hand the way of generating the start-up solution is very different. If there is a
systematic approach for finding an initial solution being close to the optimum one,
then this two-step procedure gives in most cases faster a solution that is better than
those obtained by using simulated annealing or genetic algorithms [19, 31, 38, 134].

However, it should be pointed out that in some cases it is easier, although more
time-consuming, to use the above-mentioned other alternatives to get a good enough
solution. This is especially true in those cases where a good start-up solution can-
not be found or there are several local optima. In other words, the selection of a
proper approach for finding a satisfactory solution depends strongly on the problem
under consideration.

3.2 Candidate Algorithms for Performing the

Second Step

There exist various algorithms for solving the general constrained optimization prob-
lem stated in Section 2.1. This section concentrates on three alternatives.

11
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3.2.1 Dutta-Vidyasagar Algorithm

A very elegant algorithm for solving the constrained optimization problem stated in
Section 2.1 is the second algorithm of Dutta and Vidyasagar [23]. This algorithm
is an iterative method which generates a sequence of approximate solutions that
converges at least to a local optimal solution.

The main idea in this algorithm is to gradually find ξ and Φ to minimize the
following function:

P (Φ, ξ) =
∑

i|fi(Φ)>ξ

[fi(Φ)− ξ]2 +
∑

l|gl(Φ)>0

wl[gl(Φ)]2 +
M∑

m=1

vm[hm(Φ)]2. (3.1)

In Eq. (3.1), the first summation contains only those fi(Φ)’s that are larger than
ξ. Similarly, the second summation contains only those gl(Φ)’s that are larger than
zero. The wl’s and vm’s are the positive weights given by the user. Usually, they are
selected to be equal. Their values have some effect on the convergence rate of the
algorithm. If ξ is very large, then Φ can be found to make P (Φ, ξ) zero or practi-
cally zero. On the other hand, if ξ is too small, then P (Φ, ξ) cannot be made zero.
The key idea is to find the minimum of ξ for which there exists Φ such that P (Φ, ξ)
becomes zero or practically zero. In this case, ρ(Φ) ≈ ξ, where ρ(Φ) is the quantity
to be minimized and is given by Eq. (2.1).

The algorithm is carried out in the following steps:

Step 1: Find a good start-up solution, denoted by Φ̂0, and set Blow = 0, Bhigh =
104, ξ1 = Blow, and k = 1.

Step 2: Find Φ̂k to minimize P (Φ, ξk) using Φ̂k−1 as an initial solution.

Step 3: Evaluate

Mlow = ξk +

√
P (Φ̂k, ξk)/n, (3.2)

where n is the number of the fi(Φ̂k)’s satisfying fi(Φ̂k) > ξk and

Mhigh = ξk +
P (Φ̂k, ξk)∑

i|fi(Φ̂k)>ξk

[fi(Φ̂k)− ξk]
. (3.3)

Step 4: If Mhigh ≤ Bhigh, then set ξk+1 = Mhigh. Otherwise, set ξk+1 = Mlow. Also
set ξ0 = ξk+1 − ξk.

Step 5: Set Blow = Mlow and S = P (Φ̂k, ξk).

Step 6: Set k = k + 1.

Step 7: Find Φ̂k to minimize P (Φ, ξk) using Φ̂k−1 as an initial solution.
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Step 8: If (Bhigh − Blow)/Bhigh ≤ ε1 or ξ0/ξk ≤ ε1, then stop. Otherwise, go to the
next step.

Step 9: If P (Φ̂k, ξk) > ε2, then go to Step 3. Otherwise, if S ≤ ε3, then stop. If
none is true, then set Bhigh = ξk, S = 0, ξk = Blow, and go to Step 7.

In the above algorithm, we have used ε1 = ε2 = ε3 = 10−14. A very crucial
issue to arrive at least at a local optimum is to perform optimization at Steps 2
and 7 effectively. We have used several implementations of the quasi-Newton algo-
rithm [28, 126, 152] as well as the sequential quadratic programming [17, 127, 128].
When applying these algorithms the partial derivatives of the objective function
with respect to the unknowns are needed. The effectiveness of the above algorithm
lies in the fact that at Steps 2 and 7 it exploits a criterion closely resembling the
one used in the least-mean-square optimization. This guarantees that the objective
function is well-behaved.

3.2.2 Transformation Method

Another method for solving the general optimization problem stated in Section 2.1 is
to use any optimization algorithm being capable of handling nonlinear constraints.
In this case, the optimization problem is transformed in the following equivalent
form [135]: Find the adjustable parameters included in the vector Φ to minimize ξ
subject to constraints

fi(Φ) ≤ ξ for i = 1, 2, . . . , I, (3.4a)

gl(Φ) ≤ 0 for l = 1, 2, . . . , L, (3.4b)

and

hm(Φ) = 0 for m = 1, 2, . . . ,M. (3.4c)

After solving the above problem, ρ(Φ) = ξ, where ρ(Φ) is the quantity to be mini-
mized. The above optimization problem can be solved efficiently using the sequential
quadratic programming (SQP) methods [5,17,27,128]. SQP methods are a popular
class of methods considered to be extremely effective and reliable for solving general
nonlinear constrained optimization problems. At each iteration of an SQP method,
a quadratic problem that models the constrained problem at the current iteration
is solved. The solution to the quadratic problem is used as a search direction to de-
termine the next iteration. For these methods, a nonlinear constrained problem can
often be solved in fewer iterations than the unconstrained problem. Provided that
the solution space is convex, the SQP method always converges to the global opti-
mum. An overview of SQP methods can be found in [5, 27, 36]. Again, the partial
derivatives of the objective function and constraints with respect to the unknowns
are needed. Note that the implementation of the gradient methods can be enhanced
by using the automatic differentiation programs that compute the derivatives from
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user supplied programs that compute only function values (see, e.g, [6, 26, 35, 42]).
Alternatively, many algorithms provide a way to approximate the gradients using
finite-differentiation routines [17, 128].

3.2.3 Sequential Quadratic Programming Methods

Some implementations of the SQP method can directly minimize the maximum of
the multiple objective functions subject to constraints [17, 150, 151], that is, these
implementations can be directly used for solving the optimization problem formu-
lated in the Section 2.1. A feasible sequential quadratic programming (FSQP) al-
gorithm solves the optimization problem stated in Section 2.1 using a two-phase
SQP algorithm [150, 151]. This algorithm can handle both the linear and nonlin-
ear constraints. Also, the optimization toolbox from MathWorks Inc. [17] provides
a function fminimax which uses a SQP method for minimizing the maximum value
of a set of multivariable functions subject to linear and nonlinear constraints.



Chapter 4

Nearly Perfect-Reconstruction
Cosine-Modulated Filter Banks

DURING the past fifteen years, the subband coding by M -channel critically
sampled FIR filter banks have received a widespread attention [30, 81, 133]

(see also references in these textbooks). Such a system is shown in Fig. 4.1. In the
analysis bank consisting of M parallel bandpass filters Hk(z) for k = 0, 1, . . . ,M −1
(H0(z) and HM−1(z) are lowpass and highpass filters, respectively), the input signal
is filtered by these filters into separate subband signals. These signals are individu-
ally decimated by M , quantized, and encoded for transmission to the synthesis bank
consisting also of M parallel filters Fk(z) for k = 0, 1, . . . ,M − 1. In the synthesis
bank, the coded symbols are converted to their appropriate digital quantities, in-
terpolated by a factor of M followed by filtering by the corresponding filters Fk(z).
Finally, the outputs are added to produce the quantized version of the input. These
filter banks are used in a number of communication applications such as subband
coders for speech signals, frequency-domain speech scramblers, image coding, and
adaptive signal processing [30, 81, 133].

The most effective technique for constructing both the analysis bank consisting of
filters Hk(z) for k = 0, 1, . . . ,M−1 and the synthesis bank consisting of filters Fk(z)
for k = 0, 1, . . . ,M − 1 is to use a single FIR prototype filter and a cosine modula-
tion [3,7,8,18,30,37,41,53,55,56,78–81,84,86–89,101,108,111–113,120,121,133,140]
or a modified DFT [29,30,41,51,52,113]. A review of these techniques can be found
in [113]. It should be pointed out that Fig. 4.1 corresponds to a cosine-modulated
filter bank. There exist two classes of cosine-modulated filter banks, namely, orthog-
onal and biorthogonal banks. For the first type, the prototype filter is a linear-phase
FIR filter and the delay caused by the filter bank for the input signal is equal to
the filter order, whereas for the second type, the filter bank delay is shorter than
the order of the filter that is a nonlinear-phase FIR filter. Furthermore, the pro-
totype filter designed for cosine-modulated filter banks can be directly used after
some modifications also for the modified DFT filter banks.

When comparing a cosine-modulated filter banks with a bank where all the subfil-
ters are designed and implemented separately, the implementation of both the analy-

15
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x(n) MH0(z) M F0(z)

MH1(z) M F1(z)

MHM--1(z) M FM--1(z)

y(n)

Figure 4.1: M -channel maximally decimated filter bank.

sis and synthesis banks is significantly more efficient since it requires only one proto-
type filter and units performing the desired modulation operations [30,81,113,133].
Also, the actual filter bank design becomes much faster and more straightforward
since the only parameters to be optimized are the coefficients of a single prototype
filter.

This chapter shows how the two-step optimization procedure of Chapter 3 can
be effectively used for generating prototype filters for nearly perfect-reconstruction
orthogonal cosine-modulated filter banks [111, 112]. A starting-point solution is a
perfect-reconstruction filter bank generated using systematic multi-step procedures
described in [7, 108, 111]. For the second step, the Dutta-Vidyasagar algorithm de-
scribed in Subsection 3.2.1 is used. Several examples are included illustrating that
by allowing small amplitude and aliasing errors, the filter bank performance can be
significantly improved. Alternatively, the filter orders and the overall delay caused
by the filter bank to the signal can be considerably reduced. This is very important
in communication applications. In many applications such small errors are tolera-
ble. This is especially true in the case of lossy coding, where distortions caused by
these errors to output signal are allowed provided that they are smaller than those
caused by coding.

4.1 Cosine-Modulated Filter Banks

This section shows how M -channel critically sampled FIR filter banks can be gen-
erated using proper cosine-modulation techniques.

4.1.1 Input-Output Relation for an M-Channel Filter Bank

For the system of Fig. 4.1, the input-output relation in the z-domain is expressible
as

Y (z) = T0(z)X(z) +

M−1∑

m=1

Tl(z)X(ze−j2πm/M ), (4.1a)
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where

T0(z) =
1

M

M−1∑

k=0

Fk(z)Hk(z) (4.1b)

and for m = 1, 2, . . . ,M − 1

Tm(z) =
1

M

M−1∑

k=0

Fk(z)Hk(ze
−j2πm/M ). (4.1c)

Here, T0(z) is called the distortion transfer function and determines the distortion
caused by the overall system for the unaliased component X(z) of the input signal.
The remaining transfer functions Tm(z) for m = 1, 2, . . . ,M − 1 are called the alias
transfer functions and determine how well the aliased components X(ze−j2πm/M ) of
the input signal are attenuated.

For the perfect reconstruction, it is required that T0(z) = z−N with N being an
integer and Tm(z) = 0 for m = 1, 2, . . . ,M−1. If these conditions are satisfied, then
the output signal is a delayed version of the input signal, that is, y(n) = x(n−N).
It should be noted that the perfect reconstruction is exactly achieved only in the
case of lossless coding. For lossy coding, it is worth studying whether it is beneficial
to allow small amplitude and aliasing errors causing smaller distortions to the sig-
nal than the coding or errors that are not very noticeable in practical applications.
For nearly perfect-reconstruction cases, the above-mentioned conditions should be
satisfied within given tolerances.

The term 1/M in Eqs. (4.1b) and (4.1c) is a consequence of the decimation and
interpolation processes. For simplicity, this term is omitted in the sequel. In this
case, the passband maxima of the amplitude responses of the Hk(z)’s and Fk(z)’s
will become approximately equal to unity. Also the prototype filter to be consid-
ered later on can be designed such that its amplitude response has approximately
the value of unity at the zero frequency. The desired input-output relation is then
achieved in the final implementation by multiplying the Fk(z)’s by M . This is done
in order to preserve the signal energy after using the interpolation filters Fk(z).

1

4.1.2 Generation of Filter Banks from a Prototype Filter

Using Cosine-Modulation Techniques

For the cosine-modulated filter banks, both the Hk(z)’s and Fk(z)’s are constructed
with the aid of a linear-phase FIR prototype filter of the form

Hp(z) =

N∑

n=0

hp(n)z−n, (4.2a)

where the impulse response satisfies the following symmetry property:

hp(N − n) = hp(n) for n = 0, 1, . . . , N. (4.2b)

1In this case, the filters in the analysis and synthesis banks of the overall system become ap-
proximately peak scaled, as is desired in many practical applications.
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One alternative is to construct the Hk(z)’s and Fk(z)’s to have the following
impulse responses for k = 0, 1, . . . ,M − 1 and n = 0, 1, . . . , N [133]:

hk(n) = 2hp(n) cos

[
(2k + 1)

π

2M

(
n− N

2

)
+ (−1)kπ

4

]
(4.3a)

and

fk(n) = 2hp(n) cos

[
(2k + 1)

π

2M

(
n− N

2

)
− (−1)kπ

4

]
. (4.3b)

From the above equations, it follows that for k = 0, 1, . . . ,M−1 and n = 0, 1, . . . , N

fk(n) = hk(N − n) (4.4a)

and for k = 0, 1, . . . ,M − 1

Fk(z) = z−NHk(z
−1). (4.4b)

Another alternative is to construct the impulse responses hk(n) and fk(n) as
follows [81]2:

fk(n) = 2hp(n) cos

[
π

2M

(
k +

1

2

)(
n+

M + 1

2

)]
(4.5a)

and

hk(n) = 2hp(n) cos

[
π

2M

(
k +

1

2

)(
N − n +

M + 1

2

)]
. (4.5b)

The most important property of the above modulation schemes lies in the fol-
lowing facts. By properly designing the prototype filter transfer function Hp(z), the
aliased components generated in the analysis bank due to the decimation can be to-
tally or partially compensated in the synthesis bank. Secondly, T0(z) can be made
exactly or approximately equal to the pure delay z−N . Hence, these modulation
techniques enable one to design the prototype filter in such a way that the result-
ing overall bank has the perfect-reconstruction or a nearly perfect-reconstruction
property.

4.1.3 Conditions for the Prototype Filter to Give a Nearly
Perfect-Reconstruction Property

The above modulation schemes guarantee that if the impulse response of

Ĥp(z) = [Hp(z)]
2 =

2N∑

n=0

ĥp(n)z−n, (4.6a)

2In [81], instead of the constant of value 2, the constant of value
√

2/M has been used. The
reason for this is that the prototype filter is implemented using special butterflies. The amplitude
response of the resulting prototype filter approximates the value of M

√
2, instead of unity, at the

zero frequency. For an approximately peak-scaled overall implementation, the scaling constants of
values 1/(M

√
2) and 1/

√
2 are desired to be used in the final implementation for the hk(n)’s and

fk(n)’s, respectively.
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where
ĥp(2N − n) = ĥp(n) for n = 0, 1, . . . , 2N, (4.6b)

satisfies3

ĥp(N) ≈ 1/(2M) (4.6c)

and
ĥp(N ± 2rM) ≈ 0 for r = 1, 2, . . . , bN/(2M)c, (4.6d)

then [88]4

T0(z) =

M−1∑

k=0

Fk(z)Hk(z) ≈ z−N . (4.7)

In this case, the amplitude error |T0(e
jω)− e−jNω| becomes very small. If the con-

ditions of Eqs. (4.6c) and (4.6d) are exactly satisfied, then the amplitude error
becomes zero. It should be noted that since T0(z) is an FIR filter of order 2N and
its impulse-response coefficients, denoted by t0(n), satisfy t0(2N − n) = t0(n) for
n = 0, 1, . . . , 2N , there exists no phase distortion.

Equation (4.7) implies that [Hp(z)]
2 is approximately a 2Mth-band linear-phase

FIR filter [85, 109, 116]. Based on the properties of these filters, the stopband edge
of the prototype filter Hp(z) must be larger than π/(2M) and is specified by

ωs = (1 + ρ)π/(2M), (4.8)

where ρ > 0. Furthermore, the amplitude response of Hp(z) achieves approximately
the values of unity and 1/

√
2 at ω = 0 and ω = π/(2M), respectively. As an exam-

ple, Fig. 4.2 shows the prototype filter amplitude response for M = 4, N = 63, and
ρ = 1 as well as the responses for the filters Hk(z) and Fk(z) for k = 0, 1, 2, 3. It is
seen that the filters Hk(z) and Fk(z) for k = 1, 2, . . . ,M−2 are bandpass filters with
the center frequency at ω = ωk = (2k + 1)π/(2M) around which the amplitude re-
sponse is very flat having approximately the value of unity. The amplitude response
of these filters achieves approximately the value of 1/

√
2 at ω = ωk ± π/(2M) and

the stopband edges are at ω = ωk ± ωs. H0(z) and F0(z) [HM−1(z) and FM−1(z)]
are lowpass (highpass) filters with the amplitude response being flat around ω = 0
(ω = π) and achieving approximately the value 1/

√
2 at ω = π/M (ω = π − π/M).

The stopband edge is at ω = (2 + ρ)π/(2M) [ω = π − (2 + ρ)π/(2M)]. The im-
pulse responses for the prototype filter as well as those for the filters in the banks
are shown in Figs. 4.3 and 4.4, respectively. In this case, the impulse responses for
the filters in the bank have been generated according to Eq. (4.3).

IfHp(z) satisfies Eq. (4.6), then both of the above-mentioned modulation schemes
have the very important property that the maximum amplitude values of the aliased

3bxc stands for the integer part of x.
4This fact has been proven in [88] when the conditions of Eq. (4.6) are exactly satisfied.
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Figure 4.2: Example amplitude responses for the prototype filter and for the result-
ing filters in the analysis and synthesis banks for M = 4, N = 63, and ρ = 1.
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Figure 4.3: Impulse response for the prototype filter in the case of Fig. 4.2.

transfer functions Tm(z) for m = 1, 2, . . . ,M−1 are guaranteed to be approximately
equal to the maximum stopband amplitude values of the filters in the bank [133], as
will be seen in connection with the examples of Section 4.4. If smaller aliasing error
levels are desired to be achieved, then additional constraints must be imposed on the
prototype filter. In the case of the perfect reconstruction, the additional constraints
are so strict that they dramatically reduce the number of adjustable parameters of
the prototype filter [7, 30, 55, 56, 78–81,101, 108, 111, 133].
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Figure 4.4: Impulse responses for the filters in the bank in the case of Fig. 4.2.

4.2 General Optimization Problems for the Pro-

totype Filter

This section states two optimization problems for designing the prototype filter in
such a way that the overall filter bank possesses a nearly perfect-reconstruction
property. Efficient algorithms are then described for solving these problems.
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4.2.1 Statement of the Problems

We consider the following two general optimization problems:
Problem I: Given ρ, M , and N , find the coefficients of Hp(z) to minimize

E2 =

∫ π

ωs

|Hp(e
jω)|2dω, (4.9a)

where
ωs = (1 + ρ)π/(2M) (4.9b)

subject to
1− δ1 ≤ |T0(e

jω)| ≤ 1 + δ1 for ω ∈ [0, π] (4.9c)

and for m = 1, 2, . . . ,M − 1

|Tm(ejω)| ≤ δ2 for ω ∈ [0, π]. (4.9d)

Problem II: Given ρ, M , and N , find the coefficients of Hp(z) to minimize

E∞ = max
ω∈[ωs, π]

|Hp(e
jω)| (4.10)

subject to the conditions of Eqs. (4.9c) and (4.9d).

4.3 Proposed Two-Step Optimization Scheme

This section shows how the two problems stated in the previous section can be
conveniently solved by using the two-step optimization procedure of Chapter 3.

4.3.1 Algorithm for Solving Problem I

This chapter concentrates on the case where N , the order of the prototype filter,
is odd (the length N + 1 is even). This is because for the perfect-reconstruction
the best results are obtained by restricting N to be odd integer [7, 30, 55, 56, 78–
81, 101, 108, 111, 133]. As shown in [90], the perfect-reconstruction property can be
achieved by any selection of N . However, it has turned out that the best results are
achvieved in the N = K · 2M − 1 case with M being the number of filters in the
analysis and synthesis banks and K being an integer. This is because of the fact
that in this case for M even, no impulse-response value of the prototype filter is
fixed to be a constant [7, 30, 55, 56, 78–81, 101, 108, 111, 113, 133]. For M odd, some
of the impulse-response values are fixed, but the constraints are not very severe.

For N odd, the frequency response of the prototype filter is expressible as

Hp(Φ, e
jω) = e−j(N−1)ω/2H(0)

p (ω), (4.11a)

where

H(0)
p (ω) = 2

(N+1)/2∑

n=1

hp[(N + 1)/2− n] cos[(n− 1/2)ω] (4.11b)
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and
Φ =

[
hp(0), hp(1), . . . , hp[(N − 1)/2]

]
(4.11c)

denotes the adjustable parameter vector of the prototype filter. After some manip-
ulations, Eq. (4.9a) is expressible as

E2(Φ) ≡ E2 =

(N+1)/2∑

µ=1

(N+1)/2∑

ν=1

Θ(µ, ν)Ψ(µ, ν), (4.12a)

where
Θ(µ, ν) = hp[(N + 1)/2− µ]hp[(N + 1)/2− ν] (4.12b)

and

Ψ(µ, ν) =





2π − 2ωs −
2 sin[(2µ− 1)ωs]

2µ− 1
, µ = ν

−2 sin[(µ+ ν − 1)ωs]

µ+ ν − 1
− 2 sin[(µ− ν)ωs]

µ− ν
, µ 6= ν.

(4.12c)

The |Tm(Φ, ejω)|’s for m = 0, 1, . . . ,M − 1, in turn, can be written as shown in
Appendix A in [111].

To solve Problem I, we discretize the region [0, π/(2M)] into the discrete points
ωi ∈ [0, π/(2M)] for i = 1, 2, . . . , I0. In many cases, I0 = N is a good selection to
arrive at a very accurate solution. The resulting discrete problem is to find Φ to
minimize

ρ(Φ) = E2(Φ), (4.13a)

where E2(Φ) is given by Eq. (4.12), subject to

gi(Φ) ≤ 0 for i = 1, 2, . . . , I, (4.13b)

where
I = b(M + 2)/2cI0, (4.13c)

gi(Φ) = ||T0(Φ, e
jωi)| − 1| − δ1 for i = 1, 2, . . . , I0, (4.13d)

and
gmI0+i(Φ) = |Tm(Φ, ejωi)| − δ2 (4.13e)

for m = 1, 2, . . . , bM/2c and for i = 1, 2, . . . , I0.
In the above, the region [0, π/(2M)], instead of [0, π], has been used since the

|Tm(Φ, ejω)|’s are periodic with periodicity equal to 2π/(2M). Furthermore, only the
first b(M + 2)/2c |Tm(Φ, ejω)|’s have been used since |Tm(Φ, ejω)| = |TM−m(Φ, ejω)|
for m = 1, 2, . . . , b(M − 1)/2c.

The above problem can be solved conveniently by using Dutta-Vidyasagar al-
gorithm described in Subsection 3.2.1. Since the optimization problem is nonlinear
in nature, a good initial starting-point solution for the vector Φ is needed. This
problem will be considered in Subsection 4.3.3.
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If it is desired that |T0(Φ, e
jω)| ≡ 1 [88], then the resulting discrete problem is

to find Φ to minimize ε, as given by Eq. (4.13a), subject to

gi(Φ) ≤ 0 for i = 1, 2, . . . , I (4.14a)

and

hl(Φ) = 0 for l = 1, 2, . . . , L, (4.14b)

where

I = bM/2cI0, (4.14c)

L = I0, (4.14d)

g(m−1)I0+i(Φ) = |Tm(Φ, ejωi)| − δ2 (4.14e)

for m = 1, 2, . . . , bM/2c and i = 1, 2, . . . , I0, and

hl(Φ) = ||T0(Φ, e
jωl)| − 1| for l = 1, 2, . . . , L. (4.14f)

Again, the Dutta-Vidyasagar algorithm is used for solving this problem. As a
start-up solution, the same solution as for the original problem can be used.

4.3.2 Algorithm for Solving Problem II

To solve Problem II, we discretize the region [ωs, π] into the discrete points
ωr ∈ [ωs, π] for r = 1, 2, . . . , R. In many cases, R = 20N is a good selection.
The resulting discrete minimax problem is to find Φ to minimize

ρ(Φ) = Ê∞(Φ) = max
1≤r≤R

{fr(Φ)} (4.15a)

subject to

gi(Φ) ≤ 0 for i = 1, 2, . . . , I, (4.15b)

where

fr(Φ) = |Hp(Φ, e
jωr)| for r = 1, 2, . . . , R (4.15c)

and I and the gi(Φ)’s are given by Eqs. (4.13c), (4.13d), and (4.13e).
Again, the Dutta-Vidyasagar algorithm can be used to solve the above problem.

Also, the optimization of the prototype filter for the case where |T0(Φ, e
jω)| ≡ 1 can

be solved like for Problem I. How to find a good initial vector Φ will be considered
in the next subsection.

4.3.3 Initial Starting-Point Solutions

Good start-up solutions can be generated for Problems I and II by using systematic
multi-step procedures described in [7,108,111] for generating perfect-reconstruction
filter banks in such a way that the stopband behavior of the prototype filter is
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optimized in the least-mean-square sense or in the minimax sense. These proce-
dures have been constructed in such a way that they are unconstrained optimiza-
tion procedures. To achieve this, the basic unknowns have been selected such that
the perfect-reconstruction property is satisfied independent of the values of the un-
knowns. Compared to other existing design methods, these synthesis procedures are
faster and allow us to synthesize filter banks of significantly higher filter orders than
the other existing design schemes.

As mentioned in Subsection 4.3.1, the best results for the perfect-reconstruction
cases are obtained by selecting the order of the prototype filter to be N = K · 2M −
1, where M is the number of filters in the analysis and synthesis banks and K is
an integer. If the desired order does not satisfy this condition, then a good initial
solution is found by first designing the perfect-reconstruction filter with the order
of the prototype filter being selected such that K is the smallest integer making the
overall order larger than the desired one. Then, the first and last impulse-response
values are dropped out until achieving the desired order.

4.4 Comparisons

For comparison purposes, several filter banks have been optimized for ρ = 1 and
M = 32, that is, the number of filters in the analysis and synthesis banks is 32.
The stopband edge of the prototype filter is thus located at ωs = π/32. The results
are summarized in Table 4.1. In all the cases under consideration, the order of the
prototype filter is K · 2M − 1, where K is an integer and the stopband response
is optimized in either the least-mean-square or minimax sense. δ1 shows the max-
imum deviation of the amplitude response of the reconstruction error T0(z) from
unity, whereas δ2 is the maximum amplitude value of the worst-case aliasing trans-
fer function Tm(z). The boldface numbers indicate those parameters that have been
fixed in the optimization. E∞ and E2 give the maximum stopband amplitude value
of the prototype filter and the stopband energy, respectively.

The first two banks in Table 4.1 are perfect-reconstruction filter banks where
the stopband performance has been optimized in the least-mean-square sense and
in the minimax sense. The third and fourth designs are the corresponding nearly
perfect-reconstruction banks designed in such a way that the reconstruction error
is restricted to be less than or equal to 0.0001. For these designs as well as for the
fifth and sixth design in Table 4.1, no constraints on the levels of the aliasing errors
have been imposed. Some characteristics of the first and third designs are depicted
in Figs. 4.5 and 4.6, respectively. From these figures as well as from Table 4.1, it
is seen that the nearly perfect-reconstruction filter banks provide significantly im-
proved filter bank performances at the expense of a small reconstruction error and
very small aliasing errors.

Even an optimized nearly perfect-reconstruction filter bank without reconstruc-
tion error (the fifth design in Table 4.1) provides a considerably better performance



26 COSINE-MODULATED FILTER BANKS

Table 4.1: Comparison between filter banks with M = 32 and ρ = 1. Boldface
numbers indicate those parameters that have been fixed in the optimization

Criterion K N δ1 δ2 E∞ E2

Least 8 511 0 0 1.2 · 10−3 7.4 · 10−9

Squared −∞ dB −58 dB

Minimax 8 511 0 0 2.3 · 10−4 7.5 · 10−8

−∞ dB −73 dB

Least 8 511 10
−4 2.3 · 10−6 1.0 · 10−5 5.6 · 10−13

Squared −113 dB −100 dB

Minimax 8 511 10
−4 1.1 · 10−5 5.1 · 10−6 3.8 · 10−11

−99 dB −106 dB

Least 8 511 0 9.1 · 10−5 4.5 · 10−4 5.4 · 10−10

Squared −81 dB −67 dB

Least 8 511 10
−2 5.3 · 10−7 2.4 · 10−6 4.5 · 10−14

Squared −126 dB −112 dB

Least 6 383 10
−3

0.00001 1.7 · 10−4 8.8 · 10−10

Squared −100 dB −75 dB

Least 5 319 10
−2

0.0001 8.4 · 10−4 2.7 · 10−9

Squared −80 dB −62 dB

than the perfect-reconstruction filter bank, as can be seen by comparing Figs. 4.5
and 4.7.

By comparing Figs. 4.5 and 4.8 as well as comparing the first and sixth designs
in Table 4.1, it is seen that the performance of the nearly perfect-reconstruction
filter bank significantly improves when a higher reconstruction error is allowed.

For the last two designs in Table 4.1, the orders of the prototype filters are de-
creased and they have been optimized subject to the given reconstruction and alias-
ing errors. Some of the characteristics of these designs are depicted Figs. 4.9 and
4.10. When comparing with the first perfect-reconstruction design of Table 4.1 (see
also Fig. 4.5), it is observed that the same or even better filter bank performances
can be achieved with lower orders when small errors are allowed.
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Figure 4.5: Perfect-reconstruction filter bank of M = 32 filters of length N + 1 =
512 for ρ = 1. The least-mean-square error design has been used.
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Figure 4.6: Filter bank of M = 32 filters of length N + 1 = 512 for ρ = 1 and
δ1 = 0.0001. The least-mean-square error design has been used.
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Figure 4.7: Filter bank of M = 32 filters of length N+1 = 512 for ρ = 1 and δ1 = 0.
The least-mean-square error design has been used.
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Figure 4.8: Filter bank of M = 32 filters of length N + 1 = 512 for ρ = 1 and
δ1 = 0.01. The least-mean-square error design has been used.
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Figure 4.9: Filter bank of M = 32 filters of length N+1 = 384 for ρ = 1, δ1 = 0.001,
and δ2 = 0.00001. The least-mean-square error design has been used.



32 COSINE-MODULATED FILTER BANKS

           
−150

−100

−50

0

A
m

pl
itu

de
 in

 d
B

Angular Frequency ω

Prototype Filter

0 0.1π 0.2π 0.3π 0.4π 0.5π 0.6π 0.7π 0.8π 0.9π  π 

           
−150

−100

−50

0

Filter Bank

A
m

pl
itu

de
 in

 d
B

Angular Frequency ω
0 0.1π 0.2π 0.3π 0.4π 0.5π 0.6π 0.7π 0.8π 0.9π  π 

           
−0.01

−0.005

0

0.005

0.01

A
m

pl
itu

de

Angular Frequency ω

Amplitude Error T0(z)−z−N

0 0.1π 0.2π 0.3π 0.4π 0.5π 0.6π 0.7π 0.8π 0.9π  π 

           
0

0.2

0.4

0.6

0.8

1
x 10

−4

A
m

pl
itu

de

Angular Frequency ω

Worst−Case Aliased Term Tm(z)

0 0.1π 0.2π 0.3π 0.4π 0.5π 0.6π 0.7π 0.8π 0.9π  π 

Figure 4.10: Filter bank of M = 32 filters of length N+1 = 320 for ρ = 1, δ1 = 0.01,
and δ2 = 0.0001. The least-mean-square error design has been used.



Chapter 5

Design of Approximately Linear
Phase Recursive Digital Filters

ONE of the most difficult problems in digital filter synthesis is the simulta-
neous optimization of the phase and amplitude responses of recursive digital

filters. This is because the phase of recursive filters is inherently nonlinear and,
therefore, the amplitude selectivity and phase linearity are conflicting requirements.
This chapter shows how the two-step approach of Chapter 3 can be applied in a sys-
tematic manner for minimizing the maximum passband phase deviation of recursive
filters of two kinds from a linear phase subject to the given amplitude criteria [131].
Furthermore, the benefits of the resulting recursive filters over their FIR equivalents
are illustrated by means of several examples.

5.1 Background

The most straightforward approach to arrive at a recursive filter having simultane-
ously a selective amplitude response and an approximately linear phase response in
the passband region is to generate the filter in two steps. First, a filter with the de-
sired amplitude response is designed. Then, the phase response of this filter is made
approximately linear in the passband by cascading it with an all-pass phase equal-
izer [100]. The main drawback in this approach is that the phase response of the
amplitude-selective filter is usually very nonlinear and, therefore, a very high-order
phase equalizer is needed in order to make the phase response of the overall filter
very linear.

Therefore, it has turned out [32,44,49,59,61,131] to be more beneficial to imple-
ment an approximately linear phase recursive filter directly without using a separate
phase equalizer. In the design techniques described in [32, 44, 49, 59, 61, 131], it has
been observed that in order to simultaneously achieve a selective amplitude response
and an approximately linear phase performance in the passband, it is required that
some zeros of the filter be located outside the unit circle.

This chapter considers the design of approximately linear phase recursive fil-
ters being implementable either in a conventional cascade form or as a parallel

33
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Figure 5.1: A typical pole-zero plot for an approximately linear phase recursive fil-
ter being realizable in a cascade form and the decomposition of this filter into a
minimum-phase filter and an all-pass phase equalizer.

connection of two all-pass filters (lattice wave digital filters [25, 34, 91]). The selec-
tion among these two realizations depends on the practical implementation form.
Cascade-form filters are usually implementable with a shorter code length in signal
processors having several bits for both the coefficient and data representations. For
VLSI implementations, in turn, lattice wave digital filters are preferred because of
their lower coefficient sensitivity and lower output noise due to the multiplication
roundoff errors.

In the case of a conventional cascade-form realization, the filter with an approx-
imately linear phase in the passband is characterized by the fact that some zeros of
the lowpass filter with transfer function of the form

H(z) = γ
N∏

k=1

(1− αkz
−1)

/
N∏

k=1

(1− βkz
−1) (5.1)

lie outside the unit circle, as illustrated in Fig. 5.1(a). This figure gives a typical
pole-zero plot for such a filter. Therefore, the overall filter is not a minimum-phase
filter. However, the overall filter can be decomposed into a minimum-phase filter
and an all-pass phase equalizer, as shown in Figs. 5.1(b) and 5.1(c), respectively.
This decomposition will be used later on in this chapter for finding an initial filter
for further optimization. Note that the poles of the all-pass filter cancel the zeros of
the minimum-phase filter being located inside the unit circle, whereas the zeros of
the all-pass filter generate those zeros of the overall filter that lie outside the unit
circle.

In the case of a parallel connection of two all-pass filters, the transfer function
is in the lowpass case of the form

H(z) =
1

2
[A(z) +B(z)], (5.2a)
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Figure 5.2: A typical pole-zero plot for an approximately linear phase recursive filter
being realizable as a parallel connection of two all-pass filters and the decomposition
of this filter into a minimum-phase filter and an all-pass phase equalizer.

where

A(z) =

NA∏

k=1

−β(A)
k + z−1

1− β
(A)
k z−1

; B(z) =

NB∏

k=1

−β(B)
k + z−1

1− β
(B)
k z−1

(5.2b)

are stable all-pass filters of orders NA and NB, respectively. It is required that NA =
NB − 1 or NA = NB + 1, so that the overall filter order N = NA +NB is odd. This
filter is completely characterized by the poles of A(z) and B(z). If H(z) is desired
to be determined in the form of Eq. (5.1) in a design technique, as will be done later
in this chapter, then the following two conditions have to be satisfied in order for
H(z) be realizable in the form of Eq. (5.2) [107]:

1) Condition A: The numerator of H(z) is a linear-phase FIR filter that is of
even length N + 1 and possesses a symmetric impulse response.

2) Condition B: For the high-pass complementary filter G(z) = 1
2
[A(z) − B(z)]

satisfying H(z)H(1/z)+G(z)G(1/z) = 1, the numerator is a linear-phase FIR filter
that is of even length N + 1 and possesses an antisymmetric impulse response.

The first condition implies that if H(z) has a real zero or a complex-conjugate
zero pair outside the unit circle, then it possesses also a reciprocal real zero or a
reciprocal complex-conjugate zero pair inside the unit circle. Figure 5.2(a) shows
a typical pole-zero plot for an approximately linear phase filter being realizable
as a parallel connection of two all-pass filters. The main difference compared to
Fig. 5.1(a) is that now the off-the-unit-circle zeros occur in reciprocal pairs. Also
in this case, the overall filter can be decomposed into a minimum-phase filter and
a phase equalizer, as shown in Figs. 5.2(b) and 5.2(c), respectively. Note that the
minimum-phase filter has now double zeros inside the unit circle.

The basic advantage of the filters shown in Figs. 5.1 and 5.2 is that the poles of
the phase equalizer cancel the zeros of the minimum-phase filters that are located
exactly at the same points. This reduces the overall filter order. For the parallel
realization, the poles of the all-pass filter cancel only one each of the double zeros.
When the phase of an amplitude-selective filter is equalized by using an all-pass fil-
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ter, this cancellation does not take place and, consequently, the overall filter order
becomes higher than in the above-mentioned decompositions.

This chapter shows how to design in a systematic manner selective lowpass re-
cursive filters with an approximately linear phase using the two-step procedure of
Chapter 3. In the first step, we utilize the decompositions of Figs. 5.1 and 5.2 and
a suboptimal filter is designed iteratively until achieving the desired pole-zero can-
cellation as proposed in [32, 61, 131]. For performing the first step, a very efficient
synthesis method described in [131] is used. The second step is carried out by using
the Dutta-Vidyasagar algorithm described in Subsection 3.2.1. Several examples are
included illustrating the superiority of the optimized filters over their linear-phase
FIR equivalents especially in narrow-band cases.

5.2 Statement of the Approximation Problems

Before stating the approximation problems, we denote the transfer function of the
filter by H(Φ, z), where Φ is the adjustable parameter vector. For the cascade-form
realization,

Φ = [γ, α1, . . . , αN , β1, . . . , βN ] (5.3)

and for the parallel-form realization,

Φ = [β
(A)
1 , . . . , β

(A)
NA
, β

(B)
1 , . . . , β

(B)
NB

]. (5.4)

Furthermore, we denote by argH(Φ, ejω) the unwrapped phase response of the filter.
We state the following two approximation problems:
Approximation Problem I: Given ωp, ωs, δp, and δs, as well as the filter order

N , find Φ and ψ, the slope of a linear phase response, to minimize

∆ = max
0≤ω≤ωp

| argH(Φ, ejω)− ψω| (5.5a)

subject to

1− δp ≤ |H(Φ, ejω)| ≤ 1 for ω ∈ [0, ωp], (5.5b)

|H(Φ, ejω)| ≤ δs for ω ∈ [ωs, π], (5.5c)

and

|H(Φ, ejω)| ≤ 1 for ω ∈ (ωp, ωs). (5.5d)

Approximation Problem II: Given ωp, ωs, δp, and δs, as well as the filter order
N , find Φ and ψ to minimize ∆ as given by Eq. (5.5a) subject to the conditions of
Eqs. (5.5b) and (5.5c) and

d|H(Φ, ejω)|
dω

≤ 0 for ω ∈ (ωp, ωs). (5.5e)
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In the above approximation problems, the maximum deviation of the phase re-
sponse from a linear phase response φave(ω) = ψω is desired to be minimized subject
to the given amplitude specifications. Note that ψ is also an adjustable parameter.
In Approximation Problem I, it is required that the maximum value of the amplitude
response be restricted to be unity in the transition band, whereas in Approximation
Problem II, the amplitude response is forced to be monotonically decreasing in the
transition band.

Whether to use Approximation Problem I or II depends strongly on the ap-
plication. If the input-signal components within the filter transition band are not
significant, then Approximation Problem I can be used. In this case, the transition
band components are not amplified. In the opposite case, some attenuation in the
transition band is required, and a monotonically decreasing amplitude response in
this band is an appropriate selection.

5.3 Algorithms for Finding Initial Filters

This section describes efficient algorithms for generating good initial filters for fur-
ther optimization. In these algorithms, Candidate I and Candidate II filters denote
initial filters for Approximation Problems I and II, respectively.

5.3.1 Cascade-Form Filters

For the cascade-form realization, good initial filters can be found by using iteratively
the following five-step procedure:

Step 1: Determine the minimum order of an elliptic filter to meet the given ampli-
tude criteria. Denote the minimum order by Nmin and set k = 1. Then,
design an elliptic filter transfer function H

(k)
min(z) such that it satisfies

Condition 1: |H (k)
min(e

jω)| oscillates in the stopband [ωs, π] between δs and 0 achiev-
ing these values at Nmin + 1 points such that the value at ω = ωs is
δs. Here, δs is the specified stopband ripple.

Condition 2: |H (k)
min(e

jω)| oscillates in the interval [0,Ω
(k)
p ] (Ω

(k)
p ≥ ωp) between 1

and 1 − δ
(k)
p achieving these values at Nmin + 1 points such that the

value at ω = Ω
(k)
p is 1− δ

(k)
p . For Candidate I, δ

(k)
p = δp with δp being

the specified passband ripple, whereas the passband region [0,Ω
(k)
p ] is

the widest possible to still meet the given stopband requirements. For
Candidate II, Ω

(k)
p = ωp with ωp being the specified passband edge,
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whereas δ
(k)
p is the smallest passband ripple to still meet the given

stopband criteria.1

Step 2: Cascade H
(k)
min(z) with a stable all-pass equalizer with a transfer function

H
(k)
all (z) of order Nall. Determine the adjustable parameters of H

(k)
all (z) and

ψ(k) such that the maximum deviation of arg[H
(k)
all (ejω)H

(k)
min(e

jω)] from the
average slope φave(ω) = ψ(k)ω is minimized in the specified passband region

[0, ωp]. Let the poles of the all-pass filter be located at z = z
(k)
1 , z

(k)
2 , . . . , z

(k)
Nall

.

Step 3: Set k = k + 1. Then, design a minimum-phase filter transfer func-
tion H

(k)
min(z) of order Nmin + Nall such that it has Nall fixed zeros at

z = z
(k−1)
1 , z

(k−1)
2 , . . . , z

(k−1)
Nall

and it satisfies Condition 1 of Step 1 with the
same number of extremal points, that is, Nmin + 1, and Condition 2 of Step
1 with Nmin +Nall + 1 extremal points, instead of Nmin + 1 points.

Step 4: Like at Step 2, cascade H
(k)
min(z) with a stable all-pass filter transfer func-

tion H
(k)
all (z) of order Nall and determine its adjustable parameters and

ψ(k) such that the maximum of | arg[H
(k)
all (ejω)H

(k)
min(e

jω)] − ψ(k)ω| is min-
imized in [0, ωp]. Let the poles of the all-pass filter be located at z =

z
(k)
1 , z

(k)
2 , . . . , z

(k)
Nall

.

Step 5: If |z(k)
l − z

(k−1)
l | ≤ ε for l = 1, 2, . . . , Nall (ε is a small positive number2),

then stop. In this case, the zeros of the minimum-phase filter being lo-
cated inside the unit circle and the poles of the all-pass equalizer coincide
(see Fig. 5.1), reducing the overall order of H(z) = H

(k)
min(z)H

(k)
all (z) from

Nmin + 2Nall to Nmin + Nall. This filter is the desired initial filter with ap-
proximately linear-phase characteristics. Otherwise, go to Step 3.

5.3.2 Parallel-Form Filters

When designing initial filters for the parallel connection of two all-pass filters, only
Steps 3 and 5 need to be modified. The basic modification of Step 3 is that the
minimum-phase filter is now of order Nmin + 2Nall and it possesses double zeros at
z = z

(k)
1 , z

(k)
2 , . . . , z

(k)
Nall

(see Fig. 5.2). Consequently, Condition 2 of Step 1 should
be satisfied with Nmin + 2Nall + 1 extremal points. In the case of Step 5, the al-
gorithm is terminated when the double zeros of the minimum-phase filter being

1The amplitude response of this filter, as well as that of the corresponding filter obtained at
Step 3, automatically has a monotonically decreasing amplitude response in the transition band.
This behavior is needed for the initial filter to be used for further optimization in the case of Ap-
proximation Problem II. Similarly, the Candidate I filter satisfies the transition band restriction of
Approximation Problem I.

2A proper value of ε depends on the passband bandwidth of the filter. In the case of Example
1 to be considered in Section 5.5, ε = 10−6 is a good selection. For filters with a very narrow
passband bandwidth, a lower value should be used since the radii of the poles and zeros being
located approximately at the same point increase.
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located inside the unit circle and the poles of the all-pass phase equalizer coin-
cide (see Fig. 5.2). This reduces the overall order of H(z) = H

(k)
min(z)H

(k)
all (z) from

Nmin + 3Nall to Nmin + 2Nall. The third modification is that Nmin should be an odd
number in the lowpass case.

The resulting H(z) automatically satisfies Conditions A and B given in Sec-
tion 5.1, thereby guaranteeing that it is implementable as a parallel connection of
two all-pass filters.3 This is based on the following facts. Condition A is satis-
fied since the numerator of H(z) possesses one zero at z = −1 (Nmin is odd), Nall

reciprocal zero pairs off the unit circle, and (Nmin − 1)/2 complex-conjugate zero
pairs on the unit circle. Therefore, the numerator of H(z) is a linear-phase FIR
filter with a symmetric impulse response of even length Nmin + 2Nall + 1, as is de-
sired. Due to facts that Nmin is odd and H(z) satisfies Condition 2 of Step 1, with
Nmin + 2Nall + 1 extremal points, |H(ejω)| achieves the value of unity at ω = 0 and
at (Nmin − 1)/2 +Nall other angular frequencies ωl in the passband. Therefore, the
numerator of the power-complementary transfer function G(z) contains one zero at
z = 1 and complex-conjugate zero pairs on the unit circle at z = exp (±jωl) for
l = 1, 2, . . . , (Nmin−1)/2+Nall. Hence, the numerator of G(z) is a linear-phase FIR
filter with an antisymmetric impulse response of even length Nmin + 2Nall + 1, as is
required by Condition B.

5.3.3 Subalgorithms

Steps 1 and 3 can be performed very fast by applying the algorithm described in the
Appendix in [131]. For designing the phase equalizer at Steps 2 and 4, we have used
the Dutta-Vidyasagar algorithm described in Subsection 3.2.1. In order to use this
algorithm, the passband region is discretized into the frequency points ωi ∈ [0, ωp],
i = 1, 2, . . . , Ip. The resulting discrete optimization problem is then to find the ad-
justable parameter vector Φ containing the Nall poles of the all-pass filter transfer
function H

(k)
all (z) as well as ψ(k) to minimize

ρ(Φ, ψ(k)) = max
1≤i≤Ip

{ei(Φ, ψ
(k))}, (5.6a)

where for i = 1, 2, . . . , Ip

ei(Φ, ψ
(k)) = | arg[H

(k)
all (ejωi)H

(k)
min(e

jωi)]− ψ(k)ωi|. (5.6b)

3After knowing the poles of the filter, the problem is to implement the overall transfer function
as H(z) = [A(z) + B(z)]/2 in such a way that the poles are properly shared with the all-pass sec-
tions A(z) and B(z). If the poles are distributed in the lowpass case in a regular manner, A(z) can
be selected to realize the real pole, the second innermost complex-conjugate pole pair, the fourth
innermost complex-conjugate pole pair and so on, whereas B(z) realizes the remaining poles [34].
For a very complicated pole distribution, the procedure described in [107] can be used for sharing
the poles between A(z) and B(z).
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5.4 Further Optimization

The Dutta-Vidyasagar algorithm can be applied in a straightforward manner to fur-
ther reducing the phase error of the initial filter. In order to use this algorithm for
solving Approximation Problem I, we discretize the passband, the transition band,
and the stopband regions into the frequency points ωi ∈ [0, ωp], i = 1, 2, . . . , Ip,
ωi ∈ (ωp, ωs), i = Ip +1, . . . , Ip + It, and ωi ∈ [ωs, π], i = Ip + It +1, . . . , Ip + It + Is.
The resulting discrete minimax problem is to find Φ and ψ to minimize

∆ = max
1≤i≤Ip

fi(Φ, ψ) (5.7a)

subject to

gi(Φ, ψ) ≤ 0 for i = 1, 2, . . . , Ip + It + Is , (5.7b)

where

fi(Φ, ψ) = | argH(Φ, ejωi)− ψωi| for i = 1, 2, . . . , Ip (5.7c)

and

gi(Φ, ψ) =





∣∣|H(Φ, ejωi)| − (1− δp

2
)
∣∣− δp

2
, i = 1, 2, . . . , Ip

|H(Φ, ejωi)| − 1, i = Ip + 1, . . . , Ip + It

|H(Φ, ejωi)| − δs, i = Ip + It + 1, . . . , Ip + It + Is.

(5.7d)

For Approximation Problem II, the gi(Φ, ψ)’s for i = Ip + 1, . . . , Ip + It are re-
placed by

gi(Φ, ψ) = G(Φ, ejωi), (5.8a)

where

G(Φ, ejω) =
d|H(Φ, ejω)|

dω
. (5.8b)

Another alternative is to give them as follow:

gi(Φ, ψ) = |H(Φ, ejωi)| − |H(Φ, ejωi−1)|, (5.9)

guaranteeing that the amplitude response is monotonically decreasing at the grid
points selected in the transition band.

5.5 Numerical Examples

This section shows, by means of examples, the efficiency and flexibility of the pro-
posed design techniques as well as the superiority of the resulting optimized approx-
imately linear phase recursive filters over their linear-phase FIR equivalents. More
examples can be found in [129].
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Figure 5.3: Amplitude and phase responses for the initial filter (dashed line) and
the optimized filter (solid line) for the cascade-form realization in Approximation
Problem I.

5.5.1 Example 1

The filter specifications are: ωp = 0.05π, ωs = 0.1π, δp = 0.0228 (0.2-dB passband
variation), and δs = 10−3 (60-dB stopband attenuation). The minimum order of an
elliptic filter to meet these criteria is five. In the case of the cascade-form realiza-
tion, good phase performances in the passband region are achieved by increasing the
filter order by two (to seven). Figures 5.3 and 5.4 show the amplitude and phase re-
sponses for the initial filters and the optimized filters for Approximation Problems I
and II, respectively, whereas Fig. 5.1(a) shows the pole-zero plot for the initial filter
for Approximation Problem I. Some of the filter characteristics are summarized in
Table 5.1. In addition to the zero and pole locations as well as the scaling constant
γ [cf. Eq. (5.1)], the average phase slope φave(ω) = ψω in the passband as well as
the maximum phase deviation from this curve in degrees are shown in this table.4

It can be observed that the further optimization considerably reduces the phase
error and, as can be expected, the error is smaller for the optimized filter in Ap-
proximation Problem I. For the optimized filters, the phase error becomes practically

4It has been observed that by minimizing the phase deviation, the group delay variation around
the passband average is at the same time approximately minimized. Another advantage of using
the phase deviation as a measure of goodness of the phase approximation lies in the fact that if
the passband and stopband edges of a filter are divided by the same number and for the optimized
filters the phase errors are similar, then the phase performances of these two filters can be regarded
to be equally good. This will be illustrated by Example 2.
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Figure 5.4: Amplitude and phase responses for the initial filter (dashed line) and
the optimized filter (solid line) for the cascade-form realization in Approximation
Problem II.

negligible by increasing the filter order just by two. Therefore, there is no need to
further increase the filter order.

In the case of the parallel connection of two all-pass filters, excellent phase per-
formances are obtained by increasing the filter order from five to nine. Figures 5.5
and 5.6 show the amplitude and phase responses for the initial filters and the opti-
mized filters for Approximation Problems I and II, respectively, whereas Fig. 5.2(a)
shows the pole-zero plot for the initial filter for Approximation Problem I. Some
characteristics of these four filters are summarized in Table 5.2.5 The same observa-
tions as for the cascade-form realization can be made. For the parallel connection,
the phase errors are smaller due to a larger increase in the overall filter order.

The minimum order of a linear-phase FIR filter to meet the same amplitude cri-
teria is 107, requiring 107 delay elements and 54 multipliers when exploiting the
coefficient symmetry. The corresponding wave lattice filter of order nine is imple-
mentable by using only nine delays and nine multipliers [25, 34, 91]. The delay of
the linear-phase FIR equivalent is 53.5 samples, whereas for the proposed recursive
filters the delay is smaller, as can be seen from Tables 5.1 and 5.2.

5In this table, the pole and zero locations, as well as the scaling constant, are given as for the
cascade-form realization in order to emphasize the zero locations. In the practical implementation,
one of the all-pass sections realizes the real pole, the second innermost pole pair, and the fourth
innermost pole pair, whereas the second all-pass filter realizes the remaining pole pairs.
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Figure 5.5: Amplitude and phase responses for the initial filter (dashed line) and
the optimized filter (solid line) for the parallel connection of two all-pass filters in
Approximation Problem I.
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Figure 5.6: Amplitude and phase responses for the initial filter (dashed line) and
the optimized filter (solid line) for the parallel connection of two all-pass filters in
Approximation Problem II.
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Table 5.1: Some characteristics for the cascade-form filters of Example 1

Approximation Problem I: Initial Filter

φave(ω) = −44.844691ω ∆ = 1.07134958 degrees

γ = 5.5746038 · 10−4

Pole Locations: Zero Locations:
0.94259913 −1.00000000

0.94744290 exp(±j0.02578619π) 1.11625645 exp(±j0.02276191π)
0.95792167 exp(±j0.04960331π) 1.00000000 exp(±j0.10365367π)
0.98534890 exp(±j0.06333788π) 1.00000000 exp(±j0.15191514π)

Approximation Problem I: Optimized Filter

φave(ω) = −47.058896ω ∆ = 0.28591762 degrees

γ = 6.1544227 · 10−4

Pole Locations: Zero Locations:
0.93250961 −0.88224205

0.93372619 exp(±j0.02364935π) 1.10469004 exp(±j0.02182439π)
0.94863891 exp(±j0.04405200π) 0.99892340 exp(±j0.10395934π)
0.98306166 exp(±j0.05922065π) 0.99009291 exp(±j0.15551431π)

Approximation Problem II: Initial Filter

φave(ω) = −49.836122ω ∆ = 1.46126328 degrees

γ = 5.8848548 · 10−4

Pole Locations: Zero Locations:
0.92232131 −1.00000000

0.93570263 exp(±j0.02149506π) 1.09178860 exp(±j0.02120304π)
0.94197922 exp(±j0.04229640π) 1.00000000 exp(±j0.10416179π)
0.97889580 exp(±j0.05595920π) 1.00000000 exp(±j0.15780807π)

Approximation Problem II: Optimized Filter

φave(ω) = −47.558734ω ∆ = 0.49831219 degrees

γ = 6.3230785 · 10−4

Pole Locations: Zero Locations:
0.93542431 −0.83671079

0.93715536 exp(±j0.02410709π) 1.10155821 exp(±j0.02171602π)
0.94848758 exp(±j0.04476666π) 0.99897232 exp(±j0.10395156π)
0.98139390 exp(±j0.05911262π) 0.99153409 exp(±j0.15541667π)

5.5.2 Example 2

The specifications are the same as in Example 1 except that the passband and
stopband edges are divided by five, that is, ωp = 0.01π and ωs = 0.02π. Fig-
ure 5.7 shows the amplitude and phase responses for the optimized cascade-form
and parallel-form realizations in Approximation Problem I. The filter orders are
the same as in Example 1. For the cascade-form and parallel-form filters, ∆ =
0.304 947 65 degrees and φave(ω) = −235.742 76ω; and ∆ = 0.098 114 381 degrees
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Table 5.2: Some characteristics for the parallel-form filters of Example 1

Approximation Problem I: Initial Filter

φave(ω) = −40.384179ω ∆ = 0.77224193 degrees

γ = 4.9737264 · 10−4

Pole Locations: Zero Locations:
0.95281845 −1.00000000

0.95400281 exp(±j0.02149253π) 1.14588962 exp(±j0.02374703π)
0.95515809 exp(±j0.04268776π) 0.87268440 exp(±j0.02374703π)
0.96701405 exp(±j0.06222002π) 1.00000000 exp(±j0.10274720π)
0.98889037 exp(±j0.07255183π) 1.00000000 exp(±j0.13980046π)

Approximation Problem I: Optimized Filter

φave(ω) = −40.380976ω ∆ = 0.093998740 degrees

γ = 4.9584076 · 10−4

Pole Locations: Zero Locations:
0.93884355 −1.00000000

0.94019623 exp(±j0.01990415π) 1.15385004 exp(±j0.02257140π)
0.94572416 exp(±j0.03930393π) 0.86666375 exp(±j0.02257140π)
0.96261396 exp(±j0.05987200π) 1.00000000 exp(±j0.10291368π)
0.98706672 exp(±j0.07033312π) 1.00000000 exp(±j0.14188374π)

Approximation Problem II: Initial Filter

φave(ω) = −47.633016ω ∆ = 0.93893412 degrees

γ = 5.7199166 · 10−4

Pole Locations: Zero Locations:
0.92355547 −1.00000000

0.93295052 exp(±j0.01674544π) 1.10253033 exp(±j0.02169563π)
0.93399165 exp(±j0.02993278π) 0.90700453 exp(±j0.02169563π)
0.94243024 exp(±j0.04768063π) 1.00000000 exp(±j0.10388928π)
0.97884013 exp(±j0.05870589π) 1.00000000 exp(±j0.15445551π)

Approximation Problem II: Optimized Filter

φave(ω) = −42.923013ω ∆ = 0.27404701 degrees

γ = 5.2027545 · 10−4

Pole Locations: Zero Locations:
0.94645611 −1.00000000

0.94596287 exp(±j0.02039251π) 1.13375315 exp(±j0.02195365π)
0.94520418 exp(±j0.03925109π) 0.88202622 exp(±j0.02195365π)
0.95275023 exp(±j0.05889096π) 1.00000000 exp(±j0.10317712π)
0.97948758 exp(±j0.06612600π) 1.00000000 exp(±j0.14519421π)

and φave(ω) = −202.426 00ω, respectively. When comparing these values with the
corresponding values in Tables 5.1 and 5.2 and Fig. 5.7 with Figs. 5.3 and 5.5, the
following observations can be made. The performances of the filters of Example 1
and 2 are practically the same in the passband region, in the transition band, and
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Figure 5.7: Amplitude and phase responses for the optimized filters of Example 2
in Approximation Problem I. The dashed and solid lines show the responses for the
cascade-form and parallel-form filters, respectively.

in the beginning of the stopband. The phase errors are approximately the same,
whereas the slope of the average linear phase is in Example 2 very accurately five
times that of Example 1, making the delay five times longer, as can be expected.

5.5.3 Basic Properties of the Proposed Filters

The above observations have been experimentally verified to be valid for the initial
and optimized filters in the two approximation problems for both the cascade-form
and parallel-form realizations. That is, as the passband and stopband edges are di-
vided by the same number Λ, the resulting initial and optimized filters of the same
order have approximately the same phase errors as the original filters. Further-
more, the average phase slopes or the delays are Λ times those of the original ones.
For the corresponding linear-phase FIR filters, the order becomes approximately Λ
times that of the original one. This shows that the proposed optimized filters be-
come in very narrow band cases very attractive compared to their linear-phase FIR
equivalents, in terms of the number of multipliers, adders, and delay elements.



Chapter 6

Modified Farrow Structure with
an Adjustable Fractional Delay

IN various DSP applications, there is a need for a delay that is a fraction of
the sampling interval. Furthermore, it is often desired that the delay value is

adjustable during the computation. These applications include, e.g., echo cancella-
tion, phased array antenna systems, time delay estimation, timing adjustment in all-
digital receivers, and speech coding and synthesis. There exist two basic approaches
to constructing such systems using FIR filters. The first one is to optimize several
FIR filters for various values of the fractional delay. Another, computationally more
efficient technique, is to use the Farrow structure [24] or the modified Farrow struc-
ture introduced by Vesma and Saramäki in [136]. Both of these structures consist of
several parallel fixed FIR filters. The desired fractional delay is achieved by prop-
erly multiplying the outputs of these filters with quantities depending directly on
the value of the fractional delay [24, 33, 57, 136, 137].

This chapter shows how to optimize, with the aid of the two-step procedure de-
scribed in Chapter 3, the parameters of the modified Farrow structure to generate an
efficient implementation for an FIR filter with an adjustable fractional delay [137].
The modified structure contains a given number of fixed linear-phase FIR filters of
the same even length. The attractive feature of this structure is that the fractional
delay can take any value between zero and one sampling interval just by chang-
ing one adjustable parameter. Another attractive feature is that the (even) lengths
of the fixed FIR filters as well as the number of filters can be arbitrarily selected.
In addition to describing the optimization algorithm, some special features of the
proposed structure are discussed.

6.1 Proposed Filter Structure

The proposed structure with an adjustable fractional delay µ is depicted in Fig. 6.1
[137]. It consists of L+ 1 parallel FIR filters with transfer functions of the form

Gl(z) =

N−1∑

n=0

gl(n)z−n for l = 0, 1, . . . , L, (6.1)

47
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y(n)

--2

G0(z)G1(z)GL(z)

x(n)

G2(z)

1

µ

Figure 6.1: The modified Farrow structure with an adjustable fractional delay µ.

where N is an even integer. The impulse-response coefficients gl(n) for n =
0, 1, . . . , N/2− 1 fulfill the following symmetry conditions:

gl(n) =

{
gl(N − 1− n) for l even

−gl(N − 1− n) for l odd.
(6.2)

After optimizing the above impulse-response coefficients in the manner to be de-
scribed later on, the role of the adjustable parameter µ in Fig. 6.1 is to generate
the delay equal to N/2 − 1 + µ in the given passband region. This parameter can
be varied between zero and unity. The desired delay can be obtained by multiply-
ing the output of Gl(z) by (1− 2µ)l for l = 0, 1, . . . , L. For the given value µ, the
overall transfer function is thus expressible as

H(Φ, z, µ) =

N−1∑

n=0

h(Φ, n, µ)z−n, (6.3a)

where

h(Φ, n, µ) =

L∑

l=0

gl(n)(1− 2µ)l (6.3b)

and Φ is the adjustable parameter vector given by

Φ =
[
g0(0), g0(1), . . . , g0(N/2− 1), g1(0), g1(1), . . . ,

g1(N/2− 1), . . . , gL(0), gL(1), . . . , gL(N/2− 1)
]
. (6.3c)

The frequency, amplitude, and phase delay responses of the structure of Fig. 6.1
are given by

H(Φ, ejω, µ) =

N−1∑

n=0

h(Φ, n, µ)e−jωn, (6.4a)

|H(Φ, ejω, µ)| =
∣∣∣
N−1∑

n=0

h(Φ, n, µ)e−jωn
∣∣∣, (6.4b)
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and

τp(Φ, ω, µ) = −arg(H(Φ, ejω, µ))/ω, (6.4c)

respectively.

The original Farrow structure [24] can equally well be used for the same purpose.
The main modifications are that the output of Gl(z) is multiplied by (1− µ)l and
the Gl(z)’s are no longer linear-phase transfer functions. The equation to translate
the coefficients of the original structure denoted by ĝl(n) to the coefficients of the
modified structure denoted by gl(n) is given by [137]

gl(n) =

L∑

k=l

(1/2)k

(
k

l

)
ĝk(n) (6.5)

for n = 0, 1, . . . , N − 1 and l = 0, 1, . . . , L. Therefore, the coefficient symmetries
cannot be exploited. For the modified structure, the overall number of multipliers
can be reduced to N(L + 1)/2 + L when utilizing the symmetries of Eq. (6.2).

6.2 Optimization Problem

This section gives the optimization problem for the proposed overall system with an
adjustable fractional delay. Furthermore, it shows that given N and the passband
region, there exists the lowest achievable amplitude distortion independent of L.

6.2.1 Statement of the Problem

If the frequency band of interest is

Ωp = [0, ωp], ωp < π, (6.6)

then the design problem is to determine the parameter vector Φ such that for each
value of µ within 0 ≤ µ < 1, the amplitude response |H(Φ, ejω, µ)|, as given by
Eq. (6.4b), approximates unity on Ωp and the phase delay τp(Φ, ω, µ), as given by
Eq. (6.4c), approximates N/2−1+µ. We state the following optimization problem:

Optimization Problem: Given L, N , Ωp, and ε, find the adjustable parameter
vector Φ to minimize

δp = max
0≤µ<1

[
max
ω∈Ωp

|τp(Φ, ω, µ)− (N/2− 1 + µ)|
]

(6.7a)

subject to

δa = max
0≤µ<1

[
max
ω∈Ωp

||H(Φ, ejω, µ)| − 1|
]
≤ ε. (6.7b)
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6.2.2 Lower Limit for the Amplitude Distortion

When optimizing the overall system, the following fact should be taken into consid-
eration. Given N and Ωp, there exists the lowest achievable value for δa, denoted
by δlowest, independent of the value of L. This occurs at µ = 1/2. In this case,

h(Φ, n, 1/2) = h(Φ, N − 1− n, 1/2) (6.8)

for n = 0, 1, . . . , N/2− 1, that is, h(Φ, n, 1/2) for n = 0, 1, . . . , N − 1 is the impulse
response of a linear-phase filter which possesses an even symmetry. δlowest can be de-
termined by designing a linear-phase FIR filter with impulse response e(n) of even
length N using the Remez multiple exchange algorithm. Since the filter length is
even, the corresponding amplitude response has a single zero at ω = π. The desired
impulse-response coefficients can be simply determined by using Ωp as the approxi-
mation interval as well as the desired and weight functions being equal to unity in
this interval. The corresponding h(Φ, n, 1/2)’s are given for the worst-case situation
by

h(Φ, n, 1/2) = h(Φ, N − 1− n, 1/2) = e(n) (6.9)

for n = 0, 1, . . . , N/2− 1.

6.3 Optimization Procedure

This section describes an algorithm for finding the optimum solution to the problem
stated in the previous section. In addition, it is shown how good initial values for
the filter parameters can be determined in order to guarantee the convergence of
the algorithm to the optimum solution.

6.3.1 Optimization Algorithm

In order to solve the optimization problem stated in the previous section we dis-
cretize the passband region into the frequency points ωi ∈ [0, ωp], i = 1, 2, . . . , I and
the range 0 ≤ µ ≤ 1/2 into the points µj ∈ [0, 1/2], j = 1, 2, . . . , J .1 In many cases,
I = 20N and J = 100 are good selections to arrive at a very accurate solution. The
resulting discrete minimax problem is to find the adjustable parameter vector Φ to
minimize

δp = max
1≤i≤I,1≤j≤J

fi,j(Φ) (6.10a)

subject to
ci,j(Φ) ≤ 0 for i = 1, 2, . . . , I and j = 1, 2, . . . , J, (6.10b)

where
fi,j(Φ) = |τp(Φ, ωi, µj)− (N/2− 1 + µj)| (6.10c)

1Since for µ and 1− µ the amplitude and phase delay distortions are the same, only the values
of µ in the range [0, 1/2] have to be considered.
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and
ci,j(Φ) = ||H(Φ, ejωi, µj)| − 1| − ε. (6.10d)

Again, the Dutta-Vidyasagar algorithm described in Subsection 3.2.1 is exploited
for solving this problem.

6.3.2 Initial Parameters for Optimization

The convergence of the above algorithm to the optimum solution implies rather good
initial values for the unknown gl(n)’s. For L = 2, good initial values are given by

g0(n) = e(n), g1(n) = α, g2(n) = α− e(n), (6.11)

where α = 0 for n = 0, 1, . . . , N/2 − 2 and α = 1/2 for n = N/2 − 1.2 With these
values, h(Φ, n, 0) is equal to unity for n = N/2− 1 and equal to zero at the remain-
ing values of n. h(Φ, n, 1) is equal to unity for n = N/2 and equal to zero at the
remaining values of n. Furthermore, h(Φ, n, 1/2) = e(n) for n = 0, 1, . . . , N − 1.

For L > 2, the optimum solution can be obtained conveniently by first optimiz-
ing the filter for L = 2. The second step is to optimize the filter for L = 3. A good
starting point filter is obtained by selecting gL(n) = 0 for n = 0, 1, . . . , N/2− 1 and
using for the other unknowns the optimized values obtained for L = 2. Then, the
optimization is performed in the same manner for L = 4. After that, the process is
repeated by gradually increasing L by one until reaching the desired value for δp, as
given by Eq. (6.7a).

6.4 Examples

This section illustrates, by means of examples, the flexibility and effectiveness of the
proposed optimization scheme. It also gives guidelines on how to select N and L in
a proper manner.

6.4.1 Example 1

It is required that Ωp = [0, 0.75π], ε = 0.025, and δp ≤ 0.01. The two lowest
even lengths for a linear-phase FIR filter to give an amplitude response with max-
imum deviation from unity on Ωp being less than ε are N = 8 and N = 10. The
corresponding lowest deviations are 0.0235 and 0.0095.

Table 6.1 gives for N = 8 and N = 10 the optimized values of δp for some val-
ues of L. N = 8 and L = 3 gives an acceptable worst-case phase delay deviation.
The amplitude and phase delay responses of this Farrow structure are depicted in
Fig. 6.2 for µ = 0, 0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9, 1.0.

2When substituting these selections into Eqs. (6.2) and 6.3b yields h(Φ, n, µ) = e(n) +

α(1− 2µ) + [α − e(n)](1− 2µ)
2

for n = 0, 1, . . . , N/2 − 1 and h(Φ, n, µ) = e(n) − α(1− 2µ) +

[α − e(n)](1− 2µ)
2

for n = N/2, N/2 + 1, . . . , N − 1, where α = 1/2 for n = N/2 − 1 and for
n = N/2 and zero at the remaing values of n. Note that g1(n) is antisymmetric.
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Table 6.1: Maximum worst-case phase delay devia-
tions in Example 1 for some values of N and L

L δp (N = 8) δp (N = 10)

2 0.078 09 0.038 25
3 0.004 02 0.001 79
4 0.003 42 0.000 94
5 0.003 24

The following observations can be made based on the results of Table 6.1. For
N = 8, δp decreases very slowly when L is increased. This is due to the fact that
the lowest achievable amplitude deviation of 0.0235 is very close to ε = 0.025. For
N = 10, in turn, δp decreases very fast when L is increased. This shows that if the
given criteria are desired to met by a small value of L, then it is advisable to select
N to be the smallest integer for which the lowest achievable amplitude deviation is
not very close to the given value of ε. Another observation from Table 6.1 is that L
should be larger than 2 in order to provide a small value for δp.

6.4.2 Example 2

It is required that Ωp = [0, 0.9π], ε = 0.01, and δp ≤ 0.001. In this case, the lowest
achievable amplitude deviation forN = 26 is 0.0075 that is not very close to ε = 0.01.
Therefore, N = 26 can be used. The given criteria are met by L = 4. The amplitude
and phase delay responses for µ = 0, 0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9, 1.0
are depicted in Fig. 6.3 for this design.
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Figure 6.2: Amplitude and phase delay responses for a filter of Example 1 (N = 8
and L = 3) for µ = 0, 0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9, 1.0. In the case of
the amplitude response, the dashed line with the value of zero at ω = π; solid line
with a lower value at ω = π; dotted line; dot-dashed line; dashed line with a higher
value at ω = π; and solid line with a higher value at ω = π give the responses for
µ = 0.5; for both µ = 0.4 and µ = 0.6; for both µ = 0.3 and µ = 0.7; for both
µ = 0.2 and µ = 0.8; for both µ = 0.1 and µ = 0.9; and for both µ = 0 and µ = 1.0;
respectively.
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Figure 6.3: Amplitude and phase delay responses for a filter of Example 2 for
µ = 0, 0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9, 1.0. In the case of the ampli-
tude responses, the same line types as in Fig. 6.2 are used.



Chapter 7

Optimization of Pipelined
Recursive Digital Filters

IN general, recursive digital filters require much lower orders to achieve the given
magnitude specifications than their FIR counterparts, especially in cases requir-

ing narrow transition bands. However, the maximum achievable sampling rate in
very large-scale integration (VLSI) implementations of recursive filters is limited by
the ratio between the number of delay elements and the latency of the arithmetic
operations in the critical feedback loop [103]. Hence, there exist two techniques for
increasing the maximal sampling rate. The first one is to increase the number of de-
lay elements in the critical loop, whereas the second one is to decrease the latency
to perform the arithmetic operations in this loop.

Up to now, two methods have been proposed for generating filters with several
delay elements in their recursive loops, namely, transformation techniques [95, 96]
and special filter design techniques with certain constraints on the transfer func-
tion. One attractive approach, belonging to the latter of these methods, is to use
frequency-response-masking techniques [46–48]. In these techniques, the overall fil-
ter is constructed using several subfilters where, instead of a unit delay, a block
delay larger than a unit delay is used as the basic delay element. This chapter con-
centrates on the former of these two methods. In these techniques, the original
transfer function is transformed into a new transfer function by adding several can-
celling pole-zero pairs. The number of cancelling pole-zero pairs depends upon the
transformation technique employed.

This chapter shows how to optimize, with the aid of the two-step procedure
described in Chapter 3, the magnitude response of the pipelined recursive filters ob-
tained using the transformation techniques [12,20,45,54,58,64,69,76,95–97,125,138].
As a first step, a pipelined recursive filter is determined by using one of these tech-
niques. Then this filter is used as a start-up solution for the second step, where
the magnitude response is further improved using one of the nonlinear optimization
techniques described in Chapter 3. The ability of improving the magnitude response
lies in the fact that by separating the cancelling pole-zero pairs gives extra degrees of
freedom [146]. The additional design margin can be allocated, e.g., for maximizing

55
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the stopband attenuation. Alternatively, it is possible to minimize the radius of the
outermost pole, resulting in a smaller output roundoff noise due to multiplication
errors. In addition, the proposed approach does not rely on the pole-zero cancella-
tion. In finite-wordlength implementations, the inexact pole-zero cancellation will
lead to errors in the realized spectrum and a time-variant behavior [4, 43, 93].

Furthermore, this chapter describes an algorithm for optimizing the filter coeffi-
cients to be expressible in very simple finite-precision representation forms, thereby
decreasing the latency of the arithmetic operations. This results in a further increase
in the maximal allowable sampling rate. If desired, an excess speed can also be
traded for low power consumption through the use of power-supply voltage-scaling
techniques [11].

7.1 Transformation Techniques

Transformation techniques generating high-speed recursive filters can be broadly
classified into two categories, namely, clustered look-ahead (CLA) [54,69,76,125,138]
and scattered look-ahead (SLA) [64, 93, 94, 138] transformations. The former tech-
nique will generally result in a lower computational complexity. It can be applied
only for generating direct-form structures that generally share some poor finite-
wordlength properties, such as a reasonably high coefficient sensitivity and a high
output roundoff noise. In addition, the inexact pole-zero cancellation may increase
the coefficient sensitivity even further. In the sequel, we concentrate on the optimiza-
tion of only the high-speed recursive filters generated using CLA transformations.
However, the proposed algorithm can be easily modified for optimizing also recursive
filters obtained using SLA transformations.

In general, CLA transformation techniques involve the augmentation of an un-
pipelined stable filter described by

Ĥ(z) =
A(z)

B(z)
=

∑N
k=0 akz

−k

1 +
∑N

k=1 bkz
−k

(7.1)

into the form

H(z) =
C(z)

D(z)
=
A(z)Q(z)

B(z)Q(z)
=

∑P
k=0 ckz

−k

1 +
∑P

k=M dkz−k
, (7.2)

where M is the number of pipeline stages in the feedback loop. If the order of Q(z)
is K, then C(z) as well as D(z) are of order P = N + K. In most cases, M < K.
The role of the cancelling pole-zero pairs determined by Q(z) is to make the coeffi-
cients dk of D(z) for k = 1, 2, . . . ,M − 1 equal to zero, resulting in a pipelined filter
with M stages of pipelining. In order to guarantee the stability of H(z), the roots
included in Q(z) must stay inside the unit circle. Since the first M − 1 coefficients
are zero-valued, the speedup factor of the resulting pipelined filter is roughly equal
to M .
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7.2 Optimization Problem

This section states the optimization problem for designing pipelined recursive filters
with the transfer function given by Eq. (7.2). In this problem, the stopband atten-
uation is maximized subject to the constraint that in the passband the amplitude
response of H(z) stays within the same limits as that of Ĥ(z), as given by Eq. (7.1).
The optimization is then carried out by using one of the nonlinear optimization
techniques described in Chapter 3.

7.2.1 Statement of the Problem

For optimization purposes, it is beneficial to rewrite H(z), as given by Eq. (7.2), as
a cascade of first- and second-order sections as follows:

H(z) = k0

[
I0∏

k=1

1 + a0kz
−1

1 + b0kz−1

] [
I1∏

k=1

1 + a1kz
−1 + a2kz

−2

1 + b1kz−1 + b2kz−2

]
, (7.3)

where I0 and I1 are the number of first- and second-order sections, respectively, such
that P = I0 + 2I1 and k0 is a multiplicative constant for adjusting the desired level
for the passband.

If C(z) possesses I0 real zeros at z = r
(zr)
k for k = 1, 2, . . . , I0 and I1 complex-

conjugate zero pairs at z = r
(zc)
k exp(±jθ(zc)

k ) for k = 1, 2, . . . , I1 and D(z) possesses

I0 real poles at z = r
(pr)
k for k = 1, 2, . . . , I0 and I1 complex-conjugate pole pairs at

z = r
(pc)
k exp(±jθ(pc)

k ) for k = 1, 2, . . . , I1, then

a0k = −r(zr)
k and b0k = −r(pr)

k (7.4a)

for k = 1, 2, . . . , I0 and

a2k = (r
(zc)
k )2, a1k = −2r

(zc)
k cos θ

(zc)
k , (7.4b)

b2k = (r
(pc)
k )2, and b1k = −2r

(pc)
k cos θ

(pc)
k (7.4c)

for k = 1, 2, . . . , I1.

The squared-magnitude response of H(z) is obtained by substituting z = ejω in
H(z)H(1/z), yielding

|H(Φ, ejω)|2 = k2
0

|F1(ω)|2|F2(ω)|2
|G1(ω)|2|G2(ω)|2 , (7.5a)
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where

|F1(ω)|2 =

I0∏

k=1

[
1− 2a0k cosω + a2

0k

]
, (7.5b)

|F2(ω)|2 =

I1∏

k=1

[(
(1 + a2k) cosω + a1k

)2
+ (1− a2k)

2 sinω2
]
, (7.5c)

|G1(ω)|2 =

I0∏

k=1

[
1− 2b0k cosω + b20k

]
, (7.5d)

|G2(ω)|2 =

I1∏

k=1

[(
(1 + b2k) cosω + b1k

)2
+ (1− b2k)

2 sinω2
]
, (7.5e)

and

Φ =
[
k0, a0k, . . . , a0I0 , a1k, . . . , a1I1, a2k, . . . , a2I1,

b0k, . . . , b0I0 , b1k, . . . , b1I1 , b2k, . . . , b2I1

]
(7.6)

is the adjustable parameter vector containing the filter parameters.
The amplitude specifications are stated as follows:

1− δp ≤ |H(Φ, ejω)| ≤ 1 + δp for ω ∈ [0, ωp] (7.7a)

|H(Φ, ejω)| ≤ δs for ω ∈ [ωs, π], (7.7b)

where
|H(Φ, ejω)| =

√
|H(Φ, ejω)|2. (7.7c)

In order to the ensure the stability, all the poles must lie inside the unit circle.
This implies that

|b0k| ≤ 1 for k = 1, 2, . . . , I0 (7.8a)

and b1k and b2k for k = 1, 2, . . . , I1 lie in the triangular region defined by

b1k − b2k ≤ 1, −b1k − b2k ≤ 1, and b2k ≤ 1. (7.8b)

Note that these constraints are linear with respect to the design parameters.
The resulting denominator polynomial D(z) is obtained by convolving the first-

and second-order sections as follows:

D(z) = 1 + d1z
−1 + d2z

−2 + · · ·+ dP z
−P

=

[
I0∏

k=1

(1 + b0kz
−1)

][
I1∏

k=1

(1 + b1kz
−1 + b2kz

−2)

]
. (7.9)

The optimization problem under consideration is the following:
Optimization problem: Given ωp, ωs, P = I0+2I1, and δp, as well as M , the num-

ber of pipelining stages in the feedback loop, find the adjustable parameter vector
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Φ, as given by Eq. (7.6), to minimize on [ωs, π] the peak absolute value of H(Φ, ω),
as given by

δs = max
ωs≤ω≤π

|H(Φ, ejω)|, (7.10a)

subject to conditions of Eqs. (7.7a), (7.8), and

dk = 0 for k = 1, 2, . . . ,M − 1. (7.10b)

7.2.2 Optimization Algorithm

To solve this problem, we discretize the passband and stopband regions into
the frequency points ωi ∈ [0, ωp] for i = 1, 2, . . . , Lp and ωi ∈ [ωs, π] for i =
Lp + 1, Lp + 2, . . . , Lp + Ls. The resulting discrete optimization problem is to find
Φ to minimize

δ̂s = max
Lp+1≤i≤Lp+Ls

fi(Φ) (7.11a)

subject to conditions

hi(Φ) ≤ 0 for i = 1, 2, . . . , Lp, (7.11b)

gk(Φ) = 0 for k = 1, 2, . . . ,M − 1, (7.11c)

and

ek(Φ) ≤ 0 for k = 1, 2, . . . , 2I0 + 3I1, (7.11d)

where

fi(Φ) = |H(Φ, ejωi)|, (7.11e)

hi(Φ) = ||H(Φ, ejωi)| − 1| − δp, (7.11f)

gk(Φ) = dk, (7.11g)

and

ek(Φ) =





b0k − 1 for k = 1, . . . , I0

−b0k − 1 for k = I0 + 1, . . . , 2I0

b1k − b2k − 1 for k = 2I0 + 1, . . . , 2I0 + I1

−b1k − b2k − 1 for k = 2I0 + I1 + 1, . . . , 2I0 + 2I1

−b2k − 1 for k = 2I0 + 2I1 + 1, . . . , 2I0 + 3I1.

(7.11h)

The above optimization problem can be solved using any of the three alterna-
tives considered in Chapter 3. Among these methods, the algorithm based on the
use of sequential quadratic programming (SQP) methods is very efficient due to lin-
earity of the constraints of Eq. (7.8). The convergence of the above algorithm to
the optimum solution implies rather good initial values for the unknowns. A good
initial starting-point filter for further optimization can be generated with the aid of
the algorithm proposed by Lim and Liu in [69].
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Figure 7.1: Some responses for the optimized pipelined recursive filter in Example 1.

7.3 Numerical Examples

This section shows, by means of an example taken from the literature, the effi-
ciency of the proposed algorithm. Another example is also included illustrating how
to optimally quantize all the filter coefficients to have very simple representation
forms.

7.3.1 Example 1

In order to illustrate the applicability of the proposed optimization algorithms, we
consider the optimization of the pipelined sixth-order elliptic lowpass filter designed
by Lim and Liu in [69] to illustrate their minimum order augmentation technique.
For this filter, M = 5 and P = 13. The peak-to-peak passband ripple and the stop-
band attenuation of the prototype filter are Ap = 0.0419 dB and As = 47.6 dB,
respectively. The passband and stopband edges are at ωp = 0.4π and at ωs = 0.5π,
respectively.

The amplitude response and the pole-zero plot for the optimized filter are shown
in Fig. 7.1. In this case, the optimization has been performed in such a manner
that the stopband attenuation has been maximized subject to the constraint that
the radius of the outermost pole is restricted to be less than or equal to 0.928, the
largest radius of the poles of the prototype filter. The stopband attenuation for the
optimized filter is 51.83 dB. The values for the optimized coefficients are given in
Table 7.1.
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Table 7.1: Optimized infinite-precision coefficients for the pipelined recursive
filter in Example 1

C(z) D(z)

c0 = 0.029 428 2 c7 = −0.403 346 7 d0 = 1 d7 = 0.003 967 2
c1 = 0.123 832 6 c8 = −0.338 818 2 d1 = 0 d8 = −0.027 421 6
c2 = 0.271 844 2 c9 = −0.138 819 7 d2 = 0 d9 = −0.097 882 1
c3 = 0.374 298 1 c10 = 0.033 767 7 d3 = 0 d10 = 0.272 145 9
c4 = 0.312 402 3 c11 = 0.092 642 1 d4 = 0 d11 = −0.125 171 5
c5 = 0.062 054 5 c12 = 0.062 538 2 d5 = −0.952 244 7 d12 = 0.040 580 5
c6 = −0.241 584 2 c13 = 0.018 909 6 d6 = 0.144 558 9 d13 = 0.001 213 3

If the optimization is desired to be performed in such a manner that the radius of
the outermost pole is minimized subject to the constraint that the filter still meets
the given amplitude specifications, the radius of the outermost pole takes the value
of 0.918.

7.3.2 Example 2

The proposed algorithm can also be modified for finding the smallest and largest
values for all the coefficients in such a manner that the given specifications are met.
After finding these smallest and largest values, it is straightforward to check whether
in this parameter space there exist discrete coefficient values with which the given
criteria are satisfied. This approach will be considered in more details in Chapters
9 and 10. Furthermore, Chapter 10 shows how to design filters such that the scaled
response meets the given criteria and how to exploit the common subexpression
elimination to reduce the computational complexity.

As an example, we consider the specifications of Example 1. It is desired to use
for coefficient representations four signed-powers-of-two terms with nine fractional
bits. By sharing the common subexpressions within the coefficients, the overall num-
ber of adders required to implement all the coefficient values becomes 19. In this
case, the peak-to-peak passband ripple and stopband attenuation for the quantized
filter are 0.0397 dB and 47.87 dB, respectively. The radius of the outermost pole is
0.928. The discrete coefficient values are given in Table 7.2. The magnitude response
and the pole-zero plot for the finite-precision filter are shown in Fig. 7.2. This am-
plitude response is obtained by using additional scaling constant equal to 1.133 71.
Note that in this case the optimization has been performed in such a manner that
the filter with scaled magnitude response meets the specifications.
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Figure 7.2: Some responses for the optimized finite-precision pipelined recursive
filter in Example 2.

Table 7.2: Optimized finite-precision coefficients for the pipelined recursive filter in
Example 2

C(z) D(z)

ca = 2−1 − 2−3 cc = 2−1 − 2−4 da = 2−1 + 2−3 db = 2−2 − 2−4

cb = 2−2 + 2−4

c0 = 2−5 + 2−9 c7 = −ca + cb2
−5 d0 = 1 d7 = da2

−1 − db2
−4

c1 = 2−3 + 2−6 c8 = −2−2 + 2−7 d1 = 0 d8 = 0
c2 = cb c9 = 0 d2 = 0 d9 = 0

c3 = cc − cb2
−5 c10 = cb2

−1 + 2−7 d3 = 0 d10 = db − 2−8

c4 = ca − ca2
−4 c11 = ca2

−1 − cb2
−5 d4 = 0 d11 = 0

c5 = 2−4 + ca2
−5 c12 = ca2

−2 + ca2
−6 d5 = −da d12 = −db2

−3

c6 = −2−2 + ca2
−5 c13 = cc2

−4 d6 = 0 d13 = 2−6 − 2−9



Chapter 8

Optimization of
Frequency-Response-Masking
Based FIR Filters

ONE of the most efficient techniques for synthesizing lowpass linear-phase FIR
digital filters with a drastically reduced number of multipliers and adders com-

pared to the conventional direct-form implementation is the frequency-response-
masking approach [63,65,110,115]. The price paid for this reduction in the compu-
tational complexity is a slight increase in the filter order. The complexity of FIR
filters based on the use of the frequency-response-masking technique can be reduced
even further by constructing the masking filters using a common filter part [66].

A drawback of the original synthesis techniques [63, 65, 66, 110, 115] for both of
the above-mentioned FIR filter classes is that the subfilters have been designed sep-
arately. This chapter shows how the two-step approach proposed in Chapter 3 can
be applied for simultaneously designing the subfilters. At the first step in the case
of separate masking filters, a simple iterative design scheme is used for generating
a start-up solution for further optimization [114]. At the second step, this solution
is improved with the aid of one of the nonlinear optimization techniques described
in Chapter 3. It is shown, by means of an example taken from the literature, that
in the case of separate masking filters, the number of adders and multipliers of the
resulting filters are less than 80 percent compared to those filters obtained by using
the original design schemes described in [63, 65, 110, 115].

In order to reduce even further the filter complexity, a similar simultaneous op-
timization scheme [119] is applied for synthesizing filters where the masking filters
are generated using a common filter part. The motivation for considering the gen-
eralized filters lies in the fact that the amplitude responses for the masking filters
after the simultaneous optimization are very similar (see, e.g., Fig. 6 in [114]). The
same example as for the case of of separate masking filters shows that by properly

63
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using a common filter part for synthezing the maksing filters results in an additional
reduction of approximately 90 percent in the overall filter complexity.

8.1 Frequency-Response-Masking Approach

This section reviews how to use the frequency-response-masking approach for syn-
thesizing linear-phase FIR filters.

8.1.1 Filter Structure and Frequency Response

In the frequency-response-masking approach, the linear-phase FIR filter transfer
function is constructed as (see Fig. 8.1)

H(z) = F (zL)G1(z) + [z−LNF /2 − F (zL)]G2(z), (8.1a)

where

F (zL) =

NF∑

n=0

f(n)z−nL, (8.1b)

G1(z) = z−M1

N1∑

n=0

g1(n)z−n, (8.1c)

and

G2(z) = z−M2

N2∑

n=0

g2(n)z−n. (8.1d)

Here, the impulse response coefficients f(n), g1(n), and g2(n) possess an even sym-
metry. NF is even, whereas both N1 and N2 are either even or odd. For N1 ≥ N2,
M1 = 0 and M2 = (N1 − N2)/2, whereas for N1 < N2, M1 = (N2 − N1)/2 and
M2 = 0. These selections guarantee that the delays of both of the terms of H(z)
are equal.

The zero-phase frequency response of H(z) (the phase term e−jMω/2 with M =
LNF + max{N1, N2} is omitted) can be expressed as

H(ω) = H1(ω) +H2(ω), (8.2a)

where
H1(ω) = F (Lω)G1(ω) (8.2b)

and
H2(ω) = [1− F (Lω)]G2(ω) (8.2c)

with

F (ω) = f(NF/2) + 2

NF /2∑

n=1

f(NF/2− n) cosnω (8.2d)
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Figure 8.1: An efficient implementation for a filter synthesized using the frequency-
response-masking approach. In this implementation, G1(z) and G2(z) can share
their delays if a transposed direct-form implementation (exploiting the coefficient
symmetry) is used.

and

Gk(ω) =





gk

(Nk
2

)
+ 2

Nk/2∑

n=1

gk

(Nk

2
− n

)
cosnω, Nk even

(Nk−1)/2∑

n=0

gk

(Nk − 1

2
− n

)
cos[(n +

1

2
)ω], Nk odd.

(8.2e)

8.1.2 Efficiency of the Use of the Transfer Function F (zL)

The efficiency of H(z), as given by Eq. (8.1), lies in the fact that of the pair of
transfer functions F (zL) and z−LNF /2 − F (zL) can be generated from the pair of
prototype transfer functions F (z) =

∑NF

n=0 f(n)z−n and z−NF /2 − F (z) by replacing
z−1 by z−L. This increases the filter orders to LNF , but since only every Lth impulse
response value is nonzero, the number of adders and multipliers remain the same.
The above prototype pair forms a complementary filter pair since their zero-phase
frequency responses, F (ω) and 1− F (ω) with F (ω) given by Eq. (8.2d), add up to
unity. Figure 8.2(a) illustrates the relations between these responses in the case of
a lowpass-highpass filter pair with edges at θ and φ.

As illustrated in Fig. 8.2(b), the substitution z−L 7→ z−1 preserves the comple-
mentary property resulting in the periodic responses F (Lω) and 1−F (Lω) that are
frequency-axis compressed versions of the prototype responses such that the inter-
val [0, Lπ] is shrunk onto [0, π]. Since the periodicity of the prototype responses
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Figure 8.2: Generation of a complementary periodic filter pair by starting with a
lowpass-highpass complementary pair. (a) Prototype filter responses F (ω) and 1−
F (ω). (b) Periodic responses F (Lω) and 1− F (Lω) for L = 6.

is 2π, the periodicity of the resulting responses is 2π/L and they contain several
passband and stopband regions in the interval [0, π].

For a lowpass overall transfer function H(z), one of the transition bands pro-
vided by F (zL) or z−LNF /2 − F (zL) can be used as that of the overall filter. In the
first case, denoted by Case A, the edges are given by (see Fig. 8.3)

ωp = (2lπ + θ)/L, ωs = (2lπ + φ)/L, (8.3)

where l is a fixed integer, and in the second case, referred to as Case B, by (see
Fig. 8.4)

ωp = (2lπ − φ)/L, ωs = (2lπ − θ)/L. (8.4)

The widths of these transition bands are (φ−θ)/L that is only 1/L-th of that of the
prototype filters implying that the arithmetic complexity of the periodic transfer
functions to provide one of the transition bands is only 1/L-th of that of a con-
ventional nonperiodic filter. Since the order of an FIR filter is roughly inversely
proportional to the transition bandwidth, this means that the number of the mul-
tipliers and adders of the conventional FIR filter is approximately L times higher.
Note that the orders of both the periodic filters and the corresponding nonperi-
odic filters are approximately the same, but the conventional filter does not contain
zero-valued impulse-response coefficients.
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Figure 8.3: Case A design of a lowpass filter using the frequency-response-masking
technique.

8.1.3 Use of the Masking Filters G1(z) and G2(z) in Earlier
Synthesis Schemes

Because of the periodic response of F (zL) or z−LNF /2 − F (zL) they cannot be used
alone. The role of the masking filters G1(z) and G2(z) is two-fold. First, they are
designed in such a manner that in the passband of the overall filter, the subre-
sponses H1(ω) and H2(ω), as given by Eqs. (8.2b) and (8.2c), approximate F (Lω)
and 1 − F (Lω), respectively. Hence, H(ω) = H1(ω) + H2(ω) approximates unity,
as is desired. In the stopband, these filters attenuate the extra unwanted passband
and transition band regions of F (Lω) and 1− F (Lω). These goals are achieved in
Cases A and B by selecting the passband and stopband edges of the two lowpass
masking filter to be located as shown in Figs. 8.3 and 8.4, respectively.

8.1.4 Existing Filter Design Technique

Based on the observations made in [63], the existing design of H(z) with passband
and stopband ripples of δp and δs can be accomplished for both Case A and Case B
in the following two steps:

Step 1: Design Gk(z) for k = 1, 2 such that their zero-phase frequency responses
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Figure 8.4: Case B design of a lowpass filter using the frequency-response-masking
technique.

approximate unity in their passbands with tolerance less than or equal to 0.9δp and
zero in their stopbands with tolerance less than or equal to 0.9δs.

Step 2: Design F (Lω) such that the overall response H(ω) approximates unity with
tolerance δp on (see Figs. 8.3 and 8.4)

Ω(F )
p =

{[
(2lπ − θ)/L, (2lπ + θ)/L

]
for Case A[

[2(l − 1)π + φ]/L, (2lπ − φ)/L
]

for Case B

and approximates zero with tolerance δs on

Ω(F )
s =

{[
(2lπ + φ)/L, [2(l + 1)π − φ]/L

]
for Case A[

(2lπ − θ)/L, (2lπ + θ)/L
]

for Case B.

Step 1 can be accomplished very fast by using the Remez algorithm as proposed
in [110,115]. The design of F (Lω) or F (ω) at Step 2 of the above algorithm can be
performed using time-consuming linear programming [63, 65] or with the aid of the
Remez algorithm [110,115]. The order of G1(z) [G2(z)] can be considerably reduced
by allowing larger ripples on those regions of G1(z) [G2(z)] where F (Lω) has one of
its stopbands [one of its passbands]. As a rule of thumb, the ripples on these regions
can be selected to be ten times larger [63].
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8.2 Proposed Two-Step Design Scheme for Filters

with Separate Masking Filters

This section describes the proposed two-step algorithm for designing filters with a
reduced arithmetic complexity in the case where the masking filters are separate.
How to select the filter orders and the design parameters l, L, θ, and φ will be
considered in the next section.

8.2.1 Algorithm for Finding an Initial Filter

Assuming that the filter orders and other design parameters have been predeter-
mined, an initial solution can be found effectively using the following procedure:

Step 1: Set r = 1, ε
(r)
G = ε

(r)
F = 0. Determine the parameters of F (r)(z) to minimize

max
ω∈[0, θ]∪[φ, π]

|W (ω)[F (r)(ω)−D(ω)]|.

Here, the first band is the passband, where W (ω) and D(ω) are equal to unity. The
second band is the stopband, where W (ω) is equal to δp/δs and D(ω) is equal to
zero. In the sequel, the same desired and weighting functions are used.

Step 2: Set r = r+ 1. Determine the parameters of G
(r)
k (z) for k = 1, 2 to minimize

ε
(r)
G = max

ω∈[0, Ωp1]∪[Ωs2, π]
|W (ω)[H

(r)
G (ω)−D(ω)]|,

where
H

(r)
G (ω) = F (r−1)(Lω)G

(r)
1 (ω) + [1− F (r−1)(Lω)]G

(r)
2 (ω),

Ωp1 = 2lπ/L and Ωs2 = (2l+ 1)π/L for Case A designs, and Ωp1 = (2l− 1)π/L and
Ωs2 = 2lπ/L for Case B designs (see Figs. 8.3 and 8.4).

Step 3: Determine the parameters of F (r)(z) to minimize

ε
(r)
F = max

ω∈[Ωp1, Ωp2]∪[Ωs1, Ωs2]
|W (ω)[H

(r)
F (ω)−D(ω)]|,

where
H

(r)
F (ω) = F (r)(Lω)G

(r)
1 (ω) + [1− F (r)(Lω)]G

(r)
2 (ω),

Ωp2 = (2lπ+θ)/L and Ωs1 = (2lπ+φ)/L for Case A designs, and Ωp2 = (2lπ−φ)/L
and Ωs1 = (2lπ − θ)/L for Case B designs (see Figs. 8.3 and 8.4).

Step 4: If |ε(r)G −ε(r−1)
G | ≤ ∆ and |ε(r)F −ε(r−1)

F | ≤ ∆, where ∆ is a prescribed tolerance,
then stop. Otherwise, go to Step 2.

Steps 1 and 3 can be accomplished very fast by using the Remez algorithm [83],
whereas Step 2 can be implemented using linear programming. The basic idea in the
above algorithm is to share the frequency-response-shaping responsibilities in such a
manner that G1(z) and G2(z) concentrate mainly on generating the desired response
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on [0, Ωp1] and [Ωs2, π], whereas F (zL) concentrates on the regions [Ωp1, Ωp2] and
[Ωs1, Ωs2] (see Figs. 8.3 and 8.4). The solution obtained using the above algorithm
can be further improved with the aid of one of the nonlinear optimization techniques
described in Chapter 3.

8.3 Practical Filter Synthesis

In practice, ωp and ωs are given and l, L, θ, and φ must be determined to give a
solution with a significantly reduced arithmetic complexity. For a given value of L,
either Case A or Case B can be used provided that L is not too large [63, 65, 110].
Case A is applicable if l, θ, and φ are determined as 1

l = bLωp/(2π)c, θ = Lωp − 2lπ, φ = Lωs − 2lπ (8.5a)

and the resulting θ and φ satisfy 0 ≤ θ < φ ≤ π. Similarly, Case B can be used if l,
θ, and φ are determined as 2

l = dLωs/(2π)e, θ = 2lπ − Lωs, φ = 2lπ − Lωp (8.5b)

and the resulting θ and φ satisfy 0 ≤ θ < φ ≤ π. If θ = 0 or φ = π, then the
resulting specifications for F (ω) are meaningless and the corresponding value of L
cannot be used.

The remaining problem is to determine L to minimize the number of multipli-
ers, that is, NF/2+1+ b(N1 +2)/2c+ b(N2 +2)/2c if the coefficient symmetries are
exploited. For both the original designs [63, 65, 110, 115] and the present designs, a
good estimate for NF is the minimum order for the zero-phase frequency response
of F (z) to stay within 1 ± δp (±δs) on [0, θ] ([φ, π]). For original designs, good
estimates for N1 and N2 are the minimum orders for the zero-phase frequency re-
sponses of Gk(z) for k = 1, 2 to stay within the same limits in their passbands and
stopbands.

For the filters designed using the new technique, good estimates for N1 and N2

are 60 percent of those for the original designs. Based on this observation, it can be
shown that the values of L giving the lowest complexities can be found in the near
vicinity of

Lopt = 1/
√

1.6(ωs − ωp)/π . (8.6)

The best results are usually obtained for those values of L where N1 and N2 are
nearly equal. The above equation can be derived in a manner similar to that used
in [65, 110] for the original design techniques.

1bxc stands for the largest integer that is smaller than or equal to x.
2dxe stands for the smallest integer that is larger than or equal to x.
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Figure 8.5: Implementation for a filter synthesized using the generalized frequency-
response-masking approach. In this implementation, the masking filters are con-
structed using a common filter part G3(z).

8.4 Two-Step Design Scheme for Filters with a

Common Part for the Masking Filters

Due to the fact that the amplitude responses for the masking filters G1(z) and G2(z)
after the simultaneous optimization are very similar (see, e.g., Fig. 6 in [114]), it is
beneficial to construct the masking filters using a common filter part G3(z). In this
case, the overall transfer function is given by (see Fig. 8.5)

H(z) =
[
F (zL)G1(z) + [z−LNF /2 − F (zL)]G2(z)

]
G3(z), (8.7a)

where F (zL) and Gk(z) for k = 1, 2 are given by Eq. (8.1) and

G3(z) =

N3∑

n=0

g3(n)z−n. (8.7b)

For this generalized frequency-response-masking approach, it has turned out that
the solutions giving the lowest complexities are usually obtained when one of the
subfilters G1(z) or G2(z) in Fig. 8.5 is selected to be a pure delay, implying that the
order of remaining one is two times this delay. Based on this observation, the design
algorithm for generating the periodic filter F (zL) as well as the subfilters Gk(z) for
k = 1, 2, 3 is carried out as follows:

Step 1: Design F (zL) and Gk(z) for k = 1, 2 using the design scheme described in
Subsection 8.2.1.
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Step 2: If N1 < N2, then select G3(z) ≡ G1(z). Furthermore, select N2 ≡ N2 −N1,
G1(z) ≡ z−N2/2 (N1 = 0), and select the starting order of G2(z) to be N2.

3 Other-
wise, select G3(z) ≡ G2(z), N1 ≡ N1 −N2, G2(z) ≡ z−N1/2 (N2 = 0), and select the
starting order of G1(z) to be N1.

Step 3: If G1(z) = z−N2/2, then use an iterative algorithm, similar to that used in
Subsection 8.2.1, for alternately designing F (zL) as well as G2(z) and G3(z). In this
algorithm, an even integer N2 is increased until the overall filter meets the given
criteria. Otherwise, use the similar algorithm for alternately designing F (zL) as well
as G1(z) and G3(z) (G2(z) = z−N1/2). Similarly, N1 is increased gradually to be an
even integer for finding its minimum value to meet the overall specifications.

Step 4: Apply one of nonlinear optimization techniques described in Chapter 3 for
simultaneously optimizing all the subfilters for further improving the filter perfor-
mance using the result of Step 3 as a start-up solution.

8.5 Numerical Examples

This section illustrates, by means of an example, the efficiency of the filters result-
ing when applying the proposed techniques compared to those obtained using the
original design schemes.

Consider the specifications [110, 115]: ωp = 0.4π, ωs = 0.402π, δp = 0.01, and
δs = 0.001. For the optimum conventional direct-form FIR filter design, the min-
imum order to meet the given criteria is 2541, requiring 2541 adders and 1271
multipliers when the coefficient symmetry is exploited.

For the original designs [63, 65, 110, 115], L = 16 minimizes the number of mul-
tipliers required in the implementation [110, 115]. For L = 16, the overall filter is
a Case A design with l = 3, θ = 0.4π, and φ = 0.432π. The minimum orders for
G1(z), G2(z), and F (z) to meet the given specifications are N1 = 70, N2 = 98, and
NF = 162, respectively. The overall number of multipliers and adders for this design
are 168 and 330, respectively, that are 13% of those required by an equivalent con-
ventional direct-form design (1271 and 2541). The overall filter order is 2690 that
is only 6% higher than that of the direct-form design (2541).

For L = 16, the best4 solution resulting when using the proposed synthe-
sis scheme with separate masking filters is obtained by N1 = 47, N2 = 57, and
NF = 160. For this filter, the number of multipliers and adders are 134 and 264, re-
spectively, that are approximately 80% of those of the original design. The overall
filter order reduces to 2617.

3According to the discussions of Subsection 8.1.1 this corresponds to the case where N1, the
order of G1(z), is zero and the additional delay term is needed to make the delays of G1(z) and
G2(z) equal.

4The measure of goodness is the overall number of multipliers. If there exist several solutions
requiring the same minimum number of multipliers, then, first, the solution with the minimum
value of NF is selected and, second, the one having a lower value for the maximum of N1 and N2

is selected. In this case, the overall filter order, as given by LNF + max{N1, N2}, is minimized.
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Figure 8.6: Responses for F (Lω) (solid line) and 1 − F (Lω) (dot-dashed line) for
the best proposed filter with separate masking filters L = 21.

For the proposed filters with separate masking filters, the overall number of mul-
tipliers is minimized by L = 21 [the value obtained using Eq. (8.6)]. This filter is a
Case A design with l = 4, θ = 0.4π, and φ = 0.442π. The best solution is obtained
by N1 = 55, N2 = 77, and NF = 122. This filter requires 129 multipliers and 254
adders that are approximately 77% of those of the original best design for L = 16.

For the best design with L = 21, Figs. 8.6 and 8.7 show the responses for
F (Lω) and 1 − F (Lω) and for G1(ω) and G2(ω), respectively. The responses
H1(ω) = F (Lω)G1(ω) and H2(ω) = [1−F (Lω)]G2(ω) are shown in Fig. 8.8, whereas
the overall response H(ω) = H1(ω) +H2(ω) is depicted in Fig. 8.9. Two interesting
observations can be made from these figures. First, F (Lω) and F (Lω)G1(ω) in the
passband region [1 − F (Lω) and [1 − F (Lω)]G2(ω) in the passband region] varies
approximately between −2 and 4 [−3 and 3].5 Second, the responses G1(ω) and
G2(ω) are very similar.

When simultaneously optimizing the subfilters in the case where the masking
filters have the common filter part, the overall number of multipliers is minimized
also by L = 21. The best solution is obtained by N1 = 0 (G1(z) = z−N2/2 = z−23),
N2 = 46, N3 = 55, and NF = 122. This filter requires 114 multipliers and 223
adders that are approximately 88% of those obtained by simultaneously optimizing
the masking filters without the common part. Some of the characteristics for the
filters designed using various algorithms are summarized in Table 8.1. Here, NM

denotes the number of multipliers required to implement the overall filter.

5If the peak scaling and two’s complement arithmetic are desired to be used and G1(z) and
G2(z) share the delays by using the transposed direct-form structure exploiting the coefficient sym-
metry in Fig. 8.1, then there exist two a alternatives for the scaling. In the first alternative, the
overall input is divided by a constant β being the maximum value of F (Lω) and the coefficients
of G1(z) and G2(z) are multiplied by β. In the second alternative, the coefficients f(n) in Fig. 8.1
as well as the output of the delay line z−LNF /2 are divided by β.
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Table 8.1: Summary of filter designs in the example under consideration

Method L NF N1 N2 N3 NM

Conventional direct-form filter 1 2541 – – – 1271
Original [110, 115] 16 162 70 98 – 168
Separate masking filters 16 160 47 57 – 134
Separate masking filters 21 122 55 77 – 129
Common filter part 21 122 0 46 55 114
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Figure 8.9: Response for the best proposed overall filter with separate masking filters
for L = 21.
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Figure 8.10: Responses for F (Lω) (solid line) and 1− F (Lω) (dot-dashed line) for
the best proposed filter with a common part for masking filters for L = 21.

For the best design with L = 21, Figs. 8.10 and 8.11 show the responses for
F (Lω) and 1 − F (Lω) and for G2(ω) and G3(ω), respectively. The zero-plots for
the masking filters are shown in Fig. 8.12. The overall response H(ω) is depicted in
Fig. 8.13.
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Chapter 9

Design of Lattice Wave Digital
Filters with Short Coefficient
Wordlength

AMONG the best structures for implementing recursive digital filters are lat-
tice wave digital (LWD) filters (parallel connections of two all-pass filters)

[25, 34, 91]. They are characterized by many attractive properties, such as a rea-
sonably low coefficient sensitivity, a low roundoff noise level, and the absence of
parasitic oscillations. The main drawback is that if the stopband attenuation is
very high, then many bits are required for the coefficient representations.

In order to get around this problem, a structure consisting of a cascade of LWD
filters has been introduced [142, 143]. The main advantage of this structure, com-
pared with the direct LWD filter, is that the poles of the new structure are further
away from the unit circle. Consequently, the number of bits required for both the
data and coefficient representations are significantly reduced. The price paid for
these reductions is a slight increase in the overall filter order. By properly selecting
the number of LWD filters and their orders and optimizing them, their coefficients
are implementable by using a few powers of two. Filters of this kind are very at-
tractive in VLSI implementations, where a general multiplier is very costly.

This chapter shows how the coefficients of the various classes of LWD filters
can be conveniently quantized [143–145] utilizing the two-step approach of Chap-
ter 3. The filters under consideration consist of conventional LWD filters, cascades
of low-order LWD filters providing a very low sensitivity and roundoff noise, and
approximately linear phase LWD filters considered in Chapter 5.

9.1 Proposed Filter Class

Let the transfer function of a recursive digital filter be given by

H(z) =

K∏

k=1

Hk(z), (9.1a)

79
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where
Hk(z) = αkAk(z) + βkBk(z). (9.1b)

Here, the Ak(z)’s and Bk(z)’s for k = 1, 2, . . . , K are stable all-pass filters of orders
Mk and Nk, respectively. An implementation of the above transfer function is de-
picted in Fig. 9.1. This contribution concentrates on synthesizing lowpass filters.
In this case, Mk = Nk − 1 or Mk = Nk + 1, so that Mk + Nk, the overall order of
Hk(z), is odd. If the Ak(z)’s and Bk(z)’s are implemented as a cascade of first- and
second-order wave digital all-pass structures and Mk and Nk are assumed to be odd
and even, respectively, then the Ak(z)’s and Bk(z)’s are expressible in terms of the
adaptor coefficients as follows (see, e.g., [34] or [104]):

Ak(z) =
−γ(k)

0 + z−1

1− γ
(k)
0 z−1

mk∏

l=1

−γ(k)
2l−1 + γ

(k)
2l (γ

(k)
2l−1 − 1)z−1 + z−2

1 + γ
(k)
2l (γ

(k)
2l−1 − 1)z−1 − γ

(k)
2l−1z

−2
(9.2a)

and

Bk(z) =

nk∏

l=1

−γ̂(k)
2l−1 + γ̂

(k)
2l (γ̂

(k)
2l−1 − 1)z−1 + z−2

1 + γ̂
(k)
2l (γ̂

(k)
2l−1 − 1)z−1 − γ̂

(k)
2l−1z

−2
, (9.2b)

where
mk = (Mk − 1)/2 and nk = Nk/2. (9.2c)

If Ak(z) possesses a real pole at z = r
(k)
0 and mk complex-conjugate pole pairs at

z = r
(k)
l exp(±jθ(k)

l ) for l = 1, 2, . . . , mk and Bk(z) possesses nk complex-conjugate

pole pairs at z = r̂
(k)
l exp(±jθ̂(k)

l ) for l = 1, 2, . . . , nk, then

γ
(k)
0 = r

(k)
0 , (9.3a)

γ
(k)
2l−1 = −(r

(k)
l )

2
for l = 1, 2, . . . , mk, (9.3b)

γ
(k)
2l =

2r
(k)
l cos(θ

(k)
l )

1 + (r
(k)
l )

2 for l = 1, 2, . . . , mk, (9.3c)

γ̂
(k)
2l−1 = −(r̂

(k)
l )

2
for l = 1, 2, . . . , nk, (9.3d)

and

γ̂
(k)
2l =

2r̂
(k)
l cos(θ̂

(k)
l )

1 + (r̂
(k)
l )

2 for l = 1, 2, . . . , nk. (9.3e)

9.2 Optimization Problem

Before stating the optimization problem, we denote the transfer function of the filter
by H(Φ, z), where Φ is the adjustable parameter vector given by

Φ = [α1, β1, r
(1)
0 , . . . , r(1)

m1
, θ

(1)
1 , . . . , θ(1)

m1
, r̂

(1)
1 , . . . , r̂(1)

n1
, θ̂

(1)
1 , . . . , θ̂(1)

n1
, . . . ,

αK, βK, r
(K)
0 , . . . , r(K)

mK
, θ

(K)
1 , . . . , θ(K)

mK
, r̂

(K)
1 , . . . , r̂(K)

nK
, θ̂

(K)
1 , . . . , θ̂(K)

nK
]. (9.4)
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Figure 9.1: Proposed recursive filter structure. The Ak(z)’s and Bk(z)’s are stable
all-pass filters.

The amplitude specifications for the filter are stated as follows:

1− δp ≤ |H(Φ, ejω)| ≤ 1 for ω ∈ [0, ωp] (9.5a)

|H(Φ, ejω)| ≤ δs for ω ∈ [ωs, π]. (9.5b)

Alternatively, these criteria are expressible as

|E(Φ, ω)| ≤ 1 for ω ∈ [0, ωp] ∪ [ωs, π] (9.6a)

E(Φ, ω) ≤ 0 for ω ∈ [0, ωp], (9.6b)

where
E(Φ, ω) = W (ω)[|H(Φ, ejω)| −D(ω)] (9.6c)

with

D(ω) =

{
1 for ω ∈ [0, ωp]

0 for ω ∈ [ωs, π],
(9.6d)

and

W (ω) =

{
1/δp for ω ∈ [0, ωp]

1/δs for ω ∈ [ωs, π].
(9.6e)

This chapter concentrates on the coefficient quantization in fixed-point arith-
metic. In many implementations, it is attractive to carry out the multiplication of
a data sample by a filter coefficient value using a sequence of shifts and adds (or
subtracts). For such a purpose, it is desirable to express the coefficient values in the
form

R∑

r=1

ar2
−Pr , (9.7)

where each of the ar’s is either 1 or −1 and the Pr’s are positive integers in the
increasing order. The target is to find all the coefficient values included in Φ, as
given by Eq. (9.4), in such a way that: 1) R, the number of powers of two, is made
as small as possible and 2) PR, the number of fractional bits, is made as small as
possible.
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The optimization problem under considerations is the following.
Optimization Problem: Find K, the number of subfilters, the Mk’s and Nk’s, as

well as the adjustable parameter vector Φ, as given by Eq. (9.4), in such a way that
we have the following.

1. H(Φ, z) meets the criteria given by Eq. (9.5) or (9.6).

2. The coefficients included in Φ are quantized to achieve the above-mentioned
target for their representations.

9.3 Filter Optimization

The solution to the stated optimization problem can be found in two steps. In the
first step, a filter with infinite-precision coefficients is determined in such a way that
it exceeds the given amplitude criteria to provide some tolerance for the coefficient
quantization. The second step involves finding a filter meeting the given criteria
with simple coefficient representation forms.

9.3.1 Optimization of Infinite-Precision Filters

The problem is to find the adjustable parameter vector Φ to minimize on [0, ωp] ∪
[ωs, π] the peak absolute value of E(Φ, ω), as given by Eqs. (9.6c)–(9.6e), subject to
the condition

E(Φ, ω) ≤ 0 for ω ∈ [0, ωp]. (9.8)

To solve this problem, we discretize the passband and stopband regions into
the frequency points ωi ∈ [0, ωp] for i = 1, 2, . . . , Lp and ωi ∈ [ωs, π] for i =
Lp + 1, Lp + 2, . . . , Lp + Ls. The resulting discrete minimax problem is to find
Φ to minimize

ε = max
1≤i≤Lp+Ls

|E(Φ, ωi)| (9.9a)

subject to

E(Φ, ωi) ≤ 0 for i = 1, 2, . . . , Lp. (9.9b)

In order to meet the criteria of Eq. (9.5) or (9.6), K as well as the Mk’s and Nk’s
for k = 1, 2, . . . , K, have to be selected such that the minimized ε becomes less than
or equal to unity.

The above problem can be solved in a straightforward manner by using the
Dutta-Vidyasagar algorithm described in Subsection 3.2.1. For this nonlinear op-
timization algorithm, the convergence to the global optimum cannot be assured.
Hence, a good guess for the initial filter has an extensive effect on the convergence
of the algorithm to the optimal solution. It has turned out that, in many cases, it is
beneficial to select all the αk’s and βk’s to be equal to 1/2, as for the conventional
LWD filters. Furthermore, it is in most cases advantageous to select all the Ak(z)’s
and the Bk(z)’s to be of the same order, respectively. Only in cases where K, the
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number stages, is large and the required passband ripple is relatively low, it is ben-
eficial to give other values for αk and βk only in one section. For the case where
αk = βk = 1/2 for k = 1, 2, . . . , K, the starting point filter for further optimization
can be determined by using several identical copies of the same subfilter. The pass-
band and stopband ripples for this subfilter should be approximately equal to δp/K
and K

√
δs, respectively.1 For the case where for one section αk and βk have values

different from 1/2, a good initial filter for further optimization can be achieved by
using the procedure described in Appendix B in [143].

9.3.2 Optimization of Finite-Precision Filters

It has turned out that a very straightforward quantization scheme for the filter co-
efficients is obtained as follows in the case where all the αk’s and βk’s are equal to
1/2. For each complex-conjugate pole pair, the smallest and largest values for both
the radius and angle are determined in such a way that by reoptimizing the remain-
ing pole parameter (radius or angle) and the locations of the remaining poles, the
overall criteria, as given by Eq. (9.5) or (9.6), can still be met. For each real pole,
the smallest and largest values for the radius are found in a similar manner.

The above procedure gives for the upper-half-plane pole for each complex-
conjugate pole pair r

(k)
l exp(±jθ(k)

l ) for l = 1, 2, . . . , mk and for k = 1, 2, . . . , K

and r̂
(k)
l exp(±jθ̂(k)

l ) for l = 1, 2, . . . , nk and for k = 1, 2, . . . , K the region R exp(jΘ)
where R(min) ≤ R ≤ R(max) and Θ(min) ≤ Θ ≤ Θ(max), as illustrated in Fig. 9.2(a).
The crosses numbered by 1, 2, 3, and 4 correspond, respectively, to the points where
the smallest radius R(min), the largest radius R(max), the smallest angle Θ(min), and
the largest angle Θ(max) are reached. Inside this region, there is the feasible re-
gion given by dashed line in Fig. 9.2(a), where the pole can be located such that
by relocating the remaining poles, the given overall criteria are still met by using
infinite-precision arithmetic. For each real pole r

(k)
0 for k = 1, 2, . . . , K, there is the

corresponding region R
(min)
0 ≤ R ≤ R

(max)
0 that is simultaneously the feasible re-

gion. In Fig. 9.2(b), the crosses numbered by 5 and 6 indicate R
(min)
0 and R

(max)
0 ,

respectively.
The next step is to find in the above regions those pole locations which are

achievable by implementing the adaptor coefficients in the form of Eq. (9.7) with
the given R and the given largest value for PR. The dots in Fig. 9.2 indicate these
pole locations. Note that the distributions are very irregular due to the desired rep-
resentation form. For the complex-conjugate pole pairs, the larger region is used
since it can be found by applying only four times the algorithm to be described later.
All what is still needed is to check whether there exists a combination of the dis-

1There is clearly a tradeoff between the number of subfilters, K, and the order of the subfilter;
the higher is the value of K, the lower is the order of the subfilter. However, since the subfilter
order is restricted to be an odd integer, there are only few practical combinations for the subfil-
ter order and K. It is not necessary for the subfilter being an odd order elliptic filter to exactly
meet the ripple requirements. This is due to the fact that further optimization makes the subfilters
different and simultaneously improves the overall filter performance.
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Figure 9.2: Typical search spaces for the poles when three powers of two with seven
fractional bits (R = 3 and PR = 7) are used for the adaptor coefficients. (a) Upper-
half-plane pole for the complex-conjugate pole pair. (b) Real pole.

crete pole positions with which the given overall criteria are met. More details on
how to effectively find the desired finite-precision filter have been described in [141]
and [143].

The above-mentioned infinite-precision regions can be determined conveniently
with the aid of the Dutta-Vidyasagar algorithm. In this case, there are

∑K
k=1(Mk +

Nk) problems of the form: Find Φ to minimize ψ subject to

|E(Φ, ωi)| − 1 ≤ 0 for i = 1, 2, . . . , Lp + Ls (9.10a)

E(Φ, ωi) ≤ 0 for i = 1, 2, . . . , Lp. (9.10b)

For these problems, ψ is r
(k)
l , 1 − r

(k)
l for l = 0, 1, . . . , mk, k = 1, 2, . . . , K; θ

(k)
l ,

π − θ
(k)
l for l = 1, 2, . . . , mk, k = 1, 2, . . . , K; and r̂

(k)
l , 1 − r̂

(k)
l , θ̂

(k)
l , π − θ̂

(k)
l for

l = 1, 2, . . . , nk, k = 1, 2, . . . , K, respectively.2

If for one section αk and βk are not equal to 1/2, then, in addition to the poles
or equivalently the adaptor coefficients, these parameters are included in the above
quantization scheme.

The proposed quantization scheme provides significant advantages over those
based on the use of simulated annealing or genetic algorithms. First of all, it is
always guaranteed that the optimum solution can be found provided that it ex-
ists. Second, the computational workload to arrive at the optimum discrete-valued
solution is in most cases significantly smaller than in the two above-mentioned al-
gorithms.

2In these problems, the optimization is performed, using special arrangements, in such a man-
ner that the above-mentioned infinite-precision regions are not allowed to completely overlap, thus
reducing the computational complexity of the overall quantization scheme.
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Table 9.1: Optimized finite-precision adaptor coefficients
for the direct LWD filter in Example 1

A(z) B(z)

γ0 = 1− 2−3 + 2−6

γ1 = −1 + 2−3 + 2−6 + 2−9 γ̂1 = −1 + 2−2 − 2−4 + 2−9

γ2 = 1− 2−5 γ̂2 = 1− 2−6 + 2−9

γ3 = −1 + 2−5 − 2−7 − 2−9 γ̂3 = −1 + 2−4 + 2−6

γ4 = 1− 2−4 − 2−8 γ̂4 = 1− 2−4 + 2−6 − 2−8

9.4 Numerical Examples

This section shows, by means of examples, the efficiency and the flexibility of the
quantization scheme described in the previous section as well as the superiority of
the cascaded filters over direct LWD filters in finite wordlength implementations.
More examples can be found in [141, 143–145].

9.4.1 Example 1

It is desired to design a filter with the passband and stopband edges at ωp = 0.1π
and at ωs = 0.2π, respectively. The maximum allowable passband ripple and the
required stopband attenuation are 0.5 dB (δp = 0.0559) and 100 dB (δs = 10−5),
respectively.

The minimum order of a direct LWD filter to meet the given amplitude criteria
is seven.3 However, this filter meets just the given criteria. Therefore, to allow some
tolerance for the coefficient quantization, the filter order has to be increased to nine.
Using the quantization scheme described above, the given criteria are met by a filter
with K = 1 and α1 = β1 = 1/2. The optimized discrete-valued adaptor coefficients
are given in Table 9.1. In this case, nine fractional bits are needed for the adaptor
coefficients. Among the solutions satisfying the given amplitude specifications with
nine fractional bits, the one with the smallest ε, as given by Eq. (9.10), has been
selected.

For K = 4, the given criteria are met by αk = βk = 1/2, Mk = 1, and Nk = 2
for k = 1, 2, 3, 4. Table 9.2 gives the optimized finite-precision adaptor coefficients.
In this case, all the coefficients can be represented as two or three powers of two
and only five fractional bits are needed. A total of only six adders4 are required
to implement all the filter coefficients. Note that two sections are identical. The
solution has been selected as for the K = 1 case.

Figure 9.3 shows for the K = 1 design the amplitude response. In addition, the

3It is well known that the odd order elliptic lowpass filter is the most selective filter being
implementable as a parallel connection of two all-pass filters (see, e.g., [34]).

4When the adaptors shown in Fig. 9 in [34] are used, the actual multiplier to be implemented
is always positive and less than or equal to half. Therefore, in this case, the number of adders
required for implementing the adaptor coefficients becomes smaller.
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Table 9.2: Optimized finite-precision adaptor coefficients
for the cascade of four LWD filters in Example 1

A(z) B(z)

γ
(1,2)
0 = 2−1 + 2−3 γ̂

(1,2)
1 = −1 + 2−2 − 2−5

γ̂
(1,2)
2 = 1− 2−3 + 2−5

γ
(3)
0 = 2−1 + 2−3 + 2−5 γ̂

(3)
1 = −1 + 2−2

γ̂
(3)
2 = 1− 2−3 + 2−5

γ
(4)
0 = 1− 2−2 + 2−5 γ̂

(4)
1 = −1 + 2−2 − 2−4

γ̂
(4)
2 = 1− 2−4
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Figure 9.3: Some amplitude responses for the optimized finite-precision direct LWD
filter in Example 1.

passband details of the amplitude response are shown. The pole-zero plot for the
overall design is depicted in Fig. 9.4. Similar characteristics for K = 4 are shown in
Figs. 9.5 and 9.6, respectively.

The above cascade of four low-order LWD filter sections is very attractive for
VLSI implementations since no general multipliers are needed. The price paid for
this is a slight increase in the overall filter order compared to the direct LWD filter.
For K = 4, the order increases from nine to twelve.

Another advantage of the proposed filters compared to the direct LWD filter is
the fact that the radius of the outermost complex-conjugate pole pair is significantly
smaller. For K = 1 and K = 4, these values are 0.989 20 and 0.901 38, respectively.
When using the adaptors shown in Fig. 9 in [34], the output noise gains are 31.9
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Figure 9.4: Pole-zero plot for the optimized finite-precision direct LWD filter in
Example 1.

dB and 21.8 dB for K = 1 and K = 4, respectively. This shows that for K = 4
roughly two fewer bits are required for the data representation to arrive at approx-
imately the same output noise level as with the corresponding direct LWD filter. It
should be pointed out that lower output noise values can be achieved by using other
adaptor structures (see, e.g., [104]).

9.4.2 Example 2

The proposed algorithm can also be modified for quantizing the coefficients of ap-
proximately linear phase LWD filters of Chapter 5. The main difference compared
to the above designs is that in addition to the criteria given by Eq. (9.5) or (9.6),
the overall finite-precision filter should satisfy

| arg[H(Φ, ejω)]− τω| ≤ ∆ for ω ∈ [0, ωp], (9.11)

where arg[H(Φ, ejω)] denotes the unwrapped phase response of the filter and ∆ is
the maximum allowable ripple from the linear-phase response τω, where τ is an ad-
justable parameter. Hence, when determining the smallest and largest values of the
radius and angle of the complex-conjugate pole pair or the smallest and largest ra-
dius of the real pole as described in the end of Subsection 9.3.2, there are two main
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Figure 9.5: Some amplitude responses for the cascade of four optimized finite-
precision LWD filters in Example 1. The solid and dot-dashed lines show the
responses for the overall filter and the subfilters, respectively. Two subfilters are
identical (the dot-dashed line with the lowest attenuation).
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Figure 9.6: Pole-zero plot for the cascade of four optimized finite-precision LWD
filters in Example 1.



9.4. NUMERICAL EXAMPLES 89

Table 9.3: Optimized finite-precision adaptor coefficients for
the approximately linear-phase LWD filter in Example 2

A(z) B(z)

γ0 = 1− 2−4

γ1 = −1 + 2−5 − 2−7 γ5 = −1 + 2−4 + 2−7 + 2−9

γ2 = 1− 2−5 + 2−7 γ6 = 1− 2−6 − 2−9 + 2−11

γ3 = −1 + 2−3 − 2−6 + 2−10 γ7 = −1 + 2−3 − 2−8

γ4 = 1− 2−7 − 2−10 γ8 = 1− 2−8

differences. First, in addition to equation (9.10a) and (9.10b), the constraints of the
following form:

| arg[H(Φ, ejωi)]− τωi| −∆ ≤ 0 for i = 1, 2, . . . , Lp, (9.12)

should be included. Second, in addition to the adjustable parameter vector Φ, τ is
an adjustable parameter when determining the smallest and largest radii and angles
for the filter poles.

It should be noted that it has been experimentally observed that for approxi-
mately linear phase LWD filters, the cascade implementation does not offer consid-
erable advantages compared to direct LWD filters.

The specifications are the same as in Example 1 in Chapter 5. That is, it is de-
sired to design a lowpass filter with passband and stopband edges at ωp = 0.05π and
at ωs = 0.1π, respectively. The maximum allowable passband ripple is δp = 0.0228
(0.2-dB passband ripple) and the stopband ripple is δs = 10−3 (60-dB stopband at-
tenuation). As shown in Chapter 5, an excellent phase performance is obtained by
using a ninth-order LWD filter. For this optimal infinite-precision filter, the phase
error from the average phase slope is ∆ = 0.093 99 degrees. In order to allow some
tolerance for the coefficient quantization, the maximum allowable phase error is
increased to ∆ = 0.5 degrees.

The filter specifications are met if the adaptor coefficient are represented using
four powers of two with eleven fractional bits. A total of ten adders are required
to implement all the adaptor coefficients. The phase error for the quantized filter
is ∆ = 0.458 549 degrees. The minimum order of a linear-phase FIR filter to meet
the same amplitude specifications is 107, requiring 107 delay elements and 54 mul-
tipliers when exploiting coefficient symmetry. The delay of the linear-phase FIR
equivalent is 53.5 samples, whereas for the proposed recursive filter the delay is only
40.9 samples.

Figure 9.7 shows the amplitude and phase responses as well as the passband de-
tails for the optimized multiplierless filter, whereas Fig. 9.8 shows the pole-zero plot
for the filter. The optimized adaptor coefficients are given in the Table 9.3.
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Figure 9.7: Amplitude and phase responses for the optimized finite-precision ap-
proximately linear-phase LWD filter.
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Figure 9.8: Pole-zero plot for the optimized finite-precision approximately linear-
phase LWD filter.



Chapter 10

Design of FIR Filters with
Power-of-Two Coefficients

IN very large-scale integration (VLSI) implementations a general multiplier ele-
ment is very costly. To get around this problem, it is attractive to carry out the

multiplication of a data sample by a filter coefficient value by using a sequence of
shifts and adds (or subtracts). The shifts can be implemented by using hard-wired
shifters and, hence, they are essentially free [109, 117].

During the past two decades numerous algorithms have been proposed for de-
signing multiplierless FIR filters [1, 2, 10, 13, 14, 16, 22, 60, 62, 67, 68, 70–75, 77, 92,
98, 102, 106, 109, 122–124, 139, 148, 149]. The great variety of methods include the
mixed-integer linear programming (MILP) [39,71–73], weighted least-squares meth-
ods [60, 70, 123], stochastic optimization, e.g., genetic algorithms [10, 102] or tabu
search [50, 132], quantization by coefficient sensitivity [2, 74], time-domain approxi-
mations [13, 16, 62], and local search techniques [106, 149].

This chapter proposes a method for designing multiplierless FIR filters with a
minimum number of adders (or subtracters) required to meet the given specifica-
tions [147]. The method is based on the observation that by first finding the smallest
and largest values for the coefficients of the filter in such a way that the given criteria
are still met by re-optimizing the remaining coefficient values, we are able to find a
parameter space which includes the feasible space where the filter specifications are
satisfied. After finding this larger space, all what is needed is to check whether in
this space there exist the desired discrete values for the coefficient representations.

The main advantage of the proposed algorithm compared with the other existing
algorithms is that it finds all the solutions satisfying the given magnitude specifica-
tions. Therefore, it allows more flexibility for allocating the adders in such a manner
that the overall complexity is minimized, e.g., the common subexpression elimina-
tion algorithms (see, e.g, [9,21,40,82,98,99]) can be efficiently utilized for minimizing
the filter implementation cost. The drawback of the algorithm is that for high order
filters the search space can be very large resulting in excessive computation times.

91
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However, there exist several “tricks” to speed up the algorithm. In addition, the al-
gorithm is highly parallel and the subproblems can be solved independently using
parallel processing.

10.1 Background

The zero-phase frequency response of a linear-phase Nth-order FIR filter can be
expressed as

H(ω) =

M∑

n=0

h(n) Trig(ω, n), (10.1)

where the h(n)’s are the filter coefficients and Trig(ω, n) is an appropriate trigono-
metric function depending on whether N is odd or even and whether the impulse
response is symmetrical or antisymmetrical [109]. Here, M = N/2 if N is even, and
M = (N + 1)/2 if N is odd.

The general form for expressing the FIR filter coefficient values as a sums of
signed-powers-of-two (SPT) terms is given by

h(n) =

Wn+1∑

k=1

ak,n2
−Pk,n for n = 1, 2, . . . ,M, (10.2)

where ak,n ∈ {−1, 1} and Pk,n ∈ {1, 2, . . . , L} for k = 1, 2, . . . ,Wn + 1. In this
representation form, each coefficient h(n) has Wn adders (or subtracters) and the
maximum allowable wordlength is L bits.

10.2 Statement of the Problem

When finding the optimized simple discrete-value representation forms for the
impulse-response coefficients of FIR filters, it is a common practice to accomplish
the optimization in such a manner that the scaled response meets the given ampli-
tude criteria [15,72,105,149]. In this case, the criteria for the filter can be expressed
as

1− δp ≤ H(ω)/β ≤ 1 + δp for ω ∈ [0, ωp] (10.3a)

−δs ≤ H(ω)/β ≤ δs for ω ∈ [ωs, π], (10.3b)

where

β =
1

2

[
maxH(ω) + minH(ω)

]
for ω ∈ [0, ωp] (10.3c)

is the average passband gain. These criteria are preferred to be used when the fil-
ter coefficients are desired to be quantized on a highly nonuniform discrete grid as
in the case of the power-of-two coefficients. In this case, is it beneficial to take the
passband gain of the filter as an optimization variable together with the filter co-
efficients. Obviously, this is not a problem since, in many applications, the major
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concern is the relative stopband attenuation (i.e., relative to passband attenuation)
and the desired level for the passband amplitude response is achieved, if desired, by
using the scaling constant equal to 1/β.

This chapter concentrates on designing multiplierless FIR filters in two cases. In
the first case, the coefficients are implemented independently of each others, that
is, the redundancy within the coefficients is not utilized. The goal is to find all the
filter coefficient values in such a manner that the filter meets the given specifica-
tions and the implementation cost for the filter is minimized. In the second case,
the common subexpressions within the coefficients are shared in order to reduce the
implementation cost even further [40, 82].

To estimate the implementation cost for the filter, we consider the number of
adders and subtracters required to implement all the coefficients as well as the num-
ber of structural adders, that is, all the adders at the filter output and those inside
the delay line for the direct-form and transposed-form implementations, respec-
tively. This is because the shifts can be implemented almost for free using hard-
wired shifters and the number of adders (or subtracters) required to implement all
the coefficients depends on the filter implementation, e.g., whether the coefficient
symmetry is exploited and whether the redundancy within the coefficients is uti-
lized. If the coefficient symmetry is exploited, then a reasonable estimate for the
filter cost can be expressed as

N − 2Q+

M∑

n=0

Wn, (10.4)

where Wn is the number of adders required to implement h(n) [see Eq. (10.2)] and
Q is the number of zero-valued coefficients requiring no implementation (Wn = 0).

The optimization problem under consideration is the following:
Optimization Problem: Given ωp, ωs, δp, and δs, as well as L, the number of frac-

tional bits, and the maximum allowed number of SPT terms per coefficient, find the
filter coefficients h(n) for n = 1, 2, . . . ,M as well as β to minimize implementation
cost, as given by Eq. (10.4), in such a manner that, first, the criteria of Eq. (10.3)
are met and, then, the normalized peak ripple (NPR), as given by

δNPR = max{∆p/W,∆s}, (10.5)

is minimized. Here, ∆p and ∆s are the passband and stopband ripples of the finite-
precision filter scaled by 1/β, respectively, and W = δp/δs.

10.3 Filter Optimization

The solution to the stated optimization problem can be found in two steps. In the
first step, a filter with infinite-precision coefficients is determined in such a way that
it exceeds the given amplitude criteria to provide some tolerance for the coefficient
quantization. The second step involves finding a filter meeting the given criteria
with the simplest coefficient representation forms.
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10.3.1 Optimization of Infinite-Precision Coefficients

It has turned out that a very straightforward quantization scheme for the FIR fil-
ter coefficients is obtained as follows. For each of the filter coefficient h(n) for
n = 0, 1, . . . ,M − 1 the smallest and largest values of the coefficient are determined
in such a manner that the given amplitude criteria are met subject to h(M) = 1.
This restriction, simplifying the overall procedure, can be stated without loss of gen-
erality since the scaling constant β, as defined by Eq. (10.3), can be used for achieving
the desired passband amplitude level. The goal is achieved by solving 2M problems
of the following form. Find the filter coefficients h(n) for n = 0, 1, . . . ,M − 1 as well
as β to minimize ψ subject to the conditions of Eq. (10.3). Here ψ is h(n) or −h(n)
where h(n) is one among the filter coefficients h(n) for n = 0, 1, . . . ,M −1. To solve
these problems, we discretize the passband and stopband regions into the frequency
points ωi ∈ [0, ωp] for i = 1, 2, . . . , Ip and ωi ∈ [ωs, π] for i = Ip +1, Ip +2, . . . , Ip +Is.
The resulting discretized minimization problem is to find h(n) for n = 0, 1, . . . ,M−1
as well as β to minimize ψ subject to conditions

M−1∑

n=0

h(n) Trig(ωi, n)− β(δp + 1) ≤ −Trig(ωi,M), (10.6a)

−
M−1∑

n=0

h(n) Trig(ωi, n)− β(δp − 1) ≤ −Trig(ωi,M), (10.6b)

for i = 1, 2, . . . , Ip and

M−1∑

n=0

h(n) Trig(ωi, n)− βδs ≤ −Trig(ωi,M), (10.6c)

−
M−1∑

n=0

h(n) Trig(ωi, n)− βδs ≤ −Trig(ωi,M), (10.6d)

for i = Ip + 1, Ip + 2, . . . , Ip + Is. The above optimization problem can be solved
conveniently by using linear programming.

10.3.2 Optimization of Finite-Precision Coefficients

It has been experimentally observed that the parameter space defined above in-
cludes the feasible space where the filter specifications are satisfied. After finding
this larger space, all what is needed is to check whether in this space there exists
a combination of the discrete coefficient values with which the overall criteria are
met.

The search can be done in a straightforward manner by first generating a look-
up table containing all the possible power-of-two numbers for a given wordlength
and a given maximum number of SPT terms per coefficient. In the above procedure,
h(M) was fixed to be unity. The search for a proper combinations of discrete values
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Table 10.1: Smallest and largest values for the infinite-
precision coefficients of the 10th-order filter

h(n)(min) h(n)(max)

h(0) = 0.037 987 h(0) = 0.069 716
h(1) = −0.175 829 h(1) = −0.126 537
h(2) = −0.155 315 h(2) = −0.106 186
h(3) = 0.210 735 h(3) = 0.250 780
h(4) = 0.691 667 h(4) = 0.799 256
h(5) = 1.0 h(5) = 1.0

can be conveniently accomplished by using a scaling constant α ≡ h(M). For this
constant, all the existing values between 1/3 and 2/3 are selected from the look-up
table.1 Then for each value of α = h(M), the smallest and largest values of the
infinite-precision coefficients are scaled in the look-up table as

ĥ(n)(min) = αh(n)(min) for n = 0, 1, . . . ,M (10.7a)

ĥ(n)(max) = αh(n)(max) for n = 0, 1, . . . ,M (10.7b)

and the magnitude response is evaluated for each combination of the power-of-two
numbers in the ranges [ĥ(n)(min), ĥ(n)(max)] for n = 0, 1, . . . ,M to check whether the
filter meets the amplitude criteria.

To facilitate the above discussion, we use a simple example that illustrates the
proposed design procedure. Suppose that we need to design a 10th-order lowpass
filter whose passband and stopband edges are at 0.25π and at 0.5π, respectively.
The desired passband ripple and the desired stopband attenuation are 0.2 dB and
20 dB, respectively. The smallest and largest values of the coefficients after infinite-
precision optimization are given in Table 10.1.

If two SPT terms per coefficient with seven fractional bits are used for coefficient
representations, then there exist ten scaling factors for which there are discrete co-
efficient values between all the smallest and largest values of the infinite-precision
coefficients. When the smallest and largest values of the infinite-precision coeffi-
cients are scaled according to Eq. (10.7) with α ≡ h(M) = h(5) = 0.5, the per-

missible discrete values within the limits [ĥ(n)(min), ĥ(n)(max)] for n = 0, 1, . . . ,M
are shown in Table 10.2. As can be seen from this table, there are two permissi-
ble discrete values for h(0) and h(1), three permissible values for h(2) and h(3),
and one for h(4) and h(5). Therefore, the overall number of combinations to be
checked is 22 · 32 · 12 = 36. In this case, there is only one solution satisfying the
magnitude specifications. For this solution, the optimal finite-precision coefficient
values are h(0) = h(10) = 2−5, h(1) = h(9) = −2−4 − 2−6, h(2) = h(8) = −2−4,
h(3) = h(7) = 2−3 − 2−6, h(4) = h(6) = 2−1 − 2−3, and h(5) = 2−1.

1Only one octave of the scale factors needs to be searched since the scaling by a factor of two
does not affect the quantization process.
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Table 10.2: Permissible finite-precision coefficient values for α ≡ h(M) = 0.5

Finite-Precision Values No. Adds

h(0)(0) = 0.023 437 5 = 2−5 − 2−7 1

h(0)(1) = 0.031 25 = 2−5 0

h(1)(0) = −0.078 125 = −2−4 − 2−6 1

h(1)(1) = −0.070 312 5 = −2−4 − 2−7 1

h(2)(0) = −0.070 312 5 = −2−4 − 2−7 1

h(2)(1) = −0.062 5 = −2−4 0

h(2)(2) = −0.054 687 5 = −2−4 + 2−7 1

h(3)(0) = 0.109 375 = 2−3 − 2−6 1

h(3)(1) = 0.117 187 5 = 2−3 − 2−7 1

h(3)(2) = 0.125 = 2−3 0

h(4)(0) = 0.375 = 2−1 − 2−3 1

h(5)(0) = 0.5 = 2−1 0

In order to reduce the computational complexity in finding the best discrete solu-
tion in the case with all the coefficients being realized independently, it is beneficial
to start with the combinations requiring the smallest number of additions. If one
of these combinations meets the criteria, then there is no need to consider other
combinations. A simple branch-and-bound type algorithm has been developed for
the evaluation of the combinations. For the case when the common subexpressions
within the coefficients are shared, it is necessary to evaluate the magnitude response
for all the combinations. This is because the actual number of adders required
to implement all the coefficient values is unknown before the common subexpres-
sion reduction algorithm is carried out for all the solutions satisfying the magnitude
specifications.

10.4 Numerical Examples

This section illustrates, by means of several examples taken from the literature, the
effectiveness of the proposed algorithm. More examples and the comparisons with
some other existing algorithms can be found in [118].

10.4.1 Example 1

The specifications are the same as in Example 1 in [15]. That is, it is desired to
design a lowpass filter with the passband and stopband edges at ωp = 0.3π and
at ωs = 0.5π, respectively. The maximum allowable passband and stopband rip-
ples are δp = δs = 0.00316 (50-dB stopband attenuation). The minimum order of
a linear-phase FIR filter to meet these specifications is 27. In this case, three SPT
terms are used for coefficient representations. In order to reduce the space to be
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Figure 10.1: Magnitude responses for the multiplierless FIR filters in Examples 1
and 2. The solid and dashed lines show the responses in Examples 1 and 2, respec-
tively.

searched some of the coefficients during the infinite-precision optimization have been
restricted to be equal to zero.2

The characteristics for filters designed using various algorithms are summarized
in Table 10.3. Here, N is the order of the filter, L is the number of fractional bits
[cf. Eq. (10.2)], δNPR, as defined by Eq. (10.5), gives the normalized peak ripple in
decibels, NSP and NA give the number of SPT terms and number adders required
to implement the overall filter, respectively. The CPU times required by a 500 MHz
Alpha 21264 processor to design the two example filters are also included in Table
10.3. The results of mixed-integer-linear-programming (MILP) described in [71] and
the trellis search described in [15] have been taken directly from [15]. It is seen that
the proposed algorithm gives for N = 27 a filter with the minimum implementation
cost. The optimized coefficient values for a 29th-order filter with only ten fractional
bits are given in Table 10.4. The amplitude response for this filter as well as the
passband details are shown using the solid line in Fig. 10.1.

It should be pointed out that in this contribution it is desired to minimize the
number of adders required to implement the overall filter when the coefficient sym-
metry is utilized. However, in many other papers, the optimization goal is to mini-
mize the number of SPT terms required to implement all the coefficients.3 Therefore,

2In fact, this is a very reasonable restriction since typically those filter coefficients which are very
close to zero for the infinite-precision approximation are equal to zero also for the finite-precision
solution. This is because the number of structural adders to be saved is two for each zero-valued
coefficient according to Eq. (10.4).

3This is because if the coefficient symmetry is not utilized, then the number of SPT terms
corresponds to the number adders required to implement the overall filter.
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Table 10.3: Summary of filter designs in Example 1

Method N L δNPR (dB) NSP NA CPU

MILP [71] 27 12 −50.18 34 – –
Trellis search [15] 27 12 −50.12 30 42 –
Proposed 27 12 −50.01 28 40 648 s
Proposed 29 10 −50.71 26 37 361 s

Table 10.4: Optimized finite-precision coefficient values for the 29th-order FIR
filter in Example 1 (h(29− n) = h(n) for n = 0, 1, . . . , 14).

h(0) = −2−10 h(5) = −2−6 + 2−8 h(10) = −2−4 + 2−6 − 2−9

h(1) = −2−8 h(6) = −2−5 + 2−7 − 2−10 h(11) = −2−3 + 2−6

h(2) = 0 h(7) = 0 h(12) = 0

h(3) = +2−7 + 2−10 h(8) = +2−4 − 2−6 − 2−9 h(13) = +2−2 + 2−5

h(4) = +2−7 h(9) = +2−5 + 2−8 + 2−10 h(14) = +2−1 + 2−5 − 2−10

Table 10.5: Optimized finite-precision coefficient values for the FIR filter in
Example 2 (h(37− n) = h(n) for n = 0, 1, . . . , 18)

h(0) = −2−11 h(7) = +2−6 − 2−8 h(14) = −2−4 + 2−6 − 2−10

h(1) = 0 h(8) = +2−7 + 2−9 h(15) = −2−3 + 2−6 + 2−8

h(2) = +2−9 − 2−12 h(9) = −2−6 + 2−8 − 2−10 h(16) = 0

h(3) = +2−9 h(10) = −2−5 + 2−8 + 2−12 h(17) = +2−2 + 2−6

h(4) = −2−9 − 2−11 h(11) = 0 h(18) = +2−1

h(5) = −2−7 + 2−9 − 2−11 h(12) = +2−4 − 2−6 − 2−9

h(6) = 0 h(13) = +2−5 + 2−8 + 2−10

in order to compare the proposed algorithm with the other existing methods, the
number of SPT terms required to implement all the coefficients is also given.

10.4.2 Example 2

The criteria are the same as in Example 1 except the maximum allowable passband
and stopband ripples are δp = δs = 10−3 (60-dB stopband attenuation) [15]. In
this case, the minimum order of a linear-phase FIR filter to meet the specifications
is 33. However, to allow more margin for coefficient quantization the order is in-
creased to 37. Three SPT terms with twelve fractional bits are used for coefficient
representations.

In this case, the overall number of adders and the number of SPT terms for the
optimized design are 48 and 34, respectively. As shown in [15], the number of SPT
terms for MILP and the trellis search are 43 and 40, respectively. The optimized co-
efficients values are shown in Table 10.5. The amplitude response for the optimized
filter as well as the passband details are shown using the dashed line in Fig. 10.1.
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Figure 10.2: Effective implementation exploiting coefficient symmetry for the mul-
tiplierless 29th-order FIR filter in Example 3.

10.4.3 Example 3

This example illustrates how the common subexpression elimination algorithm based
on the method described in [82] reduces the number of adders required to imple-
ment all the coefficients of the proposed filters of the above examples. For the
29th-order filter in Example 1, this algorithm results in the implementation reduc-
ing the number of adders from 37 to 30 compared to the conventional implementa-
tion. These implementations have different coefficient values. The implementation
of the transposed-form filter is depicted in Fig. 10.2. For the 37th-order filter in Ex-
ample 2, the number of adders required to implement the overall filter reduces from
48 to 39.
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[57] T. I. Laakso, V. Välimäki, M. Karjalainen, and U. K. Laine, “Splitting the
unit delay,” IEEE Signal Processing Magazine, vol. 13, no. 1, pp. 30–60, Jan.
1996.

[58] C.-P. Lan and C.-W. Jen, “Efficient time domain synthesis of pipelined re-
cursive filters,” IEEE Trans. Circuits Syst. II, vol. 41, pp. 618–622, Sept.
1994.

[59] S. Lawson and T. Wicks, “Design of efficient digital filters satisfying arbitrary
loss and delay specifications,” Proc. Inst. Elect. Eng., Pt. G, vol. 139, pp.
611–620, Oct. 1992.

[60] J.-H. Lee, C.-K. Chen, and Y. C. Lim, “Design of discrete coefficient FIR
digital filters with arbitrary amplitude and phase responses,” IEEE Trans.
Circuits Syst. II, vol. 40, pp. 444–448, July 1993.

[61] F. Leeb, “Lattice wave digital filters with simultaneous conditions on am-
plitude and phase,” in Proc. IEEE Int. Conf. Acoustics, Speech, and Signal
Processing, Toronto, Canada, May 1991, pp. 1645–1648.

[62] D. Li, J. Song, and Y. C. Lim, “A polynomial-time algorithm for design-
ing digital filters with power-of-two coefficients,” in Proc. IEEE Int. Symp.
Circuits Syst., May 1993, vol. 1, pp. 84–87.



106 BIBLIOGRAPHY

[63] Y. C. Lim, “Frequency-response masking approach for the synthesis of sharp
linear phase digital filters,” IEEE Trans. Circuits Syst., vol. CAS-33, pp. 357–
364, Apr. 1986.

[64] Y. C. Lim, “A new approach for deriving scattered coefficients of pipelined
IIR filters,” IEEE Trans. Signal Processing, vol. 43, pp. 2405–2406, Oct. 1995.

[65] Y. C. Lim and Y. Lian, “The optimum design of one- and two-dimensional
FIR filters using the frequency response masking technique,” IEEE Trans.
Circuits Syst. II, vol. 40, pp. 88–95, Feb. 1993.

[66] Y. C. Lim and Y. Lian, “Frequency-response masking approach for digital
filter design: Complexity reduction via masking filter factorization,” IEEE
Trans. Circuits Syst. II, vol. 41, pp. 518–525, Aug. 1994.

[67] Y. C. Lim and B. Liu, “The design of cascade form FIR filters for discrete
space implementation,” in Proc. IEEE Int. Conf. Acoustics, Speech, and Sig-
nal Processing, 1988, vol. 3, pp. 1814–1817.

[68] Y. C. Lim and B. Liu, “Design of cascade form FIR filters with discrete valued
coefficients,” IEEE Trans. Acoust., Speech, Signal Processing, vol. 36, no. 11,
pp. 1735–1739, Nov. 1988.

[69] Y. C. Lim and B. Liu, “Pipelined recursive filter with minimum order aug-
mentation,” IEEE Trans. Signal Processing, vol. 40, pp. 1643–1651, July 1992.

[70] Y. C. Lim and S. R. Parker, “Discrete coefficient FIR digital filter design based
upon LMS criteria,” IEEE Trans. Circuits Syst., vol. CAS-30, pp. 723–739,
Oct. 1983.

[71] Y. C. Lim and S. R. Parker, “FIR filter design over a discrete powers-of-
two coefficient space,” IEEE Trans. Acoust., Speech, Signal Processing, vol.
ASSP-31, pp. 583–591, June 1983.

[72] Y. C. Lim and S. R. Parker, “Design of discrete-coefficient-value linear phase
FIR filters with optimum normalized peak ripple magnitude,” IEEE Trans.
Circuits Syst., vol. 37, pp. 1480–1486, Dec. 1990.

[73] Y. C. Lim, S. R. Parker, and A. G. Constantinides, “Finite word length
FIR filter design using integer programming over a discrete coefficient space,”
IEEE Trans. Acoust., Speech, Signal Processing, vol. ASSP-30, pp. 661–664,
Aug. 1982.

[74] Y. C. Lim, R. Yang, D. Li, and J. Song, “Signed power-of-two term allocation
scheme for the design of digital filters,” IEEE Trans. Circuits Syst. II, vol. 46,
pp. 577–584, May 1999.



BIBLIOGRAPHY 107

[75] Y.-C. Lim, R. Yang, and B. Liu, “The design of cascaded FIR filters,” in
Proc. IEEE Int. Symp. Circuits Syst., 1996, vol. 2, pp. 181–184.

[76] H. H. Loomis and B. Sinha, “High-speed recursive digital filter realization,”
IEEE Trans. Circuit, Syst., Signal Process., vol. 3, pp. 267–294, Sept. 1984.

[77] W.-S. Lu, A. Antoniou, and S. Saab, “Sequential design of FIR digital filters
for low-power DSP applications,” in Proc. 31th Asilomar Conf. Signals, Syst.,
Comp., 1998, vol. 1, pp. 701–704.

[78] H. S. Malvar, “Modulated QMF filter banks with perfect reconstruction,”
Electron. Lett., vol. 26, pp. 906–907, June 1990.

[79] H. S. Malvar, “Extended lapped transforms: Fast algorithms and applica-
tions,” in Proc. IEEE Int. Conf. Acoustics, Speech, and Signal Processing,
Toronto, Canada, May 1991, pp. 1797–1800.

[80] H. S. Malvar, “Extended lapped transforms: Properties, applications and fast
algorithms,” IEEE Trans. Signal Processing, vol. 40, no. 11, pp. 2703–2714,
Nov. 1992.

[81] H. S. Malvar, Signal Processing with Lapped Transforms. Artech House,
Boston, MA, USA, 1992.

[82] A. Matsuura, M. Yukishita, and A. Nagoya, “A hierarchical clustering method
for the multiple constant multiplication problem,” IEICE Trans. Fund., vol.
E80–A, pp. 1767–1773, Oct. 1997.

[83] J. H. McClellan and T. W. Parks, “A unified approach to the design of op-
timum FIR linear phase digital filters,” IEEE Trans. Signal Processing, vol.
CT-20, pp. 697–701, Nov. 1973.

[84] A. Mertins, “Subspace approach for the design of cosine-modulated filter
banks with linear-phase prototype filter,” IEEE Trans. Signal Processing, vol.
46, pp. 2812–2818, Oct. 1998.

[85] F. Minzer, “On half-band, third-band, and Nth-band filters FIT filters and
their design,” IEEE Trans. Acoust., Speech, Signal Processing, vol. ASSP-30,
pp. 734–738, Oct. 1982.

[86] T. Q. Nguyen, “A class of generalized cosine-modulated filter bank,” in Proc.
IEEE Int. Symp. Circuits Syst., San Diego, CA, May 1992, vol. 2, pp. 943–
946.

[87] T. Q. Nguyen, “A quadratic constrained least-squares approach to the design
of digital filter banks,” in Proc. IEEE Int. Symp. Circuits Syst., San Diego,
CA, May 1992, vol. 3, pp. 1344–1347.



108 BIBLIOGRAPHY

[88] T. Q. Nguyen, “Near-perfect-reconstruction pseudo-QMF banks,” IEEE
Trans. Signal Processing, vol. 42, no. 1, pp. 63–76, Jan. 1994.

[89] T. Q. Nguyen, “Digital filter bank design quadratic-constrained formulation,”
IEEE Trans. Signal Processing, vol. 43, pp. 2103–2108, Sept. 1995.

[90] T. Q. Nguyen and R. D. Koilpillai, “The theory and design of arbitrary-length
cosine-modulated filter banks and wavelets, satisfying perfect reconstruction,”
IEEE Trans. Signal Processing, vol. 44, pp. 473–489, Mar. 1996.

[91] R. Nouta, “The Jaumann structure in wave-digital filters,” Int. J. Circuit
Theory Applicat., vol. 2, pp. 163–174, June 1974.

[92] W. J. Oh and Y. H. Lee, “Cascade/parallel form FIR filters with powers-of-
two coefficients,” in Proc. IEEE Int. Symp. Circuits Syst., 1994, vol. 2, pp.
545–548.

[93] K. K. Parhi, “Finite word effects in pipelined recursive filters,” IEEE Trans.
Signal Processing, vol. 39, pp. 1450–1454, June 1991.

[94] K. K. Parhi, “Pipelining in dynamic programming architectures,” IEEE
Trans. Signal Processing, vol. 39, pp. 1442–1450, June 1991.

[95] K. K. Parhi and D. G. Messerschmitt, “Pipeline interleaving and parallelism
in recursive digital filters — Part I: Pipelining using scattered look-ahead and
decomposition,” IEEE Trans. Acoust., Speech, Signal Processing, vol. ASSP-
37, pp. 1099–1117, July 1989.

[96] K. K. Parhi and D. G. Messerschmitt, “Pipeline interleaving and parallelism
in recursive digital filters — Part II: Pipelined incremental block filtering,”
IEEE Trans. Acoust., Speech, Signal Processing, vol. ASSP-37, pp. 1118–1134,
July 1989.

[97] K. K. Parhi, C. Y. Wang, and A. P. Brown, “Synthesis of control circuits in
folded pipelined DSP architectures,” IEEE J. Solid-State Circuits, vol. 27, pp.
29–43, Jan. 1992.
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[113] T. Saramäki and R. Bregović, “Multirate systems and filter banks,” in Multi-
rate Systems: Design & Applications, G. Jovanovic-Dolecek, Ed., chapter II,
pp. 27–85. Hershey: Idea Group Publishing, 2002.
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