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POLYNOMIAL-BASED FIR
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Abstract. An efficient coefficient quantization scheme is described for minimizing the
cost of implementing fixed parallel linear-phase finite impulse response (FIR) filters in
the modified Farrow structure introduced by Vesma and Saramäki for generating FIR
filters with an adjustable fractional delay. The implementation costs under consideration
are the minimum number of adders and subtracters when implementing these parallel
subfilters as a very large-scale integration (VLSI) circuit. Two implementation costs are
under consideration to meet the given criteria. In the first case, all the coefficient values are
implemented independently of each other as a few signed-powers-of-two terms, whereas
in the second case, the common subexpressions within all the coefficient values included
in the overall implementation are properly shared in order to reduce the overall implemen-
tation cost even further. The optimum finite-precision solution is found in four steps. First,
the number of filters and their (common odd) order are determined such that the given
criteria are sufficiently exceeded in order to allow some coefficient quantization errors.
Second, those coefficient values of the subfilters having a negligible effect on the overall
system performance are fixed to be zero valued. In addition, the experimentally observed
attractive connections between the coefficient values of the subfilters, after setting some
coefficient values equal to zero, are utilized to reduce both the implementation cost and
the parameters to be optimized even more. Third, constrained nonlinear optimization is
applied to determine for the remaining infinite-precision coefficients a parameter space
that includes the feasible space where the given criteria are met. The fourth step involves
finding in this space the desired finite-precision coefficient values for minimizing the given
implementation costs to meet the stated overall criteria. Several examples are included
illustrating the efficiency of the proposed synthesis scheme.
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1. Introduction

Recently, the modified Farrow structure, as shown in Figure 1, has been intro-
duced by Vesma and Saramäki in [27]–[29] for generating finite impulse response
(FIR) filters with an adjustable fractional delay. This structure has been developed
by properly modifying the original structure proposed by Farrow in [5]. The
modified structure consists of a given number of fixed linear-phase FIR filters of
the same odd order2 (denoted by 2M −1 with M being an integer in Figure 1) and
the impulse-response coefficients alternatively possess an even and odd symmetry
such that the first filter (G0(z) in Figure 1) has a symmetrical impulse response.
Another attractive feature of this structure is that the common (odd) order of
the fixed FIR filters as well as the number of filters can be arbitrarily selected.
Furthermore, the desired fractional delay of the value µ is achieved by multiplying
the outputs of these filters with quantities directly depending on this value of µ, as
shown in Figure 1. Originally, the modified Farrow structure for generating FIR
filters with an adjustable fractional delay was developed by using a model where
the discrete input sequence is first converted into its analog equivalent with the
aid of the ideal digital-to-analog converter and a polynomial-based reconstruction
filter. Then, the desired delay is achieved by delaying the output of this analog
filter before using the ideal analog-to-digital conversion [29]. This is the reason
for the title of this paper.

We point out that adjustable fractional delay filters can also be generated using
all-pass infinite impulse response (IIR) filters [16], [17], [33], [34]. In these recur-
sive filters, the filter coefficient values are polynomials of the fractional delay
parameter. The main advantages of the adjustable fractional delay FIR filters
compared to their all-pass filter counterparts are their smaller roundoff noise level
at the filter output and their smaller sensitivity of the phase response degradation
to the coefficient quantization [34]. In addition, because of the recursive nature
of IIR filters, abrupt changes in their parameters may cause transients at the filter
output for some structures [15], [26]. Furthermore, the design of fractional delay
all-pass filters is more complicated due to stability issues being inherent when
synthesizing IIR filters.

During the last two decades, numerous methods have been proposed for de-
signing adjustable fractional delay FIR filters with infinite-precision coefficients
[1], [4], [5], [9]–[11], [24], [25], [27], [29], [30]. These methods include, among
others, a constrained minimax optimization [27], [29], a Taylor series expansion

2 Adjustable fractional delay FIR filters can also be designed using even-order subfilters [9],
[24]. This even-order case is appropriate, e.g., when it is desired to reconstruct as well as
possible the original uniformly sampled discrete-time signal based on its nonuniformly sampled
representation form [8].
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Figure 1. The modified Farrow structure with an adjustable fractional delay µ. (a) Overall structure.
(b) Direct-form implementation for Gl (z) of order 2M − 1 for l even. (c) Direct-form implementation
for Gl (z) of order 2M−1 for l odd. The even (odd) symmetries of the impulse responses of the Gl (z)’s
for l even (odd) are exploited in these implementations. When using these direct-form structures, the
number of delay elements required by the overall implementation is only 2M − 1. This reduction can
be achieved by properly sharing these 2M − 1 delay terms between the Gl (z)’s.

[9], [24], [30], a singular value decomposition [4], and weighted least-squares
designs [1], [10], [25]. More synthesis techniques can be found in a tutorial
article [11]. However, the design of adjustable fractional delay filters with finite-
precision coefficients has not gained as much attention and has been considered
only by a few authors [21], [22], [32].

The purpose of this contribution is to describe an efficient scheme for quan-
tizing the coefficient values of the Gl(z)’s of Figure 1 so that the cost for imple-
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menting these Gl(z)’s as a highly customized very large-scale integration (VLSI)
circuit is minimized and the given criteria are still met. There are two cases
under consideration. In the first case, all the filter coefficient values are separately
quantized to a few signed-powers-of-two terms, and the implementation cost is
the number of adders and subtracters required to implement all the Gl(z)’s in
Figure 1 as well as the structural adders that are needed for implementing these
transfer functions. In the second case, the common subexpressions within all the
quantized coefficient values are shared in order to reduce the implementation cost
even more [2], [3], [6], [7], [14], [18]–[20]. For achieving the above-mentioned
targets, the efficient quantization scheme that we proposed in [31] for obtaining
these targets in the case of a single linear-phase FIR filter is properly modified.
The main difference is that for the modified Farrow structure, there are several
parallel fixed FIR filters, and the common subexpressions should be properly
shared between all these filters when implementing them using the direct-form
structure exploiting the coefficient symmetries, as shown in Figure 1, and when
properly sharing the same 2M − 1 delay elements between the filter blocks.

The above-mentioned goals are achieved in four steps. In the first step, the
required common (odd) filter order and the number of branch filters are deter-
mined in such a way that the infinite-precision solution meets sufficiently well
the given criteria for all values of the fractional delay between zero and unity in
order to enable one to quantize the coefficient values to the desired representation
forms. In the second step, those coefficient values having a negligible effect on
the overall system performance are set to be zero valued. In addition, after forcing
some coefficient values to be equal to zero, there exists the following experimen-
tally observed fact that is exploited. For some time instants n, the sum of the
corresponding coefficient values of the Gl(z)’s of Figure 1 for either l even or l
odd, denoted by the gl(n)’s later in this contribution, are extremely close to zero.
Forcing these sums to be equal to zero has again a very small effect on the overall
system performance. Utilizing the above-mentioned facts simultaneously reduces
the implementation cost and the number of coefficient values to be optimized.
The third step is based on the following observation made by us in [31] when
quantizing the coefficient values of a conventional linear-phase FIR filter. In order
to find the best finite-precision solution, it has turned out to be very beneficial to
first find the smallest and largest values for all the filter coefficients such that
the given criteria are still met by reoptimizing the remaining coefficient values.
This enables one to find a parameter space that includes the feasible space where
the specifications are satisfied. In the fourth step, after finding this larger space,
all that is needed is to check whether in this space there exist the desired discrete
values for the coefficient representations. In performing the third and fourth steps,
the above-mentioned observations made on the performance of the fixed filters in
the modified Farrow structure are exploited to both simplify and speed up the
overall coefficient quantization scheme.

The outline of this paper is as follows. Section 2 gives a review of the modified
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Farrow structure under consideration. In addition, the magnitude and phase delay
responses of this structure as well as the overall design criteria are given for later
use. Section 3 introduces the coefficient representation form under consideration.
In addition, the estimates for the above-mentioned costs for implementing all
the Gl(z)’s of Figure 1 are described. Moreover, the optimization problems are
stated for designing these filters to meet the given frequency domain criteria
with the minimized optimization costs. Section 4 shows how to quickly arrive
at the desired solutions. In Section 5, several examples are included illustrating
the efficiency of the proposed design scheme. In addition, this section compares
the proposed quantization scheme with other existing algorithms. Finally, the
concluding remarks are given in Section 6.

2. Modified Farrow structure with an adjustable fractional
delay

This section briefly reviews the modified Farrow structure proposed by Vesma
and Saramäki in [27]–[29] for generating FIR filters with an adjustable fractional
delay. In addition, the magnitude and phase delay responses of this structure as
well as the overall design criteria are given for later use.

2.1. Overall filter structure

The proposed structure with an adjustable fractional delay µ is depicted in Fig-
ure 1 [27]. It consists of L + 1 parallel FIR filters with transfer functions of the
form

Gl(z) =
2M−1∑
n=0

gl(n)z−n for l = 0, 1, . . . , L, (1)

where M is a positive integer. The orders of all the filters are thus odd. The
impulse-response coefficients gl(n) for n = 0, 1, . . . , 2M −1 fulfill the following
symmetry conditions:

gl(n) =
{

gl(2M − 1 − n) for l even

−gl(2M − 1 − n) for l odd.
(2)

After optimizing the above impulse-response coefficients in the manner to be
described later, the role of the adjustable parameter µ in Figure 1 is to generate the
delay approximating M −1+µ in the given passband region. This parameter can
be varied between zero and unity. The desired delay is achievable by multiplying
the output of Gl(z) by (1 − 2µ)l for l = 1, 2, . . . , L (for l = 0, this constant is
equal to unity), as shown in Figure 1.
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2.2. Filter characteristics

For the given value of µ, the overall transfer function is expressible as

H(�, z, µ) =
2M−1∑
n=0

h(�, n, µ)z−n, (3a)

where

h(�, n, µ) = g0(n) +
L∑

l=1

gl(n)(1 − 2µ)l (3b)

and � is the adjustable parameter vector given by

� = [
g0(0), g0(1), . . . , g0(M − 1), g1(0), g1(1), . . . ,

g1(M − 1), . . . , gL(0), gL(1), . . . , gL(M − 1)
]
.

(3c)

The frequency, magnitude, and phase delay responses of the structure of Fig-
ure 1 are given by

H(�, e jω, µ) =
2M−1∑
n=0

h(�, n, µ)e− jωn, (4a)

|H(�, e jω, µ)| =
∣∣∣∣2M−1∑

n=0

h(�, n, µ)e− jωn
∣∣∣∣, (4b)

and

τp(�, ω, µ) = −arg H(�, e jω, µ)/ω, (4c)

respectively. Here, arg H(�, e jω, µ) denotes the unwrapped phase response of
the overall filter.

2.3. Filter specifications

The preceding structure does not enable one to keep the magnitude response,
as given by equation (4b), within the given limits 1 ± δa and the phase delay
response, as given by equation (4c), within the limits M − 1 + µ ± δp in the
overall baseband [0, π ].3 Therefore, this contribution concentrates on achieving
the desired performance on the frequency band given by

�p = [0, ωp], ωp < π. (5)

3 We point out that for adjustable fractional delay all-pass filters the magnitude response is
identically equal to unity for all the frequencies [16], but the region where the phase delay is
adjustable is restricted as for their FIR counterparts (for more detail, see, e.g., [16], [17], [33],
[34]).
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The goal is to meet with infinite-precision or finite-precision coefficient values
the following criteria:

�p = max
0≤µ<1

[
max
ω∈�p

|τp(�, ω, µ) − (M − 1 + µ)|] ≤ δp (6a)

and

�a = max
0≤µ<1

[
max
ω∈�p

||H(�, e jω, µ)| − 1|] ≤ δa . (6b)

When these criteria are met, then for each value of µ ∈ [0, 1], the magnitude
and the phase delay responses stay for ω ∈ �p within the limits 1 ± δa and
M − 1 + µ ± δp, respectively.

3. Statement of the problem

This section introduces the coefficient representation form under consideration in
this contribution. In addition, the estimate for the cost for implementing all the
subfilter transfer functions Gl(z) for l = 0, 1, . . . , L in Figure 1 as hardware or
VLSI implementations is described. Moreover, this section states the problems
for meeting the criteria of equations (6a) and (6b) with the minimized cost in two
cases.

3.1. Coefficient representation form under consideration

In many hardware or VLSI implementations, it is attractive to carry out the mul-
tiplication of a data sample by a filter coefficient value using a sequence of shifts
and adds or subtracts. For such a purpose, it is desired to express the coefficient
values in the form

R∑
r=1

ar 2−Pr , (7)

where each ar is either 1 or −1 and the Pr ’s are nonnegative integers in increasing
order. The goal is to find all the coefficient values so that, first, R, the number of
signed-powers-of-two terms, is made as small as possible and, second, PR , the
maximum number of shifts, is made as small as possible. For this purpose, it is at-
tractive to use the canonic signed-digit (CSD) representation. This representation
is characterized by the fact that no two consecutive digits ar are both nonzero,
that is, for the minimal R, ar ar+1 = 0 for r = 1, 2, . . . , R − 1. In the sequel,
CSD(R, PR) denotes the space of the CSD numbers where the maximum number
of signed-powers-of-two terms and the maximum number of fractional bits are R
and PR , respectively.

When finding the optimized simple discrete-value representation forms for the
impulse-response coefficients of FIR filters, it is a common practice to accomplish
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the optimization so that the scaled response meets the given magnitude criteria as
proposed in [12], [13], [31], [35]. In this case, the criterion, as given by equation
(6b), is replaced by

�a = max
0≤µ<1

[
max
ω∈�p

||H(�, e jω, µ)/β| − 1|] ≤ δa, (8)

where β is an additional adjustable parameter. These criteria are preferred to be
used when the filter coefficients are desired to be quantized on a highly nonuni-
form discrete grid, as in the case of the CSD coefficient values. Obviously, using
β as an adjustable parameter is not a problem because, in many applications,
the major concern is the relative stopband attenuation (i.e., relative to the pass-
band attenuation) and the original magnitude criterion of equation (6b) is met by
multiplying the optimized finite-precision H(�, z, µ) satisfying the criterion of
equation (8) by 1/β.

3.2. Implementation costs

This contribution concentrates on designing multiplication-free transfer functions
Gl(z) for l = 0, 1, . . . , L in the structure of Figure 1 in two cases. In the first case,
the coefficient values of each Gl(z) are implemented independently of those of the
Gl(z)’s under consideration as well as those of the remaining Gl(z)’s. The goal
is to find all the filter coefficient values so that the overall filter meets the given
specifications and the implementation cost, to be described later in this subsection,
for implementing all the Gl(z)’s is minimized. In the second case, the common
subexpressions within all the coefficient values of the Gl(z) for l = 0, 1, . . . , L
are shared in order to reduce the implementation cost even further. We point out
that these subexpressions can be conveniently exploited when properly sharing
the same 2M − 1 delay elements between the Gl(z)’s in Figure 1, as will be seen
later in this contribution.

A reasonable estimate for the cost for the hardware and VLSI implementations
of the structure in Figure 1 is the number of adders and subtracters required to
implement all the coefficient values as well as the number of structural adders and
subtracters, that is, all the structural adders and subtracters required for generating
the outputs of all the Gl(z)’s in Figure 1. When using this estimate, the overall
silicon area and the power consumption required for implementing all the Gl(z)’s
are roughly minimized. This happens because the shifts can be implemented
almost for free using hardwired shifters. The number of adders and subtracters re-
quired to implement all the coefficients depends on the filter implementation, e.g.,
whether the coefficient symmetries of the Gl(z)’s are exploited and whether the
subexpressions within the quantized coefficient values of the Gl(z)’s in Figure 1
are utilized. If only the coefficient symmetries are exploited when implementing
the Gl(z)’s as shown in Figure 1, then the above estimate for the implementation
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cost is expressible as

2M(L + 1) − 2Q +
L∑

l=0

[M−1∑
n=0

σln

]
, (9)

where σln is the number of adders and subtracters required to implement gl(n)

and Q is the number of zero-valued coefficients requiring no implementation
(σln = 0). When the subexpression elimination is exploited, there exists no simple
formula for the implementation cost.

3.3. Optimization problem

The optimization problem under consideration is the following.
Optimization Problem. Given �p = [0, ωp], δa , δp, R, the number of power-

of-two terms, and PR , the number of fractional bits, find the adjustable parameter
vector, as given by equation (3c), and β to minimize the given implementation
cost so that, first, the overall criteria, as given by equations (6a) and (8), are met
and, then,

max{�p/δp, �a/δa} (10)

is minimized. Here, �p and �a are given by equations (6a) and (8), respectively.
Selecting the quantity to be minimized according to equation (10) is motivated

by the fact that, in this case, the resulting relative error values with respect to the
given values become the same for both the phase delay and magnitude errors.

4. Filter optimization

The solution to the stated optimization problem can be found in four steps. In the
first step, the system of Figure 1 with infinite-precision coefficients is optimized so
that it sufficiently exceeds the given criteria in order to provide enough tolerance
for the coefficient quantization. In the second step, the following experimentally
observed facts are utilized.

Observation 1. Some coefficients gl(n) have a negligible effect on the overall
system performance and can be fixed to be zero valued.4

Observation 2. After fixing some coefficient values to be equal to zero according
to Observation 1, for l even (odd), there exist some values of n for which the sums
of the values of all the existing gl(n)’s in Figure 1 for l even (odd) are very close
to zero. Forcing these sums to be exactly equal to zero has again a very small
effect on the overall system characteristics.

4 This phenomenon has been independently observed by Yli-Kaakinen and Saramäki in [32] and
by Johansson and Löwenborg in [9].
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Properly exploiting Observation 1 and Observation 2 both simplifies accom-
plishing the third and fourth steps to be described next and speeds up the arrival
at the optimized finite-precision solution because the number of unknowns to
be optimized is drastically reduced. In the third step, a constrained nonlinear
optimization technique is applied to determining for the infinite-precision
coefficients that remain after utilizing Observation 1 and Observation 2, a
parameter space including the feasible space, where the given criteria are
met. The fourth step involves finding in this space the desired finite-precision
coefficient values for minimizing the given implementation cost. Especially,
when the common subexpressions are shared between the coefficient values of
the subfilters of Figure 1, exploiting Observations 1 and Observation 2 results in
a reduced implementation cost. This implies that the filter blocks share the same
2M − 1 delay elements.

4.1. Generating the start-up infinite-precision overall filter

Given �p = [0, ωp], δa , and δp in the criteria stated by equations (5), (6a),
and (6b), the start-up infinite-precision filter is generated in the three steps of
the following algorithm:5

Algorithm 1

Step 1.1. Find the minimum value of M in such a way that the optimized magni-
tude response of G0(z) of the resulting order 2M − 1 in the structure of Figure 1
approximates unity for ω ∈ �p so that the maximum deviation from unity is less
than ζ δa . For the reason to be described later, it has turned out that a good choice
for ζ in most cases is within 0.5 and 0.75.

Step 1.2. Increase L + 1, the number of filters in the structure of Figure 1, until
the criteria, as given by equations (6a) and (6b), are met by γ δa and γ δp. A good
selection for γ is around 0.75.

Step 1.3. Exploit the above-mentioned Observation 1 and Observation 2 and re-
optimize the drastically reduced parameters to meet the given criteria, as given by
equations (6a) and (6b).

In the preceding algorithm, the use of Step 1.1 is based on the fact that for
the fractional delay µ equal to 0.5, the performance of the system of Figure 1 is

5 For clarity, the overall algorithm for finding the best finite-precision solution is divided into two
algorithms: Algorithm 1, which will be described in this subsection and consists of Steps 1.1, 1.2,
and 1.3, and Algorithm 2, which will be described in Subsection 4.3 and consists of Steps 2.1–
2.5. The first algorithm generates the start-up infinite-precision solution, whereas the second one
concentrates, on the basis of the result of the first algorithm, on finding the best finite-precision
solution.
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Figure 2. Passband magnitude ripples of G0(z) as functions of the passband edge ωp for 2M − 1 =
3, 5, . . . , 29.

uniquely determined by G0(z). This is because for this value, (1 − 2µ)l is zero
except for l = 0. For this step, the minimum value of M can be directly deter-
mined by using the Remez multiple exchange algorithm by simply selecting one
passband region equal to �p = [0, ωp]. This is possible because 2M−1, the filter
order, is odd, and, correspondingly, G0(z) is the transfer function of a linear-phase
FIR filter having a fixed zero at z = −1. Furthermore, for this filter the delay is
identically equal to M − 1 + 1/2. For clarifying the performance of the resulting
G0(z), Figure 2 shows the passband magnitude ripples of G0(z) as functions of
the passband edge ωp for the filter orders 2M − 1 with M = 2, 3, . . . , 15.

The importance of Step 1.1 is the fact that it provides a simple way for deter-
mining the minimum odd order 2M − 1 for the subfilters in the overall system
of Figure 1. Because determining G0(z) at Step 1.1 corresponds to designing the
overall system only for µ = 0.5, the passband ripple of G0(z) should be smaller
than δa included in the overall magnitude criterion, as given by equation (6b). It
has been experimentally observed that selecting the ripple of G0(z) to be within
0.5δa and 0.75δa enables one to generate the overall system according to Step 1.2
in the synthesis scheme. Step 1.2 can be accomplished using numerous techniques
[1], [4], [9], [10], [24], [25], [27]. In this contribution, the efficient method de-
scribed in [27] has been used.

When performing Step 1.3, the number of unknowns to be optimized is dras-
tically reduced in a manner to be described next. For later use, the remaining
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adjustable parameter vector with the disregarded unknowns is denoted by �̂.
Observation 1 can be utilized based on the following experimentally observed
facts that will be considered in more detail in connection with the examples of
Section 5. For l odd, most of the gl(n)’s for l odd and n < M − 1 have a
negligible effect on the overall system performance. These coefficients can be
determined by gradually fixing the values of gl(n)’s for l odd to be equal to zero
and reoptimizing the rest of the coefficients until their effects on increasing both
the worst-case magnitude and phase delay errors are still tolerable. For l even,
this procedure is not applicable for the g0(n)’s and g2(n)’s, but is similar for the
gl(n)’s with l ≥ 4. This means that for l even, Observation 1 can be utilized only
when L + 1, the number of filters Gl(z) in Figure 1, is larger than or equal to five.
Exploiting Observation 2 is very similar for both l even and l odd. As will be seen
in connection with the example of Subsection 5.1, Observation 2 can be utilized
as follows. First, after exploiting Observation 1, it is checked whether, for some
values of n, the sums of the values of all the existing gl(n)’s for l even or for l odd
are close to zero. It has turned out that this is true for almost all the values of n
satisfying n < M−1. Second, these sums are gradually fixed to be exactly equal to
zero and the rest of the coefficients are reoptimized until the resulting maximum
magnitude and phase delay errors are still acceptable compared with the given
error tolerances. It has turned out that over-designing the infinite-precision overall
system at Step 1.2 with tolerances at 75 percent of the given ones provides enough
margins for both exploiting Observation 1 and Observation 2 and for finding the
desired CSD representations for the remaining coefficient values.

4.2. Feasible parameter space for the infinite-precision filter
structure

When generating a parameter space for infinite-precision coefficients including
the feasible space where the infinite-precision overall system meets the given cri-
teria, it is beneficial to mimic the scheme discovered by us in [31] for quantizing
the coefficient values of a single linear-phase FIR filter. Based on this discovery,
a very straightforward quantization scheme for the coefficients is obtained as
follows. For each remaining filter coefficient gl(n) included in �̂, the smallest
and largest values of the coefficient are determined in such a manner that, by
reoptimizing the rest of the unknowns in �̂ and β, the given magnitude criteria
of equation (8) and the phase delay criteria of equation (6b) are met subject to
g0(M −1) = 1.6 This restriction, simplifying the overall procedure, can be stated
without loss of generality as the scaling constant 1/β included in equation (8) can

6 It was shown in [31] that for a single linear-phase FIR filter having a symmetrical impulse
response it is natural to select the impulse-response value to be fixed equal to unity to be the one
occurring at n = N/2 [n = (N − 1)/2] for even [odd] order N . For the structure of Figure 1, it
is reasonable to select the coefficient g0(M − 1) to play the same role as it is never among the
coefficients that are disregarded after exploiting Observation 1 and Observation 2.
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be used for achieving the desired passband magnitude level. If T is the number of
remaining coefficients in the parameter vector �̂, then the above goal is achieved
by solving 2(T − 1) (g0(M − 1) ≡ 1) problems of the following form. For each
remaining coefficient gl(n), find its minimum and maximum values subject to the
condition g0(M − 1) = 1 and the condition that by reoptimizing the parameter
vector �̂ and β the criteria of equations (6a) and (8) are still met.

In order to conveniently solve these problems, the passband region is
discretized into the frequency points ωi ∈ �p = [0, ωp], i = 1, 2, . . . , I ,
and the range 0 ≤ µ ≤ 1/2 is discretized into the points µ j ∈ [0, 1/2],
j = 1, 2, . . . , J .7 In most cases, it has turned out that I = 10M and J = 20 are
good selections, guaranteeing the arrival at a very accurate solution. The desired
discretized problems for finding the minimum [maximum] value of gl(n) can be
stated as follows: Find �̂ and β to minimize ψ = gl(n) [ψ = −gl(n)] subject to
the following conditions:

g0(M − 1) = 1 (11a)

as well as

|τp(�̂, ωi , µ j ) − (M − 1 + µ j )| − δp ≤ 0 (11b)

and

||H(�̂, e jωi , µ j )/β| − 1| − δa ≤ 0 (11c)

for i = 1, 2, . . . , I and j = 1, 2, . . . , J . Various techniques for solving this
problem can be found in [23].

4.3. Optimization of finite-precision coefficients

It has been proved experimentally that the above-defined parameter space forms
a space including the feasible space, where the filter specifications are satisfied.
After finding this larger space, all that is needed is to check whether in this space
there exist combinations of the desired CSD coefficient values with which the
given overall criteria are met.

This search can be carried out in a straightforward manner by using a scaling
constant α ≡ g0(M − 1). For this constant, all the existing CSD values for a
given coefficient representation form between 1/3 and 2/3 are selected. Then,
for each value of α = g0(M − 1) having the desired CSD representation, the
smallest and largest values of the coefficients resulting when using the infinite-
precision optimization scheme of Subsection 4.2 are scaled by multiplying them
by α. Finally, the magnitude and phase delay responses are evaluated for each
combination of the CSD numbers between the scaled smallest and largest values
to check whether the overall filter meets the criteria of equations (11b) and (11c).

7 For µ and 1 − µ the magnitude and phase delay distortions are exactly the same, so only the
values of µ in the range [0, 1/2] have to be considered.
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In these evaluations, 1/β included in equation (11c) is determined to minimize
the worst-case quantity on the left-hand side.

This search can be efficiently carried out in the five steps of the following
algorithm:

Algorithm 2

Step 2.1. For the scaling coefficient α, find all the CSD numbers8 between 1/3
and 2/3 for PR , the given coefficient wordlength, and R, the given number of
power-of-two terms, that is,{

α ∈ CSD(R, PR)

∣∣∣ 1

3
< α ≤ 2

3

}
. (12)

Step 2.2. For each resulting value of the scaling coefficient α, find the sets of
CSD numbers �l(α, n) for l = 0, 1, . . . , L and for n = 0, 1, . . . , M − 1 between
the scaled smallest and largest values of each filter coefficient; that is, determine
for l = 0, 1, . . . , L and for n = 0, 1, . . . , M − 1{

�l(α, n) ∈ CSD(R, PR)

∣∣ αgl(n)(min) ≤ �l(α, n) ≤ αgl(n)(max)
}

. (13)

Here, gl(n)(min)’s and gl(n)(max)’s, respectively, denote the smallest and largest
values of the filter coefficients obtained using the infinite-precision optimiza-
tion. Denote by K (α, l, n), for the given values of α, l, and n, the number of
remaining coefficient values that have the desired CSD representation form and
are between αgl(n)(min) and αgl(n)(max). Furthermore, denote by �l(α, n)(k) for
k = 1, 2, . . . , K (α, l, n) the kth existing discrete coefficient value between these
scaled smallest and largest values.

Step 2.3. Evaluate for each value of α the magnitude response for the subfilter
G0(z) for each combination of the discrete coefficient values �0(α, n)(k) for n =
0, 1, . . . , M − 1 and k = 1, 2 . . . , K (α, 0, n) in order to check whether the scaled
magnitude response, as given by equation (11c), after determining 1/β in the
manner described earlier, meets the given specifications in this µ = 0.5 case. At
this step, the number of coefficient combinations for each value of α is

M−1∏
n=0

K (α, 0, n). (14)

Store those values of α with which the above criteria are met into the vector A.

Step 2.4. For all values of α included in the vector A, evaluate the magnitude
and phase delay responses for each combination of the discrete coefficient values
�l(α, n)(k) for l = 1, 2, . . . , L , n = 0, 1, . . . , M−1, and k = 1, 2, . . . , K (α, l, n)

8 Only one octave of the values of α needs to be searched for because multiplying or dividing the
values of α by two has no effect on the proposed overall quantization scheme.
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in order to check whether the overall filter meets the given criteria. The number
of coefficient combinations for each remaining value of α is

L∏
l=1

M−1∏
n=0

K (α, l, n). (15)

Step 2.5. Among the solutions satisfying the specifications at Step 2.4, choose
the one that minimizes the implementation cost, as given by equation (9).

Properly combining Steps 2.3 and 2.4 in the above coefficient quantization
scheme speeds it up, as will be explained in connection with Example 2 of Sec-
tion 5.

The use of Step 2.3 is very important as it enables one to omit very quickly
most of those values of α for which the given criteria cannot be met. Hence, there
are very few values left for Step 2.4, which takes significantly more time to check
whether for a given value of α there exist one or more desired finite-precision
solutions. The goal in the overall quantization scheme is to select the values of
R and PR to be the smallest values for which there exist the discrete coefficient
values between any scaled smallest and largest values of the infinite-precision
coefficients. Hence, it is worth starting the overall procedure with relatively small
values of R and PR . If no solution satisfying the prescribed criteria is found
for the predetermined discrete coefficient representation form, then another less
stringent coefficient representation has to be tried. That is, the wordlength or the
maximum number of power-of-two terms is gradually increased and the search
is restarted until one or more desired finite-precision overall systems meeting the
specifications are found.

5. Examples

This section illustrates, by means of examples taken from the literature, the flexi-
bility and the effectiveness of the proposed optimization scheme. In addition, the
performance of the proposed algorithm is compared with that of some existing
techniques. The first example concentrates on how to properly exploit Observa-
tion 1 and Observation 2 discussed in Section 4 in the case of the infinite-precision
overall system in Figure 1. The remaining three examples illustrate the use of the
overall synthesis scheme described in the same section for generating the desired
optimized multiplication-free systems.

5.1. Example 1

This example is included to illustrate the attractiveness of utilizing Observation 1
and Observation 2 of Section 4 for reducing the number of coefficients for imple-
menting all the Gl(z)’s in Figure 1. This example concentrates on the case where
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only infinite-precision coefficients are used. It is required that �p = [0, 0.9π ],
δa = 0.01, and δp = 0.001 [9], [29]. When performing Step 1.1 in the synthe-
sis scheme of Subsection 4.1, the minimum odd order for which the magnitude
response of G0(z) stays within 1 ± δa on �p becomes 25 (M = 13). For this
design, the maximum deviation from unity is 0.007 002. At Step 1.2 of the same
algorithm, the minimum value of L required to meet the given overall criteria
becomes four, that is, the overall structure of Figure 1 consists of five parallel
filters of order 2M − 1 = 25. For the optimized infinite-precision overall design,
�a , the worst-case magnitude error, and �p, the worst-case phase delay error,
become �a = 10�p = 0.008 823.

For this design, because of the small margins compared to the given criteria,
Observation 1 can be exploited by fixing only g1(1), g3(1), and g4(1) to be zero
valued. However, Observation 2 can be utilized more effectively; that is, when
considering the coefficient values after exploiting Observation 1 and reoptimizing
the overall system, the sums g1(n) + g3(n) and g0(n) + g2(n) + g4(n) for n =
0, 1, . . . , 11 are very close to zero. Forcing these sums to be exactly equal to zero
results, after optimization, in �a = 10�p = 0.008 983. Exploiting the above-
mentioned connections between the coefficient values and the fact that some
coefficients are zero valued reduces the number of multipliers to be implemented
to 39. The optimized infinite-precision coefficient values are shown in Table 1.

In order to find a solution with fewer realizable coefficients, it is worth in-
creasing the subfilter order by two, that is, to 27 (M = 14). For the optimized
finite-precision filter, �a = 10�p = 0.006 619. When using Observation 1,
the coefficient values of g1(n) and g3(n) for n = 0, 1, . . . , 8 and g4(n) for
n = 0, 1, . . . , 6 can be fixed to be zero valued. Using these constraints results
in the overall system with �a = 10�p = 0.008 492. When using Observation 2,
the sums g1(n) + g3(n) for n = 9, 10, 11, 12 and g0(n) + g2(n) + g4(n) for n =
7, 8, . . . , 12 can be forced to be zero. After using these additional constraints, for
the optimized overall solution �a = 10�p = 0.009 069. The overall number of
multipliers needed to implement the coefficients of all the subfilters becomes 28,
after exploiting the above-mentioned connections between the coefficient values
and the fact that some coefficients are made zero valued. The optimized infinite-
precision coefficient values are shown in Table 2.

This example has also been considered in [9]. For the optimized infinite-
precision system in [9] meeting the given criteria, the number of subfilters is
six (L = 5) and the subfilter order is 27 (M = 14). In addition, g1(n) = 0 for
n = 0, 1, . . . , 7, g3(n) = 0 for n = 0, 1, . . . , 6, g4(n) = 0 for n = 0, 1, 2,
and g5(n) = 0 for n = 0, 1, . . . , 9. The overall number of multipliers is 57, as
reported in [9], when including the general multipliers required to implement
the multiplications of the outputs of Gl(z) by (1 − 2µ)l for l = 1, 2, . . . , 5 in
Figure 1. For the best proposed design, the corresponding figure is 32; that is,
the number of multipliers needed to implement the overall system is less than 60
percent compared to that required by the optimized system in [9].
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Table 1. Optimized infinite-precision filter coefficient values in Example 1 in the M = 13
and L = 4 case

G0(z)(opt) G1(z)(opt) G2(z)(opt)

g0(0) = 0.004 131 g1(0) = 0 g2(0) = −g0(0)

g0(1) = −0.002 152 g1(1) = 0.003 079 g2(1) = 0.004 347
g0(2) = 0.009 151 g1(2) = −0.005 298 g2(2) = −0.011 125
g0(3) = −0.013 853 g1(3) = 0.003 254 g2(3) = 0.016 817
g0(4) = 0.017 020 g1(4) = −0.001 983 g2(4) = −0.020 168
g0(5) = −0.022 007 g1(5) = 0.002 649 g2(5) = 0.026 406
g0(6) = 0.030 443 g1(6) = −0.003 518 g2(6) = −0.036 364
g0(7) = −0.042 154 g1(7) = 0.003 054 g2(7) = 0.051 030
g0(8) = 0.057 635 g1(8) = −0.000 801 g2(8) = −0.068 861
g0(9) = −0.080 235 g1(9) = −0.004 065 g2(9) = 0.095 209
g0(10) = 0.119 262 g1(10) = 0.016 036 g2(10) = −0.139 080
g0(11) = −0.207 231 g1(11) = −0.060 540 g2(11) = 0.230 133
g0(12) = 0.634 950 g1(12) = 0.626 125 g2(12) = −0.149 787

G3(z)(opt) G4(z)(opt)

g3(0) = 0 g4(0) = 0
g3(1) = −g1(1) g4(1) = −g0(1) − g2(1)

g3(2) = −g1(2) g4(2) = −g0(2) − g2(2)

g3(3) = −g1(3) g4(3) = −g0(3) − g2(3)

g3(4) = −g1(4) g4(4) = −g0(4) − g2(4)

g3(5) = −g1(5) g4(5) = −g0(5) − g2(5)

g3(6) = −g1(6) g4(6) = −g0(6) − g2(6)

g3(7) = −g1(7) g4(7) = −g0(7) − g2(7)

g3(8) = −g1(8) g4(8) = −g0(8) − g2(8)

g3(9) = −g1(9) g4(9) = −g0(9) − g2(9)

g3(10) = −g1(10) g4(10) = −g0(10) − g2(10)

g3(11) = −g1(11) g4(11) = −g0(11) − g2(11)

g3(12) = −0.131 085 g4(12) = 0.009 884

5.2. Example 2

This example is included to illustrate in detail the use of the proposed overall
quantization scheme described in Section 4. It is required that �p = [0, 0.75π ],
δa = 0.01, and δp = 0.01. When performing Step 1.1 of the synthesis scheme
of Subsection 4.1 for generating a proper infinite-precision start-up solution, the
minimum odd order for which the magnitude response of G0(z) stays within
1 ± δa on �p becomes 11 (M = 6). For this design, the maximum deviation of
the magnitude response from unity is 0.003 894, which is small enough compared



282 YLI-KAAKINEN AND SARAMÄKI

Table 2. Optimized infinite-precision filter coefficient values in Example 1 in the M = 14
and L = 4 case

G0(z)(opt) G1(z)(opt) G2(z)(opt)

g0(0) = −0.003 661 g1(0) = 0 g2(0) = −g0(0)

g0(1) = 0.004 002 g1(1) = 0 g2(1) = −g0(1)

g0(2) = −0.006 123 g1(2) = 0 g2(2) = −g0(2)

g0(3) = 0.008 750 g1(3) = 0 g2(3) = −g0(3)

g0(4) = −0.012 218 g1(4) = 0 g2(4) = −g0(4)

g0(5) = 0.016 656 g1(5) = 0 g2(5) = −g0(5)

g0(6) = −0.022 344 g1(6) = 0 g2(6) = −g0(6)

g0(7) = 0.032 346 g1(7) = 0 g2(7) = −0.040 227
g0(8) = −0.042 198 g1(8) = 0 g2(8) = 0.049 553
g0(9) = 0.060 196 g1(9) = 0.003 506 g2(9) = −0.069 756
g0(10) = −0.080 601 g1(10) = −0.009 808 g2(10) = 0.094 787
g0(11) = 0.119 722 g1(11) = 0.021 317 g2(11) = −0.138 755
g0(12) = −0.208 185 g1(12) = −0.066 485 g2(12) = 0.229 644
g0(13) = 0.636 169 g1(13) = 0.633 052 g2(13) = −0.151 630

G3(z)(opt) G4(z)(opt)

g3(0) = 0 g4(0) = 0
g3(1) = 0 g4(1) = 0
g3(2) = 0 g4(2) = 0
g3(3) = 0 g4(3) = 0
g3(4) = 0 g4(4) = 0
g3(5) = 0 g4(5) = 0
g3(6) = 0 g4(6) = 0
g3(7) = 0 g4(7) = −g0(7) − g2(7)

g3(8) = 0 g4(8) = −g0(8) − g2(8)

g3(9) = −g1(9) g4(9) = −g0(9) − g2(9)

g3(10) = −g1(10) g4(10) = −g0(10) − g2(10)

g3(11) = −g1(11) g4(11) = −g0(11) − g2(11)

g3(12) = −g1(12) g4(12) = −g0(12) − g2(12)

g3(13) = −0.137 317 g4(13) = 0.011 932

with the given value of δa = 0.01 for performing Step 1.2 of the same algorithm.
For this step, the minimum value of L becomes L = 3 to enable one to continue
the algorithm. For L = 3 and M = 6, the overall structure of Figure 1 consists of
four parallel filters of the same order 2M − 1 = 11. Most importantly, if �a , the
worst-case magnitude error, and �p, the worst-case phase delay error, are fixed
to be the same, then for the optimized system �a = �p = 0.005 082, which
are small enough compared to the given values in order to perform Step 1.3 of
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Table 3. Initial and optimized infinite-precision coefficient values for the filters in Example
2. The Gl (z)

(init)’s give the coefficient values for the optimal initial filter, the Gl (z)
(opt1)’s

give the optimized coefficient values when g1(n) = g3(n) = 0 for n = 1, 2, 3, 4, and the
Gl (z)

(opt2)’s give the optimized coefficient values when in addition g2(n) = −g0(n) for
n = 1, 2, 3, 4 and g3(4) = −g1(4)

G0(z)(init) G1(z)(init) G2(z)(init)

g0(0) = −0.008 619 g1(0) = −0.002 673 g2(0) = 0.007 109
g0(1) = 0.020 651 g1(1) = 0.005 525 g2(1) = −0.021 036
g0(2) = −0.044 720 g1(2) = −0.010 461 g2(2) = 0.044 996
g0(3) = 0.089 588 g1(3) = 0.024 508 g2(3) = −0.090 909
g0(4) = −0.187 398 g1(4) = −0.063 440 g2(4) = 0.190 631
g0(5) = 0.627 958 g1(5) = 0.627 312 g2(5) = −0.129 910

G3(z)(init) G0(z)(opt1) G1(z)(opt1)

g3(0) = 0.001 082 g0(0) = −0.008 884 g1(0) = 0
g3(1) = −0.002 820 g0(1) = 0.020 768 g1(1) = 0
g3(2) = 0.007 908 g0(2) = −0.044 867 g1(2) = 0
g3(3) = −0.020 899 g0(3) = 0.089 681 g1(3) = 0
g3(4) = 0.059 782 g0(4) = −0.187 353 g1(4) = −0.040 472
g3(5) = −0.121 207 g0(5) = 0.627 903 g1(5) = 0.603 866

G2(z)(opt1) G3(z)(opt1) G0(z)(opt2)

g2(0) = 0.009 034 g3(0) = 0 g0(0) = −0.009 854
g2(1) = −0.021 193 g3(1) = 0 g0(1) = 0.021 332
g2(2) = 0.045 665 g3(2) = 0 g0(2) = −0.045 346
g2(3) = −0.091 222 g3(3) = 0 g0(3) = 0.089 953
g2(4) = 0.191 376 g3(4) = 0.041 560 g0(4) = −0.187 373
g2(5) = −0.132 652 g3(5) = −0.103 397 g0(5) = 0.627 861

G1(z)(opt2) G2(z)(opt2) G3(z)(opt2)

g1(0) = 0 g2(0) = −g0(0) g3(0) = 0
g1(1) = 0 g2(1) = −g0(1) g3(1) = 0
g1(2) = 0 g2(2) = −g0(2) g3(2) = 0
g1(3) = 0 g2(3) = −g0(3) g3(3) = 0
g1(4) = −0.040 852 g2(4) = −g0(4) g3(4) = −g1(4)

g1(5) = 0.602 329 g2(5) = −0.131 287 g3(5) = −0.101 911

the algorithm of Subsection 4.1. The coefficient values for this optimized design,
after accomplishing Step 1.2, are shown in Table 3 as the coefficient values of
Gl(z)(init) for l − 0, 1, 2, 3.
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Table 4. Smallest and largest values for the infinite-precision coefficients in Example 2

G0(z)(min) G1(z)(min) G2(z)(min)

g0(0) = −0.021 452 g1(0) = 0 g2(0) = −0.000 825
g0(1) = 0.019 335 g1(1) = 0 g2(1) = −0.042 562
g0(2) = −0.082 053 g1(2) = 0 g2(2) = 0.060 396
g0(3) = 0.130 897 g1(3) = 0 g2(3) = −0.153 263
g0(4) = −0.307 074 g1(4) = −0.078 496 g2(4) = 0.289 252
g0(5) = 1 g1(5) = 0.925 996 g2(5) = −0.216 990

G3(z)(min) G0(z)(max) G1(z)(max)

g3(0) = 0 g0(0) = 0.000 825 g1(0) = 0
g3(1) = 0 g0(1) = 0.042 562 g1(1) = 0
g3(2) = 0 g0(2) = −0.060 396 g1(2) = 0
g3(3) = 0 g0(3) = 0.153 263 g1(3) = 0
g3(4) = 0.033 399 g0(4) = −0.289 252 g1(4) = −0.033 399
g3(5) = −0.198 994 g0(5) = 1 g1(5) = 0.990 189

G2(z)(max) G3(z)(max)

g2(0) = 0.021 452 g3(0) = 0
g2(1) = −0.019 335 g3(1) = 0
g2(2) = 0.082 053 g3(2) = 0
g2(3) = −0.130 897 g3(3) = 0
g2(4) = 0.307 074 g3(4) = 0.078 496
g2(5) = −0.197 196 g3(5) = −0.123 174

When exploiting Observation 1 of Section 4 at Step 1.3, it is noticed that the
coefficients g1(n) and g3(n) for n = 0, 1, 2, 3 have a negligible effect on the
overall system performance. If these coefficients are fixed to be zero valued, then
reoptimization of the overall system gives �a = �p = 0.005 503. The resulting
coefficient values are included in Table 3 as the coefficient values of Gl(z)(opt1)

for l = 0, 1, 2, 3. Note that the values of g2(n) and −g0(n) for n = 0, 1, . . . , 4
and the values of g3(4) and −g1(4) are practically the same. Forcing these values
to be equal, that is, exploiting Observation 2 of Section 4, results in �a = �p =
0.006 853. The optimized coefficient values are shown in Table 3 as the coefficient
values of Gl(z)(opt2) for l = 0, 1, 2, 3.

When determining the feasible space according to the discussion of Subsec-
tion 4.2, the number of infinite-precision optimization problems is 18; that is,
there are nine remaining coefficients for which the smallest and largest values
should be determined. These coefficients are g0(0), g0(1), g0(2), g0(3), g0(4),
g1(4), g1(5), g2(5), and g3(5). The CPU time required for solving all these prob-
lems with I = 50 and J = 11 is approximately 3 minutes when using the MAT-
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Table 5. Permissible discrete coefficient values between the smallest and largest values of
the filter coefficients for α ≡ g0(5) = 2−1 + 2−3 + 2−5 in the R = 3 and PR = 7 case

k = 1 k = 2 k = 3

�0(α, 0)(k) −2−7 0 —
�0(α, 1)(k) 2−6 2−5 − 2−7 —
�0(α, 2)(k) −2−4 + 2−6 — —
�0(α, 3)(k) 2−3 − 2−5 − 2−7 2−3 − 2−5 —
�0(α, 4)(k) −2−2 + 2−4 − 2−7 — —
�0(α, 5)(k) 2−1 + 2−3 + 2−5 — —

k = 1 k = 2 k = 3

�1(α, 4)(k) −2−4 + 2−6 −2−5 − 2−7 −2−5

�1(α, 5)(k) 2−1 + 2−3 − 2−6 2−1 + 2−3 − 2−7 2−1 + 2−3

�2(α, 5)(k) −2−3 − 2−6 −2−3 − 2−7 —
�3(α, 5)(k) −2−3 −2−3 + 2−7 −2−3 + 2−6

k = 4 k = 5 k = 6

�1(α, 4)(k) −2−5 + 2−7 — —
�1(α, 5)(k) 2−1 + 2−3 + 2−7 2−1 + 2−3 + 2−6 —
�2(α, 5)(k) — — —
�3(α, 5)(k) −2−3 + 2−5 − 2−7 −2−3 + 2−5 −2−3 + 2−5 + 2−7

LAB 6.5 program on a 1.4 GHz Pentium-M. The resulting largest and smallest
values for these coefficients are shown in Table 4.

For the corresponding finite-precision overall filter synthesized using the design
technique of Subsection 4.3, two power-of-two terms (R = 2) and nine fractional
bits (PR = 9) or, alternatively, three power-of-two terms (R = 3) and seven
fractional bits (PR = 7) are required to meet the given magnitude and phase
delay specifications. For the latter coefficient representation form, there exist 35
scaling factors between 1/3 and 2/3. In this case, the magnitude specifications for
G0(z) at Step 2.3 of the finite-precision optimization algorithm are satisfied only
by two values of scaling coefficient. These values are α = 2−1 + 2−3 + 2−6 and
α = 2−1 + 2−3 + 2−5.

Of these two values of α, only α = 2−1 + 2−3 + 2−5 results in the desired
finite-precision solution. Therefore, this value of α is selected in order to explain
how to speed up the coefficient quantization scheme of Subsection 4.3 by properly
combining Steps 2.3 and 2.4 of this design scheme, as previously mentioned.

When the smallest and largest values of the infinite-precision coefficients are
scaled according to equation (13) with α ≡ g0(5) = 2−1 + 2−3 + 2−5, the
permissible discrete coefficient values within the limits [αgl(n)(min), αgl(n)(max)]
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for l = 0, 1, 2, 3 and n = 0, 1, . . . , 5 are shown in Table 5.9 As can be seen
from this table, there are two discrete coefficient values for g0(0), g0(1), and
g0(3) and one for g0(2), g0(4), and g0(5); that is, the number of coefficient value
combinations at Step 2.3 is six. In this case, there exists only one solution, for
which the maximum worst-case scaled magnitude deviation of G0(z) from unity
is on �p = [0, 0.75π ] less than δp = 0.01. These criteria are met by selecting
�0(α, 0)(1), �0(α, 1)(2), �0(α, 2)(1), �0(α, 3)(2), �0(α, 4)(1), and �0(α, 5)(1). The
resulting worst-case magnitude error of G0(z) for this solution is 0.008 453.

The advantage of first performing Step 2.3 of the coefficient quantization al-
gorithm of Subsection 4.3 lies in the fact that it fixes finite-precision values of
several coefficients to be searched for at Step 2.4. In addition, the previous con-
nections for the filter coefficients after exploiting Observation 1 and Observation 2
are taken into account. First, the finite-precision coefficient values of g0(n) for
n = 0, 1, . . . , 5, that is, the coefficient values of G0(z), are now fixed. Second,
after exploiting Observation 1 as explained earlier, the values of g1(n) and g3(n)

for n = 0, 1, . . . , 3 are fixed to be zero valued. Third, utilizing Observation 2
in the above-mentioned manner results in g2(n) = −g0(n) for n = 0, 1, . . . , 4
and g3(4) = −g1(4). This means that the finite-precision values of g2(n) for
n = 0, 1, . . . , 4 are also fixed. Therefore, for Step 2.4, there are four coefficients
left: g1(4) = −g3(4), g1(5), g2(5), and g3(5). According to Table 5, there are
four desired discrete coefficient values for g1(4) = −g3(4), five discrete values
for g1(5), two for g2(5), and six for g3(5); that is, the number of remaining
coefficient combinations at this step is 240. Among these combinations, there
are three solutions meeting the overall specifications.

Table 6 gives the optimized finite-precision coefficient values for the solution
minimizing the implementation cost in the case where the subexpression elimi-
nation between the filter coefficients is performed. In order to utilize this, all the
parallel filters should be implemented using the direct-form structure (exploiting
the coefficient symmetry) as shown in Figures 1b and 1c and the same 2M − 1 =
11 delay elements should be properly shared between all the filter blocks. For
this solution, �a = 0.009 002, �p = 0.008 693, and β = 1.044 298. The overall
number of adders and subtracters in implementing all the coefficients is ten. When
including the structural adders, this figure increases by 20. If desired, the passband
magnitude level can be adjusted by multiplying the filter output by the scaling
constant 1/β ≈ 0.957 031 25 = 1 − 2−4 + 2−6 + 2−8. In this case, the maximum
deviation of the magnitude response from unity is 0.009 572.

The CPU time required when using the MATLAB 6.5 program on a 1.4 GHz
Pentium-M to evaluate all the combinations with I = 40 and J = 11 [see equa-
tions (11b) and (11c)] was 7.08 s. The magnitude and phase delay responses for
the optimized finite-precision filter are shown for some values of µ in Figures 3

9 In Table 5, the zero-valued coefficients are omitted, after exploiting Observation 1, and the
above-mentioned connections between some coefficient values, that is, those resulting when
exploiting Observation 2, are included.
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Table 6. Optimized finite-precision coefficient values for the filter in Example 2 in the
R = 3 and PR = 7 case when the common subexpressions between the coefficients are
shared. Here ga = −2−2 + 2−4, gb = 2−1 + 2−5, and gc = −2−3 + 2−5 − 2−7

G0(z) G1(z) G2(z) G3(z)

g0(0) = −2−7 g1(0) = 0 g2(0) = −g0(0) g3(0) = 0
g0(1) = −2−3 · ga g1(1) = 0 g2(1) = −g0(1) g3(1) = 0
g0(2) = 2−2 · ga g1(2) = 0 g2(2) = −g0(2) g3(2) = 0
g0(3) = −2−1 · ga g1(3) = 0 g2(3) = −g0(3) g3(3) = 0
g0(4) = ga − 2−7 g1(4) = −2−5 − 2−7 g2(4) = −g0(4) g3(4) = −g1(4)

g0(5) = gb + 2−3 g1(5) = 2−1 + 2−3 g2(5) = −2−2 · gb g3(5) = gc
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Figure 3. Magnitude responses for the optimized finite-precision filter of Example 2 with the
coefficient values given in Table 6 as well as the passband details for µ = 0, 0.1, 0.2, 0.3, 0.4,
and 0.5. The solid line, dashed line, dot-dashed line, dotted line, dot-dot-dashed line, and dot-dot-
dash-dashed line give the responses for µ = 0, for µ = 0.1, for µ = 0.2, for µ = 0.3, for µ = 0.4,
and for µ = 0.5, respectively.

and 4. For µ and 1 − µ the magnitude and phase delay distortions are the same,
so only the values of µ in the range [0, 1/2] have to be considered.

The optimized coefficient values for the case when the coefficients are imple-
mented independently are shown in Table 7. In this case, nine fractional bits
(PR = 9) and two power-of-two terms (R = 2) are used for coefficient rep-
resentations. The overall number of adders and subtracters in implementing all
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Figure 4. Phase delay responses for the optimized finite-precision filter of Example 2 with the
coefficient values given in Table 6 for µ = 0, 0.1, 0.2, 0.3, 0.4, and 0.5.

the coefficients is 12, whereas the number of adders and subtracters required to
implement the overall filter is 44.

5.3. Example 3

This example is included in order to compare the proposed overall synthesis
scheme with the technique proposed in [21], [22]. It is required that �p =
[0, 0.75π ], δa = 0.025, and δp = 0.005. In this case, the specifications
are met by M = 5 and L = 3. The worst-case magnitude error and the
worst-case phase error for the optimized infinite-precision overall design are
�p = 5�a = 0.002 482. The coefficients g1(n) and g3(n) for n = 0, 1, 2 have
a negligible effect on the overall system performance. If these coefficients
are fixed to be zero valued, then reoptimizing the overall system gives
�p = 5�a = 0.003 362. Furthermore, when fixing g2(n) = −g0(n) for
n = 0, 1, 2, 3 and g3(3) = −g1(3), �p = 5�a = 0.003 636 is achievable.

As in Example 2, seven fractional bits (PR = 7) are needed to meet the specifi-
cations, whereas the number of power-of-two terms is two (R = 2). Table 8 shows
the optimized finite-precision coefficients in the case where the subexpression
eliminations between the coefficients of the overall system are performed. The
overall number of adders and subtracters required for implementing all the coeffi-
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Table 7. Optimized finite-precision coefficient values for the filter in Example 2 in the
R = 2 and PR = 9 case when the common subexpressions between the coefficients are
not shared

G0(z) G1(z)

g0(0) = −2−9 g1(0) = 0
g0(1) = 2−6 − 2−8 g1(1) = 0
g0(2) = −2−5 − 2−8 g1(2) = 0
g0(3) = 2−4 + 2−7 g1(3) = 0
g0(4) = −2−3 − 2−5 g1(4) = −2−5

g0(5) = 2−1 + 2−5 g1(5) = 2−1 − 2−9

G2(z) G3(z)

g2(0) = 0 g3(0) = 0
g2(1) = −2−6 + 2−8 g3(1) = 0
g2(2) = 2−5 + 2−8 g3(2) = 0
g2(3) = −2−4 − 2−7 g3(3) = 0
g2(4) = 2−3 + 2−5 g3(4) = 2−5

g2(5) = −2−3 + 2−6 g3(5) = −2−4 − 2−7

cients is only five. For the filter optimized in [21], [22] for meeting approximately
the same criteria with M = 4, L = 6, PR = 10, and R = 3, the correspond-
ing figure is 18. Furthermore, for this and the proposed designs, the number of
structural adders is 48 and 21, respectively. That is, for the proposed technique,
the number of adders and subtracters required to implement the overall system is
less than 40 percent compared to the system designed using the method of [21],
[22]. We point out that in [21], [22] the Farrow structure has been implemented
using the transposed direct-form structure and a multiplier block utilizing signed-
powers-of-two coefficient values.

5.4. Example 4

It is required that �p = [0, 0.6π ] and δa = δp = 0.005. The specifications
are met by M = 4 and L = 3. When the subexpression elimination between
the optimized finite-precision coefficients is performed, six adders are required to
implement all the coefficients in the PR = 8 and R = 3 case. For the system
optimized in [21], [22] for meeting approximately the same criteria in the PR =
10 and R = 3 case, the corresponding figure is 13. An efficient implementation
for the optimized finite-precision system is shown in Figure 5.
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Table 8. Optimized finite-precision coefficient values for the filter in Example 3 (R = 2
and PR = 7)

G0(z) G1(z)

g0(0) = 2−6 g1(0) = 0
g0(1) = −2−5 g1(1) = 0
g0(2) = 2−4 + 2−7 g1(2) = 0
g0(3) = −2−3 − 2−5 g1(3) = −2−5

g0(4) = 2−1 + 2−5 g1(4) = 2−1 + 2−6

G2(z) G3(z)

g2(0) = −g0(0) g3(0) = 0
g2(1) = −g0(1) g3(1) = 0
g2(2) = −g0(2) g3(2) = 0
g2(3) = −g0(3) g3(3) = −g1(3)

g2(4) = −2−3 + 2−5 g3(4) = −2−4 − 2−6

Table 9. Summary of filter designs in Examples 2, 3, and 4

ωp �a �p M L R PR NA

Example 2a 0.75π 0.009 002 0.008 693 6 3 3 7 30
Example 2b 0.75π 0.009 373 0.009 958 6 3 2 9 44
Example 3a 0.75π 0.024 101 0.004 770 5 3 2 7 26
Example 4a 0.60π 0.004 350 0.004 435 4 3 3 8 24

NM ND CPUI CPUF

Example 2a 3 11 3.1 min 7.1 s
Example 2b 3 11 3.1 min 423.0 s
Example 3a 3 9 3.2 min 35.0 s
Example 4a 3 7 3.3 min 44.4 s

a The common subexpressions within the coefficients are shared.
b The coefficients are implemented independently of each others.

5.5. Summary

The summary of the optimized overall systems in Examples 2, 3, and 4 is shown in
Table 9. In this table, �a and �p denote the worst-case deviation of the magnitude
response from unity and the worst-case deviation of the phase delay response from
M−1+µ on �p , respectively, whereas NA, NM, and ND denote, respectively, the
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Figure 5. Efficient implementation of the adjustable fractional delay FIR filter in Example 4. For
simplifying the overall diagram, the delay elements are not shared between the subfilters with
symmetrical impulse responses and the subfilters with anti-symmetrical impulse responses. For the
final practical implementation, these seven delay elements can be shared, after some modifications,
between the existing four branch filters.

number of adders and subtracters, multipliers,10 and delays required by the overall
implementation. In addition, the CPU times required for the infinite-precision11

and finite-precision optimizations, denoted by CPUI and CPUF, respectively, are
included in this table.

10 The number of general multipliers required to implement the multiplications of the outputs of
Gl (z) by (1 − 2µ)l for l = 1, 2, . . . , L in Figure 1.

11 This infinite-precision optimization time does not include the optimization time required for
generating the start-up system according to the discussion of Subsection 4.1.
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6. Conclusions

A four-step algorithm has been developed for designing multiplication-free ad-
justable fractional delay FIR filters. It has been shown that significant savings in
the implementation cost are achieved by using the proposed technique. The effi-
ciency and the robustness of the proposed algorithm have been demonstrated by
several examples. In addition, it has been noticed that both fixing some coefficient
values to be equal to zero (Observation 1 of Section 4) and utilizing the attractive
connections among the values of some other coefficient values (Observation 2 of
Section 4) considerably reduces both the optimization time and the implementa-
tion cost. In the first example and the remaining three examples, the number of
subfilters has been five (L = 4) and four (L = 3), respectively, in the structure of
Figure 1. Future work will be devoted to studying whether also for larger values
of L some coefficient values can be fixed to be zero with a negligible effect on
the overall performance and whether there exist similar connections between the
coefficient values of the subfilters.
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