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Abstract

A VLSI efficient multiplier-less architecture for real-time computation of multi-dimensional convolution is presented in this paper.
The new architecture performs computations in the logarithmic domain by utilizing novel multiplier-less log2 and inverse-log2 modules
which are capable of converting the fraction numbers currently not available in the literature. An effective data handling strategy is devel-
oped in conjunction with the logarithmic modules to eliminate the necessity of multipliers in the architecture. The proposed approach
reduces hardware resources significantly compared to other approaches maintaining a high degree of accuracy. The architecture is devel-
oped as a combined systolic-pipelined design that produces an output in every clock cycle after an initial latency of 93.19 uSec. The archi-
tecture is capable of operating with a clock frequency of 99 MHz based on Xilinx’s Virtex II 2v2000ff896-4 FPGA and the throughput of
the system is observed as 99 MOPS (million outputs per second). Error analysis performed with the FPGA-based system in the image
processing examples of edge detection and noise filtering shows that the proposed architecture produces outputs similar to that obtained
by software simulation using Matlab.
� 2006 Elsevier B.V. All rights reserved.
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1. Introduction

Convolution is one of the many computationally inten-
sive yet fundamental operations in digital signal processing
applications which include speech processing, digital com-
munications, digital image and video processing. General
purpose processors can be used to perform the convolution
operation; however, these processors do not fully exploit
the parallelism inherent in this operation. In addition, the
kernel size is usually limited to a small bounded range to
sustain real-time throughput. Dedicated hardware units
are good for high speed processing and large kernel size,
but these units usually compromise the flexibility of the
architecture by adapting the design to specific kernel coef-
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ficients. Hence the architecture is only applicable to a spe-
cific transfer function. It is desirable to find optimal designs
to reduce hardware resources and power consumption
while supporting a wide range of kernel coefficients for dif-
ferent characteristics of the transfer functions. The defini-
tion of N-dimensional convolution O = W*I in general
can be expressed as

Oðm1;m2; . . . mNÞ ¼
Xa1

j1¼�a1

�
Xa2

j2¼�a2

. . .
XaN

jN¼�aN

W ðj1; j2; . . . jN Þ

� Iðm1 � j1;m2 � j2; . . . mN � jN Þ; ð1Þ

where ai ¼ J i�1
2

, 0 6 mi 6Mi � 1, 1 6 i 6 N and W is the
kernel function. The computational complexity is
(O
QN

i¼1Mi �
QN

i¼1J i). For N = 2, the complexity is in the
order O(M1 · M2 · J1 · J2), where in image processing
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Fig. 1. Overview of 1-D convolution in log-domain.
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applications, M1 · M2 is the dimension of I/O images and
J1 · J2 is the size of the kernel. For instance, in a video pro-
cessing application, if the frame size is 1024 · 1024 and the
kernel size is 10 · 10, more than 3 billion operations per
second are required to support real-time processing rates
(30 frames per second).

Many researchers have studied and presented different
techniques and designs to support the real-time computa-
tion of convolution. Various algorithms are presented in
[1] which focus on reducing the number of multiplica-
tions and floating operations. These algorithms are more
suitable for general purpose processors. Examples of the
commercial convolver-chips include HSP48901 and
HSP48908 for 2-D convolution operation which depends
on the multipliers in the processing element [2]. Other
techniques and designs which rely on the multipliers in
the processing elements are connected as a systolic
architecture [3–7] to improve throughput rate. Several
methods are developed to reduce the computational com-
plexity of convolution operations such as serializing the
procedures in bit or gate level [8–12]. A memory-based
design where the content of original data is updated with
results after serialized computation is proposed by Mos-
hnyaga et al [13] with the disadvantage of memory access
overhead. One of the common approaches for fast
computation of convolution operation is to integrate a
specialized FPGA with a DSP processor [14,15]. These
methods are usually simpler and more effective than
using multiprocessor approaches [16,17]. Furthermore,
some researchers have presented multiplier-less imple-
mentations of convolution in more restricted form
[18–22]. Such implementations rely on optimization of
filters with constant coefficients in which the optimization
process requires the filter coefficients to be a power of
two to simplify the hardware structures. It is therefore
inflexible for general purpose processing.

Performing multiplication in the logarithmic domain
reduces the complexity to addition. This concept was intro-
duced by [23] where the log2 and inverse-log2 can be
approximated with adders and shifters in N cycles for an
N-bit value. Such an implementation, however, is not effi-
cient in the proposed design. For a large number of the
multipliers, the amount of hardware resources associated
with storage, adders and shifters in the approximation
modules makes it undesirable for the implementation in
hardware form. In the log2 and inverse-log2 architectures
we propose, the conversion can be computed in a single
clock cycle with only the mapped shifters. The VLSI imple-
mentation proposed by [24] also computes the conversions
in single clock cycle; however, the new approach results
with the most direct mapping in the structure and reduces
transistor counts [25,26]. Also, a higher throughput rate is
achieved. In this paper, we propose an efficient architecture
for implementation of multiplier-less filters while permit-
ting dynamic change of arbitrary kernel coefficients. This
architecture, which utilizes logarithmic modules, does not
depend on specialized components to improve the speed,
or on pipelining to resolve issues with long propagation
delays in multiplier-based architectures.

2. Theory of log-based convolution operation

The basic concept of reducing the computational com-
plexity for multiplier-less design for multi-dimensional con-
volution with arbitrary kernel coefficients is based on
operations in the logarithmic domain in which multiplica-
tions are transformed to additions. Therefore, the key
point in the theory is to convert the linear scale data into
logarithmic base-two as the data is fed into the system in
real-time. In this section the fast approximation method
for log2 and inverse-log2 is discussed in detail. For now,
we assume that both log2(Æ) and log�1

2 ð�Þ operators are read-
ily available in order to proceed with the convolution oper-
ation. The logarithmic data is then added with the kernel
coefficients which are already converted in logarithmic
base-two upon initialization. The actual results are calcu-
lated by taking the inverse-log2 of the sums to convert back
to linear scale inside the processing elements (PEs) as illus-
trated in Fig. 1. A more detailed description of the PE
design is covered in Section 3. The overall output of a
1-D convolution operation, which is available at the output
of the last PE, is computed by successively accumulating
the partial results along a series of PEs. Hence, for N-point
1-D filters, only one log2 and N inverse-log2 computations
are needed to replace N signed multipliers that are used in
the conventional approach.

The same concept can be applied to multi-dimensional
convolutions. The only difference is that the output from
each array of PEs may require appropriate delays such that
its partial results can be considered by other subsequent
arrays of PEs for further processing. For an N-dimensional
filter, the basic building block consists of multiple N � 1
dimensional filters in successive filtering. In the later sec-
tion, only 2-D convolutions are explained in complete
details since one-dimensional filters are too trivial and
2-D convolutions are more common in digital image/video
processing applications. The procedure also applies to
higher dimensional filters.

It is important to note that we are not restricting the fil-
ter coefficients to specific values or range for which the
architecture has to be specialized for those subsets of coef-
ficients. For n-bit filter coefficients, each PE can have any
value out of 2n combinations. This is one of the main
differences from other approaches.
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2.1. log2 and inverse-log2 approximations

Log base-two can be approximated with existing tech-
niques in different ways, such as successive iterations, series
expansions and polynomial approximations. However,
these algorithms are not helpful in low level hardware
design because all of these procedures introduce more com-
putational complexity and hardware resources to the
design. Mathematically, the complexity of log2 and
inverse-log2 is more costly than multipliers if conventional
approaches are used. The algorithm based on [23] relies on
the leading ‘1’ bit position in the process of the logarithmic
conversion; however, it can also be represented as a trun-
cated version of the power series. Given the definition of
convolution, O = W*I, the one-dimensional space convo-
lution with log2 and inverse-log2 operators can be written
as:

OðmÞ ¼
XðN�1Þ=2

j¼�ðN�1Þ=2

W ðjÞ � Iðm� jÞ; 0 6 m 6 M � 1

¼
XðN�1Þ=2

j¼�ðN�1Þ=2

log�1
2 log2ðW ðjÞÞ þ log2ðIðm� jÞÞð Þ

¼
XðN�1Þ=2

j¼�ðN�1Þ=2

2ðW lðjÞþIlðm�jÞÞ ð2Þ

¼
XðN�1Þ=2

j¼�ðN�1Þ=2

2V ðm;jÞ

V ðm; jÞ ¼W lðjÞ þ Ilðm� jÞ; 8m; j

where the subscript l denotes log2 scale. Function O(m) can
now be approximated to significantly reduce computation-
al complexity:

OðmÞ ¼
XðN�1Þ=2

j¼�ðN�1Þ=2

2V ðm;jÞ; 0 6 m 6 M � 1

by power series of 1st degree : 2V f ffi 1þ V f

¼
XðN�1Þ=2

j¼�ðN�1Þ=2

2V i � 2V f ð3Þ

ffi
XðN�1Þ=2

j¼�ðN�1Þ=2

2V i � ð1þ V fÞ

¼
XðN�1Þ=2

j¼�ðN�1Þ=2

1� V if g þ V f � V if g

where the subscript i and f are the integer and fraction
parts of the power, and � denotes shift operators. Note
that we have derived an expression of 1-D convolution with
all multiplications and divisions completely in terms of log-
ical shifts while maintaining the generality of functions
W(i) and I(m). The same concept can be generalized to
N-dimensional convolutions. The log2 operator is similar
to log�1

2 ðLÞ ffi ð1þ LfÞ � Li and can also be performed by
logical operations only. The following example is provided
to illustrate the concept of estimating the value of log2. In
addition, this concept is further extended to include frac-
tional numbers.

Given a positive integer N in binary form, the logical
computation for log2 is achieved by determining the index
value of the most significant bit (MSB) being ‘1’ and the
fraction. The index locating concept is illustrated in
Fig. 2 with an 8-bit integer. In binary, every bit location
corresponds to the linear value 2n, where n is the index
of the bit position. Hence the integer part of log2 is extract-
ed directly from the index value with MSB equal to one.
The remaining bits after the index value form the fraction
of log2. For example, for an 8-bit value N = 254, the index
will be 7 and the approximated log2 will be 7.98438 in dec-
imal whereas the exact value of log2(N) is 7.98868, and
hence the error is 0.00430 as illustrated in Fig. 2.

This logic is also true for numbers less than 1. The only
difference is its indexing mechanism, where the indices
range from N � 1 down to �N which is represented with
N-bit integer and N-bit fraction (total of 2N bits). Hence,
a new interpretation is needed for its implementation.
Fig. 3a shows the plot of actual (double precision) and esti-
mated log2 curves for 8/8 decimals (8-bit integer and 8-bit
fraction) with the x-axis in log scale. The error for the
zoomed segment of integer region is identical to [23]. When
the value is less than 1, a similar error curve is observed. As
the error plot in Fig. 3b indicates, the approximated curve
is above the actual log2 of a fraction. The logical calcula-
tion for inverse-log2 is exactly the reverse process of the
log2 approximation technique just described. The approxi-
mation error is minor and can be negligible for N-dimen-
sional convolution in general for most applications. For
applications demanding higher precision, error correction
coefficients can be incorporated at the cost of increasing
the complexity.

3. Architecture for log-based 2-D convolution

Since the concept and computational procedure for mul-
ti-dimensional convolutions are the same as those of 2-D
convolution, only the architecture design for 2-D convolu-
tion is discussed in this section. The overview of the archi-
tecture for 2-D convolution of J1 · J2 kernel is shown in
Fig. 4a. As the input data being fed into the system, it is
converted into log2 scale through the approximation
module. For an N-bit input data, the integer portion of
data in log2 scale occupies log2(N) bits. The remaining
(N � log2(N)) bits are considered as the fraction. The log2

scaled data is then passed through J1 � 1 line buffers or
delay lines which can be implemented with reconfigurable
First-In-First-Out (RFIFO) memory or dual port RAM
(DPRAM). In our architecture, DPRAM is chosen to real-
ize the line buffer mainly because it is built into the proto-
type FPGA board that is used to evaluate the design. The
line buffers are managed by an address generator which is
discussed later in this section. The outputs of line buffers
are simultaneously fed into arrays of PEs on each row



Fig. 2. An example to demonstrate the concept of log2 approximation.
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and the partial outputs of the PEs along each row are suc-
cessively accumulated from J2 to 1. The outputs of the PE
arrays at the last column are summed by an adder tree,
Fig. 3. (a) Actual curve and estimated curve of log2(N) obtained from approxi
and estimated values.
which can be pipelined to improve overall system speed.
This filter output may be scaled by a constant in the scaler
module which is simply a multiplication operation of the
mation technique and (b) percentage error of the difference between actual



Fig. 4. Block diagram of 2-D convolution architectures: (a) architecture with explicit pipelining of adder tree and (b) architecture inherently pipelined the
adder tree into the leftmost column of PEs.
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output with a scaled constant. The scaler module is neces-
sary when one needs to de-normalize the kernel coefficients.
For example, for the Laplacian kernel, the magnitude of
the coefficient at the center of the mask is usually greater
than one, even though the values of the entire mask are
summed up to zero.

Note that a delay unit of J2 + 1 cycles is also provided to
pass the original data through the convolution module for
subsequent processing if needed. The ‘‘pass-through’’ data
can be in linear or log2 scale, and it is synchronized to filter
output. Another simple but very useful structure incorpo-
rated in this architecture is the inter-chained bus (iBus)
which is a chain of flip-flops where the system can be ini-
tialized without using the mapping of I/O registers. I/O
mapping is unnecessary unless it is integrated into standard
peripheral or fast accessing is needed.

In the conventional approach, a pipelined structure is
designed for the adder tree as shown in Fig. 4a where reg-
isters are inserted between adders to form the pipeline stag-
es. Another effective alternative is to inherently incorporate
adder stages into the J2’s column PEs. It is achieved by
moving the registers of the pipelined adder tree to individ-
ual PEs to combine with the line buffers. This modification
reduces the effective line length within each line buffer by J2

delay cycles. As shown in Fig. 4b, the adder tree can be
incorporated into the convolution architecture by appro-
priately re-routing the accumulated output ‘‘ACCout’’ of
the last PE on row j to the input ‘‘ACCin’’ of the first
PE on row j � 1 for computation of the new partial sum.
The overall output is taken from ‘‘ACCout’’ output port
of PE(1,1).

3.1. Line buffer module

As briefly mentioned in the architectural overview, the
line buffers serve as delay lines, which are implemented
with DPRAMs. This is implemented on the assumption
that only one data is available at the input in one clock
cycle. However, these delay lines are not necessary if data
on separate rows can be fetched and fed to the PE arrays
simultaneously at the cost of increasing data bandwidth.
The address generator consists of two up counters and a



Fig. 5. Address generator for DPRAMs implementing line buffers.
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register to store the line-length parameter, which can be
dynamically changed through the iBus upon re-initializa-
tion. There is one address generator that is needed to pro-
vide addresses to address ports A and B of all DPRAMs.
Data bus A(DBA) is the ‘‘write only’’ port and data bus
B (DBB) is the ‘‘read only’’ port. The general block dia-
gram of an address generator is shown in Fig. 5.

3.2. Processing elements (PEs)

The most crucial part of the entire architecture design
process of a convolution system is the design of the PEs.
Often, designs of hardware architecture with simple but
efficient structures are the most desired approaches. The
architecture of the PEs is shown in Fig. 6 to illustrate the
design of the PEs. The ‘‘Coeff In’’ bus is the part of ‘‘iBus’’
where the kernel coefficients are clocked into the coefficient
registers and they are propagated through the chain of reg-
isters, which is accomplished by simply feeding the output
of the coefficient register in the current PE to the input of
the coefficient register in the next PE. The ‘‘Data In’’ bus
on each PE array carries the log2 scaled data from the out-
put of each line buffer. This data is added with the kernel
coefficients. Summation of ‘‘Data In’’ with ‘‘Coeff’’ (which
are in log2 scale), at all nodes is the equivalent result of
multiplications in linear scale. Hence, inverse-log2 opera-
tions bring back the results to linear scale where these par-
tial results can be accumulated in a series of PEs within
Fig. 6. Architecture of p
each PE array. The sign bit of the coefficient register indi-
cates whether addition or subtraction should be performed
along the accumulation line. The interface structure of
adjacent PEs which is used to interact with other PEs is
also shown in Fig. 6. The hardware components of each
PE include two adders, two registers, and one inverse-
log2 which is designed with an efficient approximation
module. With increasing resolution in the PEs, the architec-
ture is also applicable of performing an un-normalized
cross correlation operation, since the convolution of the
reversed kernel (feature mask that contains the pattern to
be correlated and detected in the image) is cross correla-
tion; however, the optimal correlated point can be difficult
to determine [27].

The architectures of log2 and inverse-log2 rely on finding
the index of the most significant ‘1’ bit in a binary number
as introduced in [23]. Since the approximation mechanism
used in this design is a logical operation instead of arith-
metical calculation, it is feasible to estimate log2 and
inverse-log2 within a single clock cycle while still achieving
high speed operation without utilizing specialized hardware
or additional pipelining resources. The architectures for
log2 and inverse-log2 are quite simple yet very fast and very
efficient in terms of speed and hardware resources. As we
shall see, the design is more effective with the most directly
mapped structure when compared to implementations sim-
ilar to [24].

3.3. log2 architecture

The log2 architecture consists of mainly the N-bit stan-
dard priority encoder and a modified barrel shifter
(MBS). The general architectural design for log2 is shown
in Fig. 7. The priority encoder provides the index output
based on the logic ‘1’ of the highest bit in the input value.
As indicated in Fig. 7a where N equals 16, the input of pri-
ority encoder is capable of encoding any 16-bit real num-
ber. If the input value is strictly a positive integer, the
index output maps directly to the integer portion of log2

scale, binary 0000 to 1111 in this example. The infinity is
bounded to index 0 as it is the logical function of priority
rocessing elements.



Fig. 7. (a) Architecture of log2 and (b) mapping of multiplexers in MBS.
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encoder and that there is no need of defining log2(0) = �1
for practical convolutions in general. If the input value has
both integer and fractional parts, the MSB of the index on
the output of the priority encoder is inverted to determine
the actual integer part of the log2 scale in 2’s complement.
For example, the index value is now mapped to [7,�8]
instead of [15,0] integer input value. Index 0 now corre-
sponds to �8 in 2’s complement. For the same reason,
log(0) = �1 is bounded to �8.

The fractional bits are extracted with a modified barrel
shifter. It is composed of N � 1 N-to-�1 multiplexers at
most, where N is the number of bits to be shifted according
to the given index. The logical functional view for mapping
the set of multiplexers is that given the index, it always
shifts the bit stream at the index position to be the first
bit at its output. In a standard barrel shifter, the output
can be linearly or circularly shifted by n positions from
index 0 or N � 1; however, the modified barrel shifters in
both log2 and inverse-log2 exhibit the reverse mapping.
The mapping of N � 1 multiplexers is indicated in
Fig. 7b. The index value along the vertical axis represents
the index that specifies n shifts. It is directly connected to
the select lines of multiplexers. So for binary combination
of n shifts, the corresponding input n is enabled. The out-
puts of multiplexers are one-to-one mapping to the N � 1
bit output bus. The index on the horizontal axis represents
the bit value of the input at the corresponding bit location.
The values within the horizontal and vertical grid specify
the multiplexer numbers where the corresponding bit val-
ues of the input are mapped to. For example, with the
index value of 3, bit values at locations 0 to N of the input
are mapped to the third set of inputs of multiplexer num-
bered N � 4 to 0. The third set of inputs (marked as ‘0’
in the grid) of the multiplexers outside the mapping bit
range of the input is padded with zeros for simplicity.
The net number of inputs of the multiplexers can be more
than halved when the architecture of the MBS is optimized,
eliminating the zero-padded inputs. The fraction on the
output of the MBS occupies N � log2(N) bits with the fixed
point log2(N) bits down from the MSB. Note that the
whole fraction can be preserved; however we truncate it
to N � log2(N) bits so the integer and fraction add up to
the same bus size as the input.

At the transistor level design, this new mapping scheme
results with a VLSI priority encoder and a modified barrel
shifter with reduced transistor count according to the map
shown in Fig. 7b. This direct mapping scheme compacts
the circuits of the N · log2(N) ROM and decoder which
are used to produce the positive integer part and to assist
remapping of n shifts into the standard shifter as described
in [24] into a single VLSI priority encoder. Another advan-
tage of the proposed design is that only a single-bit inverter
is needed to incorporate fractional inputs.

The critical path of latency for the log2 architecture is
the propagation delay of the combinational network in
the priority encoder and modified barrel shifter where the
modified barrel shifter depends on the index from the
priority encoder to perform n shifts. Note that the
arrangement of multiplexers is completely in parallel such
that the overall latency comprises a single multiplexer.
The depth of propagation delay is significantly less com-
pared to non-pipelined conventional multipliers. This
implies that the architecture can provide very high speed
operations.
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3.4. Inverse-log2 architecture

Structural mapping of inverse-log2 is the reverse of log2,
as illustrated in Fig. 8b. The inverse-log2 architecture is
simpler than the log2 architecture, since it is not necessary
to have the decoder undo the priority encoding where the
integer serves as n shifts to the reverse of the modified bar-
rel shifter (RMBS). The inverter is not needed for the
inverse-log2 architecture shown in Fig. 8a for log2 scaled
inputs greater than or equal to zero. Note that negative val-
ues of the log2 scale indicate the inverse-log2 result in the
linear scale should be a fraction.

For applications where such small numbers are insignifi-
cant, the hardware resource can be reduced by half for the
conversion of signed inverse-log2 scale to linear scale. Anoth-
er important point is that the fraction bits fed to the reverse
of the modified barrel shifter should be padded with logic ‘1’
at the MSB such that the magnitude of the index can be
restored in binary. It is equivalent to performing the OR
operation between the decoded bit and the unpadded frac-
tion bits if the decoder was included in the architecture to
form the exact reverse of the log2 architecture. The difference
can be quite significant with such a minor modification. The
operating frequency of the inverse-log2 architecture is esti-
mated to be twice that of the log2 architecture as the propa-
gation delay of the critical path is reduced to half.

3.5. Optional padding architecture

In the scenario where padding the borders of the image
is desirable, the window sliding architecture can be applied
Fig. 8. (a) Architecture of inverse-log2 and
as shown in Fig. 9. Padding with zero and symmetric values
of the borders can be achieved by rerouting the data with
the multiplexers back to appropriate PEs as it slides
through the borders of the image. Two modules are needed
for padding in the horizontal and vertical directions.

4. Performance evaluation

The performance of the proposed architecture is
evaluated based on the results obtained in the hardware
implementation and software simulation of the two well-
known image processing applications namely edge detec-
tion and noise filtering. In the first set of experiments, we
looked at a common operation which uses a Laplacian ker-
nel to detect edges in grayscale images. The second opera-
tion which involves 2-D convolution is noise removal in
image processing applications. For the second set of exper-
imental simulation, we used a general Gaussian kernel for
the filter. In Section 4.1, we first look at the setup for the
two simulation runs. Sections 4.2 and 4.3 describe the
results obtained from the two simulations.

4.1. Set up of simulation parameters

The hardware simulation of 2-D convolution was test-
ed on a set of JPEG images to determine the accuracy of
the results produced by hardware architecture. Each
image was converted to grayscale of 8-bit resolution
and fed into the architecture pixel by pixel. The con-
straint of data values in the simulation of the architec-
ture was strictly checked and validated at all times.
(b) mapping of multiplexers in RMBS.



Fig. 9. Window sliding architecture is used for padding of the borders of the image.
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The log2 and inverse-log2 architectures were restricted to
8-bit resolution (3 bits for integer and 5 bits for fraction).
To optimize the hardware resource, the kernel coeffi-
cients were normalized to have maximum magnitude of
one in linear scale (the actual values are in log2 scale
and these coefficients are stored in coefficient registers).
The inverse-log2 module inside each PE was set to 16-
bit resolution (the output has 8-bit integer and 8-bit frac-
tion) for maximum precision. The main goal of having
16-bit resolution is to study the degree of error due to
the approximation process, not the loss of bits due to
storage or truncation. The magnitude of the error was
measured by simply taking the difference between the
double precision output image produced by Matlab’s
built-in mathematical convolution function and the one
generated by actual simulation of the architecture. To
achieve an accurate measure of the approximation error,
the kernel coefficients of the filter were sampled and lim-
ited to agree with simulation parameters. For example, if
the kernel coefficient has 3-bits integer and 5-bits fraction
in log2 scale, the applied filter coefficients cannot have
resolution smaller than 2�5, so no bias is introduced in
the quantization process of the kernel.
Fig. 10. Edge detection with Laplacian kernel: (a) normalized Laplacian kernel
(d) 2-D convolution result by hardware simulation and (e) hardware simulatio
4.2. Edge detection by Laplacian kernel

Fig. 10a shows the Laplacian kernel with the magni-
tude of coefficients normalized to [0, 1]. Fig. 10b is the
grayscale test image. The result of applying the edge
detection mask to 2-D convolution using the Matlab
function is shown in Fig. 10c. The intermediate calcula-
tions involved are double precision. The resulting image
from hardware simulation is shown in Fig. 10d. It is
clear that the approximated image obtained from the
architecture simulation is fairly close to the actual image
filtered with the Matlab function. A scaled version of the
simulation result is shown in Fig. 10e. Note that minor
effects from padding exist along the borders of the
image. It is because the architecture pads the data on
the opposite borders; however, the effect is insignificant
in general. Techniques which can be used to eliminate
the padding effect include padding with zero, padding
with symmetrical values, as discussed in Section 3.5.
The error graph of the estimated convolution operation
without padding technique is shown in Fig. 11a. The
z-axis corresponds to the difference between actual and
approximated results. The plot illustrates that the
, (b) grayscale input image, (c) 2-D convolution result by Matlab function,
n result scaled by 2.



Fig. 11. Plot of error from approximation: (a) difference error between the results of the Matlab double precision function and hardware implementation
with Laplacian kernel (average error of 0.17 intensity) and (b) histogram of error with x-axis normalized by peak error at 3.5 intensity.

Fig. 12. Smoothening of image corrupted by Gaussian white noise: (a) grayscale of input image corrupted by Gaussian white noise with m = 0, and
r2 = 05 , (b) image filtered by Matlab function and (c) image filtered by the proposed hardware.
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intensity difference is very small with average error of
0.17. The error histogram is shown in Fig. 11b. The x-
axis in the histogram is normalized by peak error. For
example the maximum difference in pixels was 3.5, which
is equal to 1 on the x-axis. The y-axis is the count of
pixels having the error.
4.3. Noise filtering by Gaussian kernel

The corrupted grayscale image of Fig. 10b is shown in
Fig. 12a. Gaussian white noise with mean m = 0, and
variance r2 = 0.05 was applied to the grayscale image.
A 10 · 10 Gaussian filter with standard deviation r = 3



Fig. 13. Plot of error from approximation: (a) difference error between the results of the Matlab double precision function and hardware implementation
with Gaussian smoothening kernel (average error of 0.58 intensity) and (b) histogram of error with x-axis normalized by peak error at 2.59 intensity.

Fig. 14. Combined edge detection and smoothening of images using the
proposed hardware with kernel coefficients: (a) scaled by 1 and (b) scaled
by 2.
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was quantized according to the architecture and it was
convolved with the corrupted image. The results by Mat-
lab function and hardware simulation are shown in Figs.
12b and c, respectively. The error graph in Fig. 13a has
average quantitative error of 0.58 out of 255 quantized
levels with intensity difference similar to Fig. 11a. The
error histogram is shown in Fig. 13b with peak error
at 2.59. In all experiments, it was observed that the error
is negligible; hence, the inverse-log2 may be optimized to
8 bits and the fractions ignored, in addition to eliminat-
ing padded zeros in the architectures shown in Figs. 7
and 8. The results from hardware simulations of edge
detection and smoothing described in Sections 4.2 and
4.3 are added together to show some additional results.
Addition of edge detection with scale of one in normal-
ized Laplacian kernel to the smoothened image is illus-
trated in Fig. 14a, and with edges scaled or de-
normalized by two in Fig. 14b.



Fig. 15. Timing diagram of log2 and inverse-log2 modules.

Table 1
Performance and hardware utilization of log2 architecture with various
resolutions

Description Resolution

8 16 32

CLB slices 11 43 166
LUTs 19 76 289
Fmax (MHz) 205 121.5 99.99

Table 2
Performance and hardware utilization of inverse-log2 architecture with
various resolutions

Description Resolution

8 16 32

CLB slices 12 44 164
LUTs 19 70 268
Fmax (MHz) 305.6 235.4 212.2

Table 3
Performance and hardware utilization of PE architecture with various
resolutions

Description Resolution

8 16 32

CLB slices 19 60 196
LUTs 34 102 332
Fmax (MHz) 114.5 99.2 81.1

Table 4
Hardware utilization for 8-bit architecture

Kernel CLB slices LUTs BRAMs

3 · 3 282 423 2
12 · 12 4248 6336 11
18 · 18 9518 14234 17
19 · 19 10600 15858 18
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4.4. Performance analysis

The main components of architecture presented in Sec-
tion 3 are log2, inverse-log2, and PE. These components
have been simulated on Xilinx’s Integrated Software Envi-
ronment (ISE). The output waveform of 16-bit log2 and
inverse-log2 simulation is shown in Fig. 15. Data bus (1)
which is the ‘‘ldata_in’’ waveform in Fig. 15 is the input
data (16 bits in Hex) to log2 module. The input data can
be interpreted as a 16-bit integer input or an 8-bit integer
and 8-bit fractional input. Data bus (2) is the log2 output
of an 8-bit integer and an 8-bit fractional input from data
bus (1). Data bus (2) consists of ‘‘log_signed_i4’’ (4-bit inte-
ger part in decimal) and ‘‘log2_signed_f12’’ (12-bit frac-
tional part in hexadecimal) simulation waveforms in
Fig. 15. Data bus (3) is the log2 output corresponding to
the 16-bit integer input (16-bit integer) of data bus (1). Sim-
ilar to data bus (2), data bus (3) consists of an integer part
(indicated by the decimal ‘‘log_unsigned_i4’’ waveform)
and a fractional part (indicated by the hexadecimal
‘‘log2_unsigned_f12’’ waveform) at the outputs of the mod-
ule. The outputs of data bus (2) and data bus (3) are fed to
the inverse-log2 modules as inputs for evaluation. The out-
put corresponding to input from data bus (2) is shown in
data bus (4) which represents an 8-bit integer and an 8-
bit fractional value (shown in hexadecimal). Similarly, the
output shown in data bus (5) is the inverse-log2 of the input
from data bus (3). Values on data bus (5) represent 16-bit
integer values which are shown in hexadecimal.

The performances and resource utilization of log2/in-
verse-log2 architectures are shown in Tables 1 and 2. The
maximum operating frequencies are 205 MHz, 121 MHz,
and 100 MHz for log2 module with 8-, 16-, and 32-bit res-
olutions, respectively. Similarly, the inverse-log2 module is
capable of operating with 305 MHz, 235 MHz, and
212 MHz for 8-, 16-, and 32-bit resolutions, respectively.
As expected, the performance of the inverse-log2 architec-
ture is better than that of the log2 architecture (approxi-
mately 2 times faster). The maximum operating frequency
is shown in Table 3 where each PE is capable of operating
with 114 MHz, 99 MHz, and 81 MHz for 8-, 16-, and 32-
bit resolutions, respectively. For 16-bit PE, the complete
implementation of the non-optimized convolution architec-
ture is estimated to have clock frequency close to 99 MHz.
Since the architecture is designed as a pipelined and systolic
system, it can produce an output every cycle after the initial
latency of the system which is insignificant compared to the
overall operation time. The architecture is therefore capa-
ble of sustaining a throughput rate of 99 MOPS which is
very suitable for real-time image or signal processing appli-
cations. With 1024 · 1024 frame size in video processing
and 10 · 10 kernel dimension, the architecture is capable
of performing at 94.6 frames per second. The hardware uti-
lization for 8-bit architecture for various kernel sizes is
shown in Table 4. A logic level comparison of hardware
resources and the performance with 3 other systems for
2-D convolution is shown in Table 5.



Table 5
Comparison of hardware resources and performancewith other 2-D convolution implementations

Kernel 3 · 3 HSP48901 [2] HSP48908 [2] Method in [12] Proposed design

Fclock_max (MHz) 30 32 125 99
Gate count 13,594 47,500 3893 4212 gatesa

Row buffers Off chip On chip Assume fetched On chip
Max. throughput (Mpixels/s) 30 32 15.6 99

a Number of logic gates is obtained based on fully optimized architecture with a 9-bit signed integer and an 8-bit fraction resolution.
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5. Conclusion

A new architecture for computing multi-dimensional
convolution without using multipliers has been presented
in this paper. The approach utilized approximation tech-
niques to efficiently estimate log2 and inverse-log2 for sup-
porting convolution operation in logarithmic domain. The
hardware modules can process over 100 million and 200
million calculations for 16-bit log2 and inverse-log2 opera-
tions per second, respectively. An effective and intelligent
data handling strategy was developed to support the archi-
tecture which resulted in the elimination of the need for
multipliers in the convolution operation. The architecture
design for 2-D convolution is capable of maintaining a
throughput rate of 99 MOPS for 16-bit PE resolution in
Xilinx’s Virtex II 2v2000ff896-4 FPGA at a clock frequency
of 99 MHz.
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