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Abstract

This paper presents a two-stage local search method 

for synthesizing finite precision FIR filter coefficients, 

with the aim to reduce the number of addition/subtraction 

in the realization of linear phase FIR filters. In the first 

stage, an initial set of coefficients is formed by taking into 

consideration the sensitivities of coefficients on frequency 

response. In the second stage, a tree search algorithm is 

utilized to achieve the objective function specified by the 

desirable Normalized Peak Ripple. The size of the search 

space is also studied.  

1. Introduction 

Finite Impulse Response (FIR) filters play a vital role 

in modern communication system thanks to its versatility, 

stability, and simplicity. The demand for high data rate in 

digital signal processing applications has forced 

researchers to trade programmability for reduced circuit 

complexity in the design and implementation of fixed 

high-speed FIR filters [1, 2]. Recent trend towards the 

fixed FIR filter design has moved towards ‘multiplierless’ 

filter design, where the expensive multiplication 

operations are replaced by simple ‘shift and add’ 

operations.  

Many ideas of designing multiplierless FIR filters can 

be found in a comprehensive list of literatures [3-7, 9-18]. 

The general principle behind these ‘multiplierless’ 

implementations is to approximate each filter coefficient 

with a minimal number of Signed-Power-of-Two (SPT) 

terms [3, 6, 7].  The nth filter coefficient, h(n) can be 

expressed as a sum of SPT terms [8], as shown in Eqn. 

(1).

,                (1) 

where L denotes the number of non-zero SPT terms of the 

coefficient, sk  {1, 1} denotes the sign of the k-th SPT 

term, and pk is the power of the SPT term.  

Thus, the problem becomes one of the constrained 

optimization whereby a set of filter coefficients that 

minimize the total number of SPT terms J, is to be 

synthesized.  

,          (2) 

The optimization is subjected to the objective function 

of the minimal required Normalized Peak Ripple (NPR) 

[6] constraints specified as follows: 

max ,
p p s s

NPR
g g

,     (3)       

where g is the average passband gain, and p, s, p,

and s are the passband and stopband peak ripples and 

error weightings, respectively.

Studies have been made on synthesizing filter 

coefficients with reduced number of SPT terms [3, 6] 

based on different number representations, such as the 

Canonical Signed Digit (CSD) [7, 9] and the Minimum 

Signed Digit (MSD) [10] formats. Both CSD and MSD 

representations lead to the fewest non-zero digits in 

representing a particular number, and either of them is 

commonly adopted to form the onset for the synthesis 

problem considered in this paper. 

2. Conventional coefficient synthesis methods

Two types of filter coefficient synthesis methodologies 

are commonly used among others. They are the optimal 

techniques, such as those based on Mixed-integer Linear 

Programming (MILP) [3, 11], and the suboptimal 

techniques, which include local search methods [4, 6] and 

stochastic optimization methods [12-14]. As an 

exhaustive search method, MILP guarantees the optimal   
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solution, but it requires a long computation time. In many 

cases, the desired objective function of minimizing the 

NPR is nonlinear and it cannot be optimized directly in a 

single run MILP [15].  On the other hand, local search 

methods aim to find the solution that meet the filter 

specification within a reasonable time. The resulting 

solution, however, may not necessarily be optimal in 

terms of its filter response. Our proposed optimization 

algorithm belongs to a local search scheme. 

3. Proposed filter coefficient synthesis scheme 

Lim and Parker’s study [3] shows that in a minimax 

design, the optimal CSD coefficients do lie near those 

obtained by rounding, though they are usually not the 

rounded ones. Based on this observation, we start from 

the rounded CSD coefficient set, and search in its 

neighborhood. Our search algorithm is divided into two 

independent stages, as described in the following 

sections.

3.1 Initiation stage 

In the first stage, we start off by finding the infinite 

precision filter coefficients using popular filter design 

methods, such as the Remez-exchange method. After that, 

these infinite precision coefficients are rounded to the 

desired wordlength, in CSD representation. The rounded 

CSD coefficients form a Selection Pool (SP) of SPT 

terms. Next, an initial set of restricted number of filter 

coefficients is to be constructed from the SPT terms in the 

SP. The elements from this initial set are not those that are 

nearest to their corresponding infinite precision 

counterparts. The construction of the preliminary Minimal 

Coefficient Set (MCS) is an iterative process, where in 

each iteration, an SPT term from the SP that best 

minimizes the difference between the finite (hspt) and 

infinite (hd) precision coefficients is pulled out and 

inserted into the MCS. This selection criterion is in 

compliance with Chen and Willson’s conjecture that the 

difference between the ideal and the quantized filter’s 

frequency responses will be minimized only as the 

maximum absolute difference between the infinite and 

finite precision filter coefficients is minimized. We 

modify the computation of the difference between the 

ideal and finite filter coefficients in order to account for 

the sensitivities of different coefficients to the filter 

response. The modified error function is given in Eqn. 

(4):

nw

hh
nE

sptd
,      (4) 

where w(n) is a weight vector assigned to the n-th 

coefficient according to its degree of sensitivity, and E(n)

is the weighted error between the real and finite filter 

coefficients.

It has been found and reported by many researchers 

that not every filter coefficient contributes equally to the 

filter response [16, 17]. We define the sensitivity for the 

n-th filter coefficient to be the difference in filter response 

of an infinite precision filter coefficient set and the 

response generated by rounding the n-th filter coefficient. 

This metric can be concisely expressed as: 

2

'

1

1
[ ( ) ( )]

N

n n i n i

i

s A A
N

,               (5) 

where ' ( )nA and ( )nA are the frequency responses of 

the quantized and the real filters, respectively and N is the 

number of equally spaced discrete sampling points range 

over the entire frequency response (we use a constant N = 

500 in our experiments). In our proposed method, we first 

compute the sensitivity of every filter coefficient, sort 

them accordingly and assign a weight vector to each of 

them. Larger weightages are assigned to the more 

sensitive coefficients to which the frequency response is 

more susceptible by the truncation of their precision.  

3.2 Local search stage 

In the second stage of the proposed algorithm, we 

search in the neighborhood of the MCS iteratively. There 

are two main concerns in this stage: the definition of 

neighborhood and the search strategy.  

The area of neighborhood defines the degree of 

freedom of the search. A larger neighborhood provides a 

better chance of finding the optimal coefficient set, but it 

also leads to a longer computation time. 

In Chen and Willson’s approach [6], the neighborhood 

is made up of the last two Least Significant Digits 

(LSDs). The LSDs are essentially SPT terms, expressible 

in the form of ±2 m, where m denotes the positions of the 

LSDs. We found that this definition of neighborhood 

works fine with shorter wordlength coefficients, but it 

severely restricts the search space for the cases of longer 

wordlength. For example, for wordlength of 10 bits, the 

neighborhood defined by [6] comprises circles of radius 

of 2 9 around the MCS. This can be sufficient for some 

coefficient sets but deficient for the marginal situations.  

If the desired wordlength is 14 bits, the neighborhood will 

be circles of radius of 2 13. This search space is too trivial 

to improve the quality of the solution. In our proposed 

method, the number of LSDs are wordlength dependent. 

More LSDs are chosen for longer wordlength to ensure 
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that the search space is sufficiently large for optimization 

but small enough to maintain efficiency of the algorithm. 

The number of LSDs is determined empirically. Rigorous 

experimental results show that the search space with 

radius of 2 11 is suitable for a 14-bit long coefficient set, 

i.e., neighborhood of radii of ±2 11, ±2 12, ±2 13 and ±2 14

from each coefficient are included in the search space. 

Selected LSDs are put into the selection pool, SP. It is 

also found that wordlength of filter coefficient in the 

range of 8 – 14 is sufficient to meet most filter 

specifications [18]. This pragmatic limit on the 

wordlength of the filter coefficient ensures that there will 

not be an exceptionally large number of SPT terms 

generated in SP.  

The second consideration in the local search stage 

pertains to the search strategy. We employ a tree search 

method. Assume that  SPT terms have been included in 

the MCS, and there are  SPT terms in the SP with the 

neighborhood SPT terms inserted after the first stage. The 

SPT terms from the SP are selectively and iteratively 

inserted into the MCS until the desired NPR of the 

frequency response has been achieved. The tree search 

algorithm is illustrated in Fig. 1. 

Figure 1. Illustration of tree search strategy 

In Fig. 1, every node denotes an SPT term in the SP 

and i is the iteration number. The root of the tree is the 

MCS and it reaches out to every SPT term in SP at the 

onset. At each iteration, every node will have 

uncommitted successor nodes, which are connected by 

dash lines, and of which only one will be selected 

(committed) to be linked by solid line to its predecessor. 

At each node, the NPR of the  sets of filter coefficients 

formed by the paths from the root through the committed 

nodes and its  uncommitted successors are calculated. 

The path that produces the minimum NPR among all 

other paths will have the dash line link replaced by solid 

line to its predecessor node. Since every committed node 

will reach out to all the other hitherto uncommitted nodes 

in each iteration, there are  sets of surviving coefficients 

at any time.  

To reduce redundancy in the search process, we set 

the following restrictions: 

a. No repetitive SPT terms are allowed along any 

path formed by solid lines. 

b. Once a positive SPT term (2 m) is included in a 

survival path, if there is a corresponding 

negative SPT term ( 2 m), the latter cannot be 

included into the same set and vice versa. 

With these two restrictions, the number of 

uncommitted successor nodes for each node in the i-th

iteration will be reduced progressively to below i. The 

search process is terminated once the desired NPR is hit. 

The complexity of this search algorithm is O( 2K), where

K is the number of iterations before termination. There is 

not rigid rule for limiting K. Generally, the larger the 

value of , the smaller the value of K. However, when too 

many SPT terms are selected into the MCS before the tree 

search, the risk of trapping into the local minimum is 

higher since the filter response for the MCS may be too 

close to that of the real coefficient set.

4. Design example 

In this section, two filters designed using the proposed 

method are shown.  

4.1 Design example 1 

In this example, a low pass filter is to be designed 

with passband and stopband edge frequencies at 0.1 and 

0.4, respectively. The desired NPR is 80dB and the 

coefficient wordlength is 14 bits.  

After the first stage, 16 of the SPT terms are selected 

into the MCS, its frequency response is shown in Fig. 2 as 

a dotted line curve. To show the effect of omitting the 

sensitivity of the filter coefficients, we repeat the same 

selection process but the SPT terms are selected without 

considering their sensitivity to the frequency response. 

With the same number of SPT terms selected into the 

MCS, the frequency response is shown in Fig. 2 as a solid 

line curve for comparison. 
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Figure 2. Frequency response after stage 1 with and 
without consideration of coefficient sensitivity  

It can be seen from Fig. 2 that with the same number 

of SPT terms selected into MCS, the first set shows a 

better frequency response than the latter set. 

The final filter coefficients synthesized from the local 

search are shown below. Its frequency response is shown 

in Fig. 3. 

h(0) = h(14) = -2-9

h(1) = h(13) = 0 

h(2) = h(12) = 2-6 - 2-9 -2-14

h(3) = h(11) = 0 

h(4) = h(10) = -2-4 + 2-7 -2-14

h(5) = h(9) = 0 

h(6) = h(9) = 2-2 - 2-8

h(7) = 2-1 - 2-3 + 2-5 - 2-12

Figure 3 (a). Magnitude response for Example 1 

Figure 3 (b). Phase response for Example 1 

There are altogether 22 SPT terms in the final 

coefficient set, as opposed to 28 and 23 SPT terms 

synthesized by the algorithms of [4] and [6], respectively, 

for the same filter specifications.  

4.2 Design Example 2 

A linear-phase low-pass FIR filters is designed in this 

example, with normalized passband and stopband edge 

frequencies at 0.15 and 0.25, respectively. The desired 

NPR is 50dB. The word length of the coefficients to be 

synthesized is 12 bits, and the filter length is fixed at 28 

taps.  

The filter coefficients synthesized by our proposed 

algorithm are shown below. The frequency response of 

the synthesized filter is shown in Fig. 4. 

h(0) = h(27) = -2-8

h(1) = h(26) = 0 

h(2) = h(25) = 2-7  + 2-11

h(3) = h(24) = 2-7

h(4) = h(23) = -2-6 + 2-8 +2-10

h(5) = h(22) = -2-5  + 2-7

h(6) = h(21) = 0 

h(7) = h(20) = 2-4 - 2-6 - 2-8 - 2-10

h(8) = h(19) = 2-5 + 2-8 - 2-12

h(9) = h(18) = -2-4  + 2-6

h(10) = h(17) = -2-3 + 2-6 + 2-8

h(11) = h(16) = 0 

h(12) = h(15) = 2-2 + 2-6 + 2-8

h(13) = h(14) = 2-1 + 2-7 + 2-9
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Figure 4(a). Magnitude response for Example 2 

Figure 4(b). Phase response for Example 2 

There are a total of 54 SPT terms generated in this set 

of filter coefficients, which are lower than the number of 

SPT terms reported in [3], [4] and [6], which are 68, 66 

and 58, respectively, for the same filter specifications.   

5. Conclusion 

A two-stage local search algorithm for synthesizing 

FIR filter coefficients in SPT terms is presented in this 

paper. In the preliminary stage, sensitivities of 

coefficients are used to improve the frequency response 

characteristic of the initial coefficient set for subsequent 

optimization by the second stage tree-structured search. 

The size of the neighborhood around the rounded 

coefficient set and the strategy to minimize the search 

space are discussed. The synthesis results of two filter 

examples are shown, both of them use fewer SPT terms 

than the compared algorithms for the same specifications. 
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