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Design of Discrete Coefficient FIR Filters by a Fast
Entropy-Directed Deterministic Annealing Algorithm

Per Persson, Sven Nordebo, Member, IEEE, and Ingvar Claesson, Member, IEEE

Abstract—In this paper, we present an entropy-directed
deterministic annealing optimization algorithm and show its ap-
plicability to the problem of designing digital filters with discrete
coefficients, each implemented as a sum of signed power-of-two
terms and additional general hardware constraints. The algorithm
is based on analogies from statistical mechanics and is related
to the well-known mean field annealing algorithm. It utilizes
estimates of conditional entropy to prune the problem during the
optimization, thereby reducing the computational time by 30 to
50%. In conjunction with a scheme to compute the value of the
objective function as a sequence of updates, this approach leads to
a very fast algorithm. As an application example demonstrating
the potential of the new method, we consider the design of digital
filters with discrete coefficients consisting of a minimum number
of signed power-of-two terms.

Index Terms—Annealing, entropy, FIR, hardware constraints,
optimization, signed powers-of-two.

I. INTRODUCTION

D IGITAL filters with coefficients made up of a minimum
number of signed power-of-two (SPT) terms are desirable

but difficult to design [1]–[4]. From a combinatorial point of
view, such a design can be considered a search for optimality
over a state space consisting of possible outcomes of vari-
ables with values from the set , where
is the maximum coefficient wordlength, and is the maximum
number of coefficients.

It is sometimes possible to start from a solution to the cor-
responding continuous problem and then perform an intelligent
search of the quantized coefficient space in the vicinity of the
continuous coefficient values [1], [5], [6]. Nevertheless, a wider
search of the problem space may prove advantageous, particu-
larly when the hardware realization is to be optimized as well
as the filter coefficients.

Simulated annealing (SA) [7] is well known to find good solu-
tions to hard combinatorial problems but requires a large amount
of computing time. The mean field annealing (MFA) algorithm
[8], [9], which is an optimization algorithm based on the Boltz-
mann neural network [10], [11], was introduced as an alternative
to SA, finding solutions comparable in quality but in a fraction
of the time.
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Mean field annealing works by mapping the discrete state
variables coding the problem on to a new set of continuous
state variables by applying a probabilistic interpretation. During
the course of optimization, the solution to the continuous-valued
problem is obtained from a deterministic expression. An ex-
ternal control parameter governs the convergence of the search
in such a way that the overall features are assessed first, and
gradually, more and more detail is explored. A two-dimensional
(2-D) sigmoid-like function, emerging naturally from the prob-
abilistic interpretation, gradually forces the probabilistic state
variables to become either 0, 1, or while still representing a
good solution.

This paper is laid out as follows. In Section II, the method for
stating a filter design problem as a combinatorial optimization
problem is outlined, and in Section III, the fundamentals of the
statistical mechanics framework, used in later sections, and SA
are briefly reviewed. In Section IV, a derivation of an MFA al-
gorithm follows that, unlike previous derivations, does not rely
on a neural network formulation. In Section V, an interpretation
of entropy and conditional entropy, under the approximation in-
troduced during the derivation of the algorithm in Section IV,
provides opportunities to improve the algorithm in several as-
pects. By applying an efficient means of computing the objec-
tive function, the speed of the algorithm is improved. Finally,
in Sections VII and VIII, numerical examples and summarizing
comments are given.

II. FILTER DESIGN BY COMBINATORIAL OPTIMIZATION

In order to facilitate simultaneous optimization of discrete
filter coefficients and hardware realization aspects it is neces-
sary to encode, i.e., define a problem instance in terms of de-
cision variables, a digital filter specification in a way that lets
us operate on the bit level. Furthermore, the encoding must fit
the optimization framework at hand, which in our case means a
state vector, belonging to the set

(1)

which for every possible state has an associated cost that
has a global minimum corresponding to the optimal solution.
Since we may be dealing with several aspects of the design at
the same time, it is natural to consider a cost

(2)

where each term is associated with a certain property of the de-
sign. The factors are used to trade off the different
aspects against each other.
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In hardware terms, we can simply interpret as the th SPT
term of the th filter coefficient by the stacking relation

and construct a cost function accordingly. The
frequency response of a filter may also be expressed in by, as
an example, considering the design of a finite impulse response
(FIR) filter with impulse response and odd length . The
frequency response is given by [12]

(3)

is an vector of coefficients , and is a
vector of basis functions .
By expanding the basis vector with a binary weight vector using
a Kronecker product

(4)

we can express (3) directly in terms of as

(5)

Given a desired frequency response , we can define the
filter design cost as the integrated squared error

(6)

which measures the weighted deviation from the desired re-
sponse over the design bands with weighting factor . The
solution to (6) in terms of infinite precision coefficients, which
is denoted , is assumed to be known.

Using the mapping (5) and the definitions

(7)

(8)

(9)

we can rewrite (6) as a quadratic form in

(10)

Now that we have a mapping from to filter design error, we
turn to the problem of capturing hardware constraints in terms
of . By using SPT coefficients, we already have the possibility
of a multiplierless implementation, but the fewer nonzero terms
(NZT) in the coefficients the better.

To minimize the total number of nonzero SPT terms assigned
to the filter, a penalty term proportional to is added to
the cost, rendering a total cost of

(11)

where is a normalizing factor, whereas is a
weighting parameter determining the tradeoff between filter
design error and total number of SPT terms.

The SPT representation is not unique in the sense that a cer-
tain coefficient value may be represented by several different
combinations of SPT terms. One way of resolving this ambi-
guity is to note that two consecutive digits and need not
both be nonzero [3] and add a penalty term

(12)

to the total cost. This particular situation, however, is better han-
dled by a simple postprocessing of the SPT coefficients, trans-
forming them to canonical form.

III. ANNEALING-BASED COMBINATORIAL OPTIMIZATION

In this section, we will briefly discuss the foundations of sto-
chastic, annealing-based optimization methods, including a pre-
sentation of the venerable simulated annealing (SA) algorithm.
The following discussion is a prerequisite to the derivation in
the following section of a deterministic algorithm, which greatly
improves the solution time while preserving many of the attrac-
tive features of simulated annealing.

A quick review of some results from statistical mechanics
is in place here; for a thorough discussion, see [13]. Consider
a physical system with many degrees of freedom, which can
exist in any of a very large number of states , each one cor-
responding to a certain energy of the system. A fundamental
result from statistical mechanics is that the probability of finding
the system in state when it is in thermal equilibrium with its
surrounding environment is given by the Boltzmann distribution

(13)

where is the surrounding temperature, and is Boltzmann’s
constant. By requiring that and , we
can state the normalizing quantity as

(14)

From (13), we note the following important property: For
high values of , all states have approximately the same prob-
ability of occurring, but for lower values of , states with low
energy are strongly favored. In fact, as goes to zero, only the
state with the lowest energy (the ground state) will occur. This
property of systems in thermal equilibrium is what makes an-
nealing algorithms attractive for optimization.

The Metropolis algorithm [14] can be used for stochastic sim-
ulation of thermal equilibrium in physical systems with many
degrees of freedom. In short, the algorithm performs a random
walk across the state space, accepting moves according to a cri-
terion, the Metropolis sampler

accept (15)

always accepting energy decreasing moves and sometimes ac-
cepting energy increasing moves. The probability of energy in-
creasing moves depends on the difference in energy between the
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states and the temperature. After an initial transient, the states
obtained will have a Boltzmann distribution.

Using the Metropolis algorithm, the convergence to equilib-
rium from a random starting point is fast for high temperatures
but extremely slow for low temperatures. This is unfortunate
since it is the distribution at zero temperature, which at that
point has collapsed into probability 1 for the single state with
minimum energy [15], which is, interesting from an optimiza-
tion point of view. The solution is to introduce the concept of
annealing—starting from a high temperature and quickly ob-
taining equilibrium and then slightly decrease the temperature
(anneal) such that the system is at all times close to equilibrium
and the Metropolis algorithm can then rapidly restore equilib-
rium at the lower temperature. The process is repeated until the
system has reached its ground state. Combining the Metropolis
algorithm with annealing gives the simulated annealing algo-
rithm.

Simulated annealing used as a combinatorial optimization
method was introduced by Kirkpatrick et al. in 1983 [7]. It
quickly became a widely accepted means of solving hard combi-
natorial problems. Experience shows that it is a robust algorithm
that performs very well on a large number of practical problems
but requires a substantial amount of computing time to converge
to a good solution.

Using the terminology from Section II for the algorithm, en-
ergy corresponds to the cost of a potential solution to the opti-
mization problem and the state to a point in the solution space.
The temperature and Boltzmann’s constant are replaced by a
control parameter , leaving us with the following expressions
that replace (13) and (14)

(16)

(17)

where is the set of all possible states .

IV. FAST DETERMINISTIC ANNEALING ALGORITHM

In this section, we will derive a deterministic annealing al-
gorithm, based on the same foundation as SA, but without the
need for random sampling of the state space, thereby removing
the primary cause of the great computational burden associated
with SA. The derivation provides a foundation for the discus-
sion of entropy and conditional entropy in Section V, which is
used to further enhance the algorithm in Section VI.

Consider the SA algorithm in terms of the state variables .
By defining the expectation value of as , we
have that after thermal equilibrium has been established for the
current , the value of is

(18)

Furthermore, we know [15] from (13) that

(19)

which means that the tracking of thermal equilibrium might as
well be performed in terms of as actual sampled states,
and the end result would (asymptotically) be the same.

Given a means of estimating , since (18) is in general
impossible to compute, the time-consuming sampling of states
required by the Metropolis algorithm would be unnecessary.

Given the definition , where , we
find that the following relations hold:

(20)

(21)

(22)

(23)

Again, a system in equilibrium for is characterized
not by a single state but by states occurring with a certain prob-
ability. Likewise, at thermal equilibrium, the state variables
will fluctuate with an expectation value given by

(24)

where the approximation is arrived at by moving the expectation
operator inside the argument of in a move analogous to the
mean field approximation of statistical mechanics [13].

By introducing the set of real-valued variables

(25)

where and defining and , the
approximation (24) forms a fixed-point equation

(26)

provided that , and thus, are defined. In (26),
is replaced by the explicit expression (16), and we

point out that (26) does not depend on .
We now assume that (26), from a starting solution close

to the fixed point for a given , allows us to iteratively find an
estimate of at equilibrium for .
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Given a state vector corresponding to a stationary distribu-
tion, it is possible to track the sequence of solutions by care-
fully lowering (annealing) in a sequence , where

. The limiting factor on the size of the an-
nealing step is that the perturbation of the stationary state dis-
tribution has to be small enough that the previous value of is
a valid starting point.

Considering that the feasible solutions to the optimization
problem consists of discrete variables, a necessary requirement
on in the limit as is that they approach . It is easy
to show that unless the cost

or , in
which case, and , respectively.

The deterministic annealing algorithm derived here is in all
respects identical to the MFA algorithm of [9], which in turn
is a variant of the more common MFA approach of [8], which,
however, does not handle self couplings in well, which is a
necessary requirement for the problem at hand.

It is reasonable to question whether another derivation of
the algorithm is needed, but MFA algorithms are generally de-
scribed and derived in terms of neural networks, which is not
necessary, as shown by the previous discussion. Furthermore,
the present derivation provides a basis for introducing entropy
estimates; see Sections V and VI, in order to improve algorithm
performance.

A. Initial State and Annealing Schedule

It is possible to derive an initial estimate of by considering
(24) for large values of since

(27)

and thus, should simply be large enough that . The
result in (27) holds for the exact formulation of as well as
the approximation. A suitable annealing schedule, adopted from
SA, is to let , with commonly chosen in
the range 0.8–0.99 [15].

A stopping criterion that reliably determines when the
process is finished is discussed in Section VI.

B. Determining Stationarity

The objective of the algorithm is to keep track of the sta-
tionary distribution of state variable averages , cor-
responding to a fixed point , for every value of the control
parameter . Using the initial estimate (27) of as starting
value, (26) is then repeatedly iterated over the variables until

has settled on the fixed point . The iterative solution is con-
sidered to have converged to the fixed point when the average
distance of the MFA variables between two consecutive itera-
tions falls below a threshold value

(28)

A value of , established by trial-and-error, has been
used throughout the examples in this paper.

V. ESTIMATING CONDITIONAL ENTROPY OF A VARIABLE

From the theory of information [16], we have the notion of
entropy and information. Entropy is a measure that can be
interpreted as the amount of uncertainty in a stochastic variable
, and the formal definition is

(29)

The quantity is in general very hard to compute except in
simple cases or under certain conditions. With a state probability
distribution given by (16), it is possible to compute in
the limits and

(30)

and, given a single optimal point in

(31)

In the algorithm, each of the state variables are examined one
at a time, and therefore, an interesting entity is the conditional
entropy

(32)

interpreted as the amount of uncertainty in given an observa-
tion of .

The cost of computing and is prohibitively
high under normal circumstances, but since we are already con-
sidering the mean field approximation to be valid for the op-
timization, it might as well be valid for estimating and

for our purposes.
Starting from the definition of conditional entropy (32), we

can rewrite it as

(33)

and by applying the same approximation as in (24), we find that

(34)

where

(35)
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Fig. 1. Evolution of the MFA variables v during a run of the algorithm (top)
and the corresponding entropy estimate H(v) (bottom) for a problem instance
with L = 160 variables.

In the following, will be used to denote the ap-
proximate conditional entropy, as given by (34). Furthermore,
the entropy of the system can subsequently be estimated by

(36)

which is strictly correct only if is independent of : some-
thing that is only fulfilled in the limit of .

The evolution of the state variables and the entropy esti-
mate over the course of a run of the optimization algo-
rithm are shown in Fig. 1 for a problem with variables.
The potential benefits of the above estimates will be discussed
in the following section.

VI. ENHANCING THE ALGORITHM

The estimates of entropy and conditional entropy can be used
to improve the algorithm in two ways. Since the entropy goes
to zero when the algorithm approaches the optimal (under the
approximation) state, it can be used as a stopping criterion. Fur-
thermore, the conditional entropy estimate can be used to reduce
the number of cost function evaluations by detecting when a cer-
tain state variable no longer needs to be updated.

By employing a cost update strategy previously presented in
[17], the computational complexity of the algorithm can be re-
duced by an order of magnitude for a large class of problems.

A. Stopping Criterion

All algorithms need a good stopping criterion, and from the
previous discussion of entropy, we can state a stopping criterion
based on entropy simply as

(37)

Fig. 2. Using H(s j �v ) to prune a problem instance. The upper plot shows
H(s j �v ) for each of v . The middle plot shows H(s j �v ) corresponding to
the two v ’s singled out in lower plot. OnceH(s j �v ) has become zero, v will
have settled on either of f�1; 0; 1g.

The criterion (37) has the nice property that an value of
corresponds to the entropy of a single completely unde-

cided variable.

B. Pruning the Problem

The conditional entropy estimate can be used to significantly
speed up the algorithm by realizing that once the variable
has settled on a discretized level, the corresponding conditional
entropy is zero. This is exemplified in Fig. 2, where two state
variables are plotted together with the conditional entropy
estimates over a run of the algorithm.

By monitoring the conditional entropy estimate ,
which comes almost for free, since the quantities needed to com-
pute it are already available from the computation of (26), it
is possible to prune the problem size as the optimization pro-
gresses. When , no more information on can
be gained from , and it is no longer necessary to calculate the
th value from (26). In practice, when falls below a

threshold , the variable is rounded to its nearest
discrete value and subsequently used only as part of and never
as a variable under test.

The reduction in the number of cost function evaluations from
pruning the problem is in the range 30 to 50%, which is a decent
speedup, considering the simplicity of the action.

C. Entropy-Directed Deterministic Annealing

Henceforth, we will refer to the algorithm presented here
as entropy-directed deterministic annealing (EDDA) to distin-
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guish it from MFA and deterministic annealing [18]. The EDDA
algorithm is summarized in Listing 1.

Algorithm 1 Entropy-Directed Deterministic Annealing

Initialize state variables,

Set initial control parameter value,

Active set

repeat

repeat

for in active set do

Calculate

end for

until

if then

Remove from active set

end if

until

D. Efficient Computation of the Cost

If the cost has the form , it is
unnecessary to compute the full extent of the expression. Note
that (11) qualifies, since it may be rewritten

Consider the following: If the values of are computed se-
quentially and the new values are immediately used, i.e., not
deferred until the next cooling step, then the cost can be split in
two parts—each depending on either or .

The cost update approach [17] is arrived at by stating the cost
explicitly and by factoring out the th component; we find that
it can be separated into two parts, of which the first does not
depend on

independent of

(38)

where and denote the elements of and , respectively,
and is used to denote the sum

(39)

To compute the cost in (26), we can use the relation

(40)

which decreases the complexity of the EDDA algorithm from
to since we can compute as

(41)

if we know the value of . Starting the algorithm from
in accordance with (27), we find that the initial cost is indeed
known to be , and thus, , and .

A detailed summary of the cost update EDDA algorithm is
given in Listing 2. All variables have retained their names except
for , which is denoted by in the listing.

Algorithm 2 Cost update EDDA algorithm

Define

Initialize state variables,

Set initial cost

Set initial control parameter value,

Active set

repeat

repeat

for in active set do

end for

until

if then

Remove from active set

end if

until

VII. ALGORITHM PERFORMANCE

To evaluate the performance of the EDDA algorithm, the de-
sign example is the same as in [1], [2], and [19]: a linear-phase
FIR filter with minimal number of nonzero SPT terms subject to
a maximum wordlength , passband , stop-
band and weighting factor

(42)

Note that the symmetry of this problem reduces the number of
independent variables to . All NZT figures
are given for the independent coefficients and after a simple
conversion to canonical form.

In the implementation of the EDDA algorithm, the annealing
schedule used and . The other parameters and
thresholds were and .
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Fig. 3. Magnitude response of two filters designed by EDDA, using � = 0,
and 50. The line H indicates the optimal solution for coefficients of infinite
precision.

The iterative Lagrange multiplier (ILM) algorithm presented
in [1] and a simulated annealing algorithm have also been im-
plemented, and the results are compared to those of EDDA.

In the ILM implementation, four quantized coefficients in the
vicinity of a nonquantized coefficient were examined. The quan-
tized coefficients were made up of at most two SPT terms.

The SA algorithm was run with the objective of establishing
the best possible quantization and used (11) as the target func-
tion with . It also used the same annealing schedule and
values for and as the EDDA algorithm, evaluating
random perturbations of the present state at every annealing
step. The algorithm was considered to be finished when less than
3% of the proposed changes were accepted.

All algorithms have been coded in C++ and rely on the free
numerical analysis software GNU Octave [20].

The performance analysis of the EDDA algorithm with re-
spect to the design target is split over the following four sec-
tions, highlighting the different design aspects.

A. Magnitude Response

The magnitude response of two filters with
designed with the EDDA algorithm using -values of 0 and 50
and are shown in Fig. 3, together with the magnitude response
of the optimal solution for coefficients of infinite precision. The
number of nonzero SPT terms were 47 and 37 for and

, respectively.

B. Integrated Squared Error

The filter design error computed for filters of odd length
using each of the three algorithms are shown

in Fig. 4. For the EDDA algorithm, results for and
are shown and, for reference, corresponding to the optimal
continuous solution is also shown.

The results obtained by EDDA, using , are of the same
quality as those obtained by SA, which was used to estimate the
best possible quantization. The EDDA algorithm with
performs better, in terms of filter design error, than the ILM
algorithm except for filter lengths .

Fig. 4. Design error f versus filter lengthN for the different algorithms. The
optimal solution f for coefficients of infinite precision is also shown. Note
that EDDA and SA results for � = 0 are almost equivalent.

Fig. 5. NZT count versus filter length N for the different algorithms.

C. Nonzero SPT Term Reduction

The ILM algorithm is different from EDDA and SA in that
the former constrains each coefficient to have at most two SPT
terms, whereas the latter two imposes a soft constraint on the
total number of SPT terms through parameter .

In Fig. 5, the number of nonzero SPT terms in the solutions
obtained from the three algorithms are shown, and the impact
of increasing from 0 to 50 in the EDDA algorithm is clearly
visible as a substantial reduction of the nonzero SPT terms.

The quality of the EDDA solution, using , in terms
of is better than the ILM algorithm when . This is
in line with the observation [3], [4], [21] that constraining the
total number of SPT terms rather than the number of terms per
coefficient results in better filter performance.

D. Solution Time

From Fig. 6, it can be seen that the EDDA algorithm exe-
cutes in a time comparable to the ILM algorithm, both of which
are more than an order of magnitude faster than simulated an-
nealing. The solution time for the EDDA algorithm without
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Fig. 6. Solution time versus filter length N for the different algorithms.

using the pruning scheme, but with all other factors constant,
is also shown.

Most notable is the fact established by Figs. 4–6 that the
EDDA algorithm provides solutions of the same quality, in
terms of and NZT, as those obtained by simulated annealing
but in a fraction of the time.

VIII. SUMMARY AND CONCLUSIONS

In this paper, we have derived and analyzed the entropy-
directed deterministic annealing (EDDA) optimization algo-
rithm applicable to the design of digital filters with discrete
coefficients, each implemented as a sum of a signed powers-of-
two terms. The algorithm operates on the bit level of the design
and hardware realization aspects can thus be co-optimized with
frequency response aspects.

The EDDA algorithm is similar to other mean field annealing
algorithms derived from a neural network formulation, but the
present derivation makes no reference to neural networks, and,
to some extent, it questions the classification of MFA algorithms
as neural networks for combinatorial optimization.

From the derivation also follows a means to estimate the con-
ditional entropy of the decision variables that is subsequently
used to improve the algorithm by allowing the problem to be
pruned as the optimization progresses. A simple and concise
stopping criterion for the algorithm that has a direct interpreta-
tion in terms the number of undecided variables is also derived
from the conditional entropy estimates.

The combination of a cost updating scheme, eliminating the
need to repeatedly compute the full extent of the cost function,
and the progressive pruning of the problem leads to a very fast
algorithm. The time taken to solve fairly large problems has
been reduced to a level where interactive design of digital filters,
e.g., minimizing hardware demands by loosening the magnitude
specification or maximizing filter performance given a certain
hardware budget, is possible.
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