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Abstract— A method for designing FIR digital filters, with
each coefficient a sum of signed power-of-2 terms, by sphere
relaxation is proposed. To justify the design methodology, we
present an analysis showing that the globally optimal design
always lies in a vicinity of the optimal FIR filter with continuous
coefficients. The design problem at hand is then addressed using
a new relaxation method in which the constraints characterizing
the binary nature of the design variables are relaxed to a
single sphere type constraint on the corresponding continuous
variables. This yields a simple nonconvex continuous optimization
problem whose solution can be calculated considerably faster
than previously reported relaxation methods. Design examples
are presented to demonstrate that the proposed algorithm offers
near-optimal designs with small fraction of design complexity
relative to that required by the existing methods.

I. INTRODUCTION

Design of digital filters with discrete coefficients, especially
with sum-of-power-of-2 coefficients, has been a subject of
study for more than two decades because these filters admit
fast implementation, see for example [1]–[15] and the refer-
ences cited therein. The major technical difficulty encountered
here is the design complexity because the design problem is
essentially an integer programming problem that is known
to have exponential complexity as the filter length grows.
A recent research trend in this area seems to be the use
of relaxation techniques that reformulate the problem as an
optimization problem of polynomial-time complexity, at the
cost of moderate performance degradation. It is in this sense
the term “relaxation” is used to emphasize a reformulation
process generating a problem which can be solved efficiently
and realiably and whose solution offers satisfactory suboptimal
design. Among other things, the semidefinite programming
relaxation (SDPR) [12] and sequential quadratic programming
relaxation (SQPR) [15] can yield good designs, but SQPR
turns out to be considerably faster than SDPR.

The objectives of this paper are twofold. First, we present
an analysis which shows that the globally optimal design
of the problem at hand always lies in a vicinity of the
optimal FIR filter with continuous coefficients. This justifies
the design approach to be taken in this paper. Second, the
design problem is addressed using a new relaxation method
in which the constraints characterizing the binary nature of
the design variables are relaxed to a single sphere type con-
straint on the corresponding continuous variables. This yields

a simple nonconvex continuous optimization problem whose
solution can be calculated considerably faster than previously
reported relaxation methods. Design examples are presented to
demonstrate that the proposed algorithm offers near-optimal
designs with small fraction of design complexity relative to
that required by the existing methods.

II. WHERE IS THE GLOBAL SOLUTION?

A. An Analysis

To simplify the notation, we only consider linear phase
FIR filters of odd length n1 whose amplitude response can
be expressed as

A(ω) =
n∑

k=0

ak cos kω, n = (n1 − 1)/2 (1)

The results obtained here can be extended to nonlinear phase
FIR filters of arbitrary length in a straightforward manner.
Following [7][8], we seek to find a linear phase FIR filter of
odd length n1 with each coefficient ak a sum of signed power
of 2 (SP2) terms such that A(ω) in (1) best approximates a
desired amplitude response Ad(ω) in the least-squares sense.
It has been argued that, with a fixed total number of signed
SP2 terms, significant advantage may be gained if the number
of SP2 terms for each ak is individully allocated and a strategy
for doing so has been proposed in [8]. In the rest of the paper,
it is assumed that the bit budget is fixed and the exercise of
term allocation is done in accordance with [8].

Now let {âk, 0 ≤ k ≤ n} be the set of continuous
coefficients of the optimal FIR filter and let

Â(ω) =
n∑

k=0

âk cos kω (2a)

that minizes the L2 error

ε̂ =
{∫ π

−π

[Â(ω) − Ad(ω)]2dω

}1/2

(2b)

We define

ε =
{∫ π

−π

[A(ω) − Ad(ω)]2dω

}1/2

(3)



and compute∫ π

−π

[A(ω) − Â(ω)] cos kωdω =

{
2π(a0 − â0) for k = 0

π(ak − âk) for k �= 0

Let ck = 2π for k = 0 and ck = π for k �= 0, and apply the
Cauchy-Schwartz inequality, we can write

|ak − âk| =
1
ck

∣∣∣∣
∫ π

−π

[A(ω) − Â(ω)] cos kωdω

∣∣∣∣
≤ 1

ck

{∣∣∣∣
∫ π

−π

[A(ω) − Ad(ω)] cos kωdω

∣∣∣∣
+

∣∣∣∣
∫ π

−π

[Â(ω) − Ad(ω)] cos kωdω

∣∣∣∣
}

≤ 1√
π

(ε + ε̂) (4)

Suppose the coefficient set {a∗
k, 0 ≤ k ≤ n} corresponds to

the global optimal FIR filter with SP2 coefficients, then (4)
implies that

|a∗
k − âk| ≤ 1√

π
(ε∗ + ε̂) for 0 ≤ k ≤ n (5)

where

ε∗ =

{∫ π

−π

[
n∑

k=0

a∗
k cos kω − Ad(ω)]2dω

}1/2

(6)

Eq. (5) indicates that all the optimal discrete coefficients reside
within a strip centered along the trajectory passing through the
optimal continuous coefficients. In conjunction with (2b) and
(6), Eq. (5) also indicates that, for a reasonable filter length
and bit budget, this strip shall be narrow because both L2-
errors ε∗ and ε̂ are small in such a case. An illustration of this
situation is given in Fig. 1. Based on the above analysis, we
formulate the design problem at hand as a {−1, 1} quadratic
programming problem in the next section.
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Fig. 1. The optimal discrete coefficients shall reside within a narrow strip
centered along the optimal continuous coefficients.

B. Problem Formulation

Given each optimal continuous coefficient âk and the num-
ber (say αk) of SP2 terms allocated to the kth discrete
coefficient, we use ak and āk to denote the largest lower bound

and smallest upper bound of âk, respectively, where ak and
āk each has αk SP2 terms and are inside the strip shown in
Fig. 1. In general the strip may well include more than one
layer of lower bounds ak, a

k
, etc., and upper bounds āk, ¯̄ak,

etc. On the other hand, since the strip is usually narrow, the
number of bound layers on each side of {âk} is supposed to
be small. Fig. 2 illustrates a possible situation for coefficient
âk.
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Fig. 2. First and second largest lower SP2 bounds and first and second
smallest upper SP2 bounds of âk happen to be inside the strip.

For the sake of notation simplicity, in the rest of the paper
we only consider the one-layer case. The approach taken here
can nevertheless be generalized to cover multi-layer cases in
a straightforward manner. Note that the candidate discrete
coefficients can now be expressed as

ak = amk + xkδk (7)

for k = 0, 1, . . . , n, where

amk = (āk + ak)/2
δk = (āk − ak)/2
xk ∈ {−1, 1}.

Consequently, the filter’s frequency response can be written in
terms of variable x = [x0 x1 . . . xn]T as

A(ω) = Am(ω) + xT c(ω) (8)

Am(ω) =
n∑

k=0

amk cos kω

c(ω) = [δ0 δ1 cosω . . . δn cosnω]T

and the least-squares design problem can be formulated as the
constrained optimization problem

minimize
∫ π

−π

W (ω)[Am(ω) + xT c(ω) − Ad(ω)]2dω

subject to: xk ∈ {−1, 1} k = 0, 1, . . . , n

or, more explicitly,

minimize f(x) = xT Qx + qT x (9a)

subject to: xk ∈ {−1, 1} k = 0, 1, . . . , n (9b)



where

Q =
∫ π

−π

W (ω)c(ω)cT (ω)dω

q = 2
∫ π

−π

W (ω)[Am(ω) − Ad(ω)]c(ω)dω

III. A SUBOPTIMAL SOLUTION VIA SPHERE RELAXATION

A. A Basic Solution Formula

The problem in (9) is an integer programming (IP) problem
whose complexity grows exponentially with its size. The
problem was relaxed to an SDP problem in [12] and a
sequential QP problem in [15], both providing satisfactory
suboptimal solutions but still with considerable complexity. In
what follows, we propose a new and more efficient relaxation
of problem (9) and describe an algorithm to solve the relaxed
problem

The basis of the proposed relaxation is the following chain
of implications:

xk ∈ {−1, 1} ⇐⇒ x2
k = 1 =⇒

n∑
k=0

x2
k = n + 1

This suggests the relaxed problem

minimize f(x) = xT Qx + qT x (10a)

subject to: ‖x‖2
2 = n + 1 (10b)

The critical differences between problems (9) and (10) are
(i) the feasible region characterized by (10b) includes the
feasible region described by (9b). Consequently, if x∗∗ and
x∗ denote the solutions of (9) and (10), respectively, then
f(x∗) ≤ f(x∗∗), but x∗ does not necessarily satisfy (9b);
(ii) while (9) is an IP problem, (10) is a constrained problem
with continuous variables with a single equality constraint that
x∗ must lie on the sphere centered at the origin with radius√

n + 1 in space Rn+1. For these reasons, the problem (10)
is referred to as a sphere relaxation (SR) of problem (9).

The feasible region defined by (10b) is obviously not
convex. The problem in (10) can however be solved efficiently
using a Lagrange-multiplier approach as described below.

The Lagrangian of problem (10) is given by

L(x, λ) = xT Qx + qT x + λ(xT x − n − 1)

hence the first-order necessary conditions for x to be a
minimizer of (10) are given by

2Qx + q + 2λx = 0 (11a)

xT x = n + 1 (11b)

From (11a) we have

x = −1
2
(λI + Q)−1q (12)

Since Q is positive definite and symmetric, we can
write Q = UΣUT with U orthogonal and Σ =
diag{σ1, σ2, . . . , σn+1}, so (12) becomes

x = −1
2
U(λI + Σ)−1q̃, q̃ = UT q (13)

which in turn leads (11b) to

g(λ) ≡
n+1∑
k=1

q̃2
k

(λ + σk)2
= 4(n + 1) (14)

where q̃k is the kth component of q̃. The function g(λ) on the
left-hand side of (14) monotonically decreases with λ and is

well defined on interval

(
−σ,

‖q̃‖
1.5

√
n + 1

− σ

)
where σ is

the smallest eigenvalue of Q, say σl, such that q̃l �= 0. It can
be readily verified that on the above interval the value of g(λ)
decreases from larger than 4(n+1) to less than 4(n+1), hence
a unique λ∗ that satisfies (14) exists on the interval and can
be readily identified using for example a bisection method.
Having obtained λ∗, the solutin of (10) can be found using
(12) as

x∗ = −1
2
U(λ∗I + Σ)−1q̃ (15)

Notice that the vector (λ∗I + Σ)−1q̃ in (15) can be
computed without performing a matrix inverse. As a matter
of fact, its kth component is equal to q̃k/(λ∗ + σk).

B. A Sequential Solution Process

A straightforward treatment of the solution x∗ in (15) is to
use its signs, i.e., x1 = sign(x∗) as a suboptimal solution of
(9).

There are several ways to generate improved solutions.
When problem (10) is solved, one may verify the solution
components and round those, whose magnitudes exceed a
prescribed threshold, to 1 or −1 depending on their signs.
The identified components are then substituted into (10) which
yields a similar constrained problem with reduced size. The
process continues until all components are identified. An alter-
native way is to round the component of the solution of (10)
with the largest magnitude to 1 or −1 depending on its sign,
and this component is then fixed in problem (10) to generate
a similar constrained problem whose size is reduced by one.
The process continues until all components are identified.
The solution obtained using one of these approaches shall
be denoted as x∗

b . Below the second solution method will be
referred to as the sequential SR (SSR) algorithm.

C. Solution Enhancement by Low-Bit Descent Search

Having obtained x∗
b , one may carry out a low-bit descent

search for a further improved solution. Here, the one-bit
descent search refers to a process of evaluation, comparison,
and determination of the optimal one-component sign switch
among all possible such switches of x∗

b . By simple algebra,
it can be readily verified that the one-bit descent search can
be accomplished by evaluating γ = x∗

b 	 v (	 denotes
component-wise multiplication), where v = Q̂x∗

b + q with
Q̂ being the modified Q by setting its diagonal to zero, then
identifying index i∗ with which the associated component of
γ assumes the largest value. An improved solution is obtained
by switching the sign of the i∗-th component of x∗

b .
Similarly, the two-bit descent search finds two components

of x∗
b with indices i∗ and j∗ such that by switching the signs



of these two components, f(x∗
b) is reduced most among all

possible two-component sign switches. The two-bit descent
search can be carried out as follows: (i) compute matrix P =
γeT +eγT −2Q	(x∗

bx
∗T

b ) where e is the all-one vector; (ii)
identify index pair (i∗, j∗) where the component of P reaches
the maximum value, and (iii) switch the signs of the i∗-th and
j∗-th components of x∗

b .
It is obvious that the two-bit search does not necessarily

perform better than the one-bit search and vice versa. Since
both search methods are of low complexity even for large filter
length, it is often feasible to perform both searches to obtain
the best solution.

IV. DESIGN EXAMPLES

The SSR-based algorithm enhanced with both one-bit and
two-bit descent search was applied to design a variety of
linear phase FIR filters with SP2 coefficients. In what follows
we evaluate a total of eight designs of lowpass FIR filters
with normalized passband edge ωp = 0.4 and stopband edge
ωa = 0.5 of length n1 = 19 + 8i for i = 0, 1, . . . , 7. The
weighting function was set to W (ω) ≡ 1 for both passband
and stopband, and W (ω) ≡ 0 elsewhere. In all designs, the
filter performance was evaluated by the L2-error ε (see Eq. (3))
and the design complexity was evaluated by the CPU time
consumed by a MATLAB implementation of the algorithm
on a 3.4 GHz Pentium 4 PC. The designs were compared
with the suboptimal solutions obtained using sequential QP-
relaxation (SQPR), the optimal solution (with SP2 coefficients)
using IP, and the optimal solution with continuous coefficients
(WLS). The results obtained are summarized in Table 1, where
n1 denotes filter length, M denotes the total number of SP2
terms for the filter’s first (n1 + 1)/2 coefficients, and −L is
the most negative power of 2 allowed. For SQPR-, SSR-, and
IP-based designs, for each (n1, M, L) the two numerical
values given in the table are the L2-error (in the upper row)
and the CPU time (in the lower row, in seconds), respectively.
In the case of IP-based designs, no results were obtained for
filter length n1 = 67 and 75 due to the exceedingly high
complexity required. In the case of WLS designs, the CPU
time are not included because the amount of CPU time was
found neglegiable relative to the other design methods.

From the design results in Table 1, it is observed that
both the SQPR- and SSR-based algorithms are able to offer
near-optimal designs with much less computational complexity
relative to that required by the IP-based algorithm. It is also
observed that the proposed SSR-based algorithm is consider-
ably more efficient than the SQPR-based algorithm needing
only a small fraction of the CPU time required by the SQPR
method.
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TABLE I

PERFORMANCE AND EFFICIENCY COMPARISONS

OF VARIOUS DESIGN METHODS

n1 M/L SQPR SSR IP WLS

19 22/5 0.0040 0.0040 0.0040 0.0027
0.110 0.002 0.050

27 30/5 0.0021 0.0021 0.0021 0.0005
0.170 0.004 7.594

35 38/8 1.39e−4 1.39e−4 1.39e−4 0.90e−4
0.220 0.007 11.016

43 46/8 8.69e−5 5.46ee−5 5.46e−5 2.07e−5
0.270 0.010 54.406

51 54/8 4.73e−5 4.73e−5 4.31e−5 0.61e−5
0.300 0.012 751.609

59 62/10 3.89e−5 3.89e−5 2.92e−5 0.17e−5
0.340 0.014 15525

67 74/10 1.08e−5 1.08ee−5 — 0.40e−6
0.400 0.016 —

75 84/10 5.67e−6 5.67e−6 — 0.81e−7
0.440 0.023 —
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